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Abstract
The compressed sensing paradigm has attracted a considerable amount of attention
in the last years. In its essence it seeks to capture the important features of highdimensional sparse signals from a limited number of linear projections of the signal,
guaranteeing perfect reconstruction. It seems only natural to extend this paradigm
to other kinds of statistical signal processing operations, in particular to classification problems. Compressive classification usually appears in the machine learning
literature as feature extraction or supervised dimensionality reduction. Although
many methods for classifying large dimensional signals have been proposed, in
recent years, there still lacks a comprehensive and principled framework to provide
systematic insight about the core mechanisms of such process.
The work, developed in this thesis, derives fundamental limits on the performance
of compressive classification where each class is modelled by a low-rank multivariate
Gaussian distribution. It provides an asymptotic analysis of a Bhattacharya based
upper bound to the misclassification probability, for the optimal Maximum-APosteriori (MAP) classifier, that depends on quantities that are dual to the concepts
of diversity-order and coding gain, in multi-antenna communications. The diversityorder of the measurement system determines the rate at which the probability of
misclassification decays with signal-to-noise ratio (SNR), in the low-noise regime.
Instead, the measurement gain, which is the counterpart of coding gain, in multiantenna communications, determines the power offset of the probability of misclassification, in the low-noise regime. These two quantities make it possible to quantify differences in misclassification probability between random measurements and
(diversity-order) optimized measurements. The behaviour of the misclassification
probability is revealed to be intimately related to certain fundamental geometric
quantities determined by the measurement system, the source and their interplay.
Results are presented for two-class classification problems, first with zero-mean
Gaussians (where the signals, from each class, live in different subspaces), then with
nonzero-mean Gaussians (where the signals, from each class, live in affine spaces)
iv

and, finally, for multiple-class Gaussian classification problems. These numerical
results, representative of compressive classification where each class is modelled by
a low-rank multivariate Gaussian distribution, demonstrate the alignment of the
actual misclassification probability with the Bhattacharya based upper bound.
Finally, the theoretical model is also applied to a face recognition application,
where the main goal is to classify face images of various individuals taken under
different illumination conditions. In this way, it is possible to showcase how the
mathematical analysis can provide insights into the mechanisms that regulate the
real data experiments. This connection between the misclassification performance
and the alignment between source and measurement geometry may also be used to
guide the design of dictionaries for compressive classification.
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Resumo
O paradigma de “Compressed Sensing” tem suscitado, nos últimos anos, entre a
comunidade cientı́fica, um interesse crescente. Na sua essência, este paradigma tenta
capturar as caracterı́sticas relevantes de sinais esparsos de elevada dimensionalidade,
com base num conjunto limitado de projeções lineares do sinal, assegurando a
sua perfeita reconstrução. Revela-se, pois, natural considerar a extensão deste
paradigma a outro tipo de técnicas de processamento estatı́stico de sinal, em particular a problemas de classificação. Como reflexo desta extenção, o conceito de “Compressive Classification” aparece comummente referenciado na literatura relacionada
com “machine learning”, como extração ou identificação de caracterı́sticas ou ainda,
como redução supervisionada de dimensionalidade. Embora tenham sido propostos múltiplos métodos para a classificação de sinais de elevada dimensionalidade,
continua a verificar-se uma lacuna no que concerne à existência de uma abordagem
sistemática e completa que forneça uma clara perceção sobre os mecanismos chave
deste processo.
O trabalho desenvolvido nesta tese introduz limites fundamentais para o desempenho do processo de “compressive classification”, em que cada classe é modelada por uma distribuição Gaussiana multivariada de caracterı́stica reduzida (“lowrank”). Neste documento é apresentada uma análise assimtótica de um limite
superior baseado no limite de Bhattacharya, para a probabilidade de classificação
incorreta, de um classificador ótimo Maximum-A-Posteriori (MAP), que depende de
quantidades que podem ser vistas como duais aos conceitos de diversidade e ganho
de codificação, em comunicações com múltiplas antenas. A ordem de diversidade do
sistema determina a taxa a que a probabilidade de classificação incorreta decai com
a relação sinal-ruı́do (SNR), no regime de baixo ruı́do. Por outro lado, o ganho de
medição, que pode ser visto como a quantidade homóloga ao ganho de codificação,
em comunicações com múltiplas antenas, determina o desvio horizontal da curva de
probabilidade de classificação incorreta, no mesmo regime. Estas duas quantidades
possibilitam a quantificação da diferença entre a probabilidade de classificação
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incorreta, obtida com medições aleatórias, e aquela que resulta da utilização de
medições otimizadas (com base na ordem de diversidade). O comportamento da
probabilidade de classificação incorreta revela-se, também, intimamente relacionado
com determinadas quantidades geométricas, determinadas pelo modelo de medição,
pela fonte de sinal e pela interação entre ambos.
São expostos resultados numéricos que consideram o problema de classificação de:
i) duas classes caracterizadas por distribuições Gaussianas com média zero (em
que os sinais, pertencentes a cada classe, vivem em subespaços diferentes); ii) duas
classes caracterizadas por distribuições Gaussianas com média diferente de zero (em
que os sinais, pertencentes a cada classe, vivem em espaços afins); e iii) múltiplas
classes Gaussianas. Estes resultados, representativos do problema de “compressive
classification”, em que cada classe é modelada por uma distribuição Gaussiana multivariada de caracterı́stica reduzida (“low-rank”), demonstram a concordância entre
a verdadeira probabilidade de classificação incorreta e o limite superior, baseado no
limite de Bhattacharya, para a probabilidade de classificação incorreta.
Por fim, o modelo teórico proposto, é avaliado numa aplicação de reconhecimento
facial, em que o objetivo é a classificação de imagens que contêm faces de vários
indivı́duos, obtidas sob diferentes condições de iluminação. Deste modo, é possı́vel
mostrar de que forma a análise matemática, desenvolvida nesta tese, pode fornecer
uma melhor perceção dos mecanismos que regulam as experiências com dados reais.
Esta interligação, entre a probabilidade de classificação incorreta e a interação entre
a fonte de sinal e o modelo de medição, pode, igualmente, ser utilizada como uma
forma de orientar a construção de dicionários para “compressive classification”.

vii

Contents
Acknowledgment . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

iii

Abstract . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

iv

Resumo . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

vi

Contents . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

viii

List of Figures . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

xi

List of Tables . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

xv

Abbreviations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

xvi

Notation . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . xvii
1 Introduction

1

1.1

Motivation and Objectives . . . . . . . . . . . . . . . . . . . . . . .

1

1.2

Thesis Organization . . . . . . . . . . . . . . . . . . . . . . . . . . .

3

1.3

Main Contributions . . . . . . . . . . . . . . . . . . . . . . . . . . .

4

1.4

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

7

2 Background and Literature Review
2.1

Compressive Sensing . . . . . . . . . . . . . . . . . . . . . . . . . .

9
9

2.1.1

Motivations . . . . . . . . . . . . . . . . . . . . . . . . . . .

10

2.1.2

The Compressive Sensing Problem . . . . . . . . . . . . . .

12

2.1.3

Null Space Property (NSP) and Restricted Isometry Property
(RIP) . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

15

viii

2.1.3.1

Uniqueness Conditions for the Solutions of (2.6)
and (2.7) . . . . . . . . . . . . . . . . . . . . . . .

16

Sufficient Conditions for the Correspondence Between Solutions of (2.6) and (2.7) . . . . . . . . . .

18

Measurement Matrix Constructions . . . . . . . . .

21

Recovery Algorithms . . . . . . . . . . . . . . . . . . . . . .

22

2.1.4.1

Convex l1 −Optimization . . . . . . . . . . . . . . .

23

2.1.4.2

Greedy Algorithms . . . . . . . . . . . . . . . . . .

24

2.1.4.3

Combinatorial Algorithms . . . . . . . . . . . . . .

26

Compressive Sensing Applications . . . . . . . . . . . . . . .

27

2.1.5.1

Medical Imaging . . . . . . . . . . . . . . . . . . .

28

2.1.5.2

The Single-pixel Camera . . . . . . . . . . . . . . .

29

2.1.5.3

Compressive Radar . . . . . . . . . . . . . . . . . .

29

2.1.5.4

Communication Systems . . . . . . . . . . . . . . .

29

2.1.5.5

Application of CS to Other Scientific Fields . . . .

30

2.1.5.6

Theoretical Extensions of CS . . . . . . . . . . . .

30

2.1.5.7

Compressive Signal Processing . . . . . . . . . . .

30

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

37

2.1.3.2

2.1.3.3
2.1.4

2.1.5

2.2

3 The Compressive Classification Problem: Model and Performance
Metrics
39
3.1

System Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

39

3.2

An Upper Bound to the Probability of Misclassification . . . . . . .

41

3.3

Characterization of the Asymptotic Behaviour of the Upper Bound
to the Probability of Misclassification: Performance Measures . . .

42

3.4

Relation With Other Approaches Present in the Literature . . . . .

44

3.5

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

46

ix

4 Compressive Classification with Random Measurements in the LowNoise Regime
47
4.1

Two-Class Compressive Classification Problem . . . . . . . . . . . .

47

4.1.1

Zero-Mean Classes . . . . . . . . . . . . . . . . . . . . . . .

48

4.1.2

Nonzero-Mean Classes . . . . . . . . . . . . . . . . . . . . .

52

4.2

Multiple-Class Compressive Classification Problem . . . . . . .

53

4.3

Numerical Results . . . . . . . . . . . . . . . . . . . . . . . . . . . .

54

4.3.1

Two-class Scenario . . . . . . . . . . . . . . . . . . . . . . .

54

4.3.2

Multiple-class Scenario . . . . . . . . . . . . . . . . . . . . .

55

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

59

Appendix A: Proof of Theorem 4.1.1 . . . . . . . . . . . . . . . . . . . .

60

Appendix B: Proof of Theorem 4.1.2 . . . . . . . . . . . . . . . . . . . .

61

Appendix C: Proof of Theorem 4.1.3 . . . . . . . . . . . . . . . . . . . .

63

4.4

5 Measurements Design for Compressive Classification in the LowNoise Regime
65
5.1

Two-Class Compressive Classification Problem . . . . . . . . . . . .

66

5.1.1

Zero-Mean Classes . . . . . . . . . . . . . . . . . . . . . . .

66

5.1.2

Nonzero-Mean Classes . . . . . . . . . . . . . . . . . . . . .

68

Multiple-Class Compressive Classification Problem . . . . . . .

69

5.2.1

Zero-Mean Classes . . . . . . . . . . . . . . . . . . . . . . .

70

5.2.2

Nonzero-Mean Classes . . . . . . . . . . . . . . . . . . . . .

72

Numerical Results . . . . . . . . . . . . . . . . . . . . . . . . . . . .

75

5.3.1

Two-class Scenario . . . . . . . . . . . . . . . . . . . . . . .

76

5.3.2

Multiple-class Scenario . . . . . . . . . . . . . . . . . . . . .

78

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

85

Appendix D: Proof of Theorem 5.1.1 . . . . . . . . . . . . . . . . . . . .

87

5.2

5.3

5.4

x

Appendix E: Proof of Theorem 5.1.2 . . . . . . . . . . . . . . . . . . . .

91

6 Compressive Classification with Random Measurements in the HighNoise Regime
93
6.1

Expansion of the Upper Bound to the Probability of Misclassification
in the High-Noise Regime . . . . . . . . . . . . . . . . . . . . . . .

93

6.2

Average Value of the Upper Bound to the Misclassification Probability 96

6.3

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

7 Face Classification: A Case Study

98
99

7.1

Data Models and Experiment Construction . . . . . . . . . . . . . . 101

7.2

Two-Class Compressive Classification . . . . . . . . . . . . . . . . . 102
7.2.1

Random Measurement Kernels . . . . . . . . . . . . . . . . . 102

7.2.2

Designed Measurement Kernels . . . . . . . . . . . . . . . . 106

7.3

Multiple-Class Compressive Classification . . . . . . . . . . . . . . . 110

7.4

Summary . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 112

8 Conclusions
8.1

115

Future Research Directions . . . . . . . . . . . . . . . . . . . . . . . 119

xi

List of Figures
2.1

2.2

4.1

4.2

4.3

5.1

5.2

5.3

Sparse approximation of a natural image. (a) Original image (b)
Approximation of the image, obtained by keeping only the largest
10% of the wavelet coefficients [1]. . . . . . . . . . . . . . . . . . . .

14

Best approximation of a point in R2 by a one-dimensional subspace
using the lp −norms for p = 1, 2, ∞ and the lp −quasinorm with p =
1/2 [1]. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

15

Upper bound to error probability and true error probability vs. 1/σ 2
(in dB) for two zero-mean classes with random measurements. . . .

56

Upper bound to error probability and true error probability vs. 1/σ 2
(in dB) for two nonzero-mean classes with random measurements. .

57

Upper bound to error probability and true error probability vs. 1/σ 2
(in dB) for multiple-classes with random measurements. . . . . . . .

58

Spatial representation of realizations of the source signals from classes
1 (in red circles) and 2 (in blue crosses) for a) the zero-mean two-class
problem; and b) the nonzero-mean two-class problem. . . . . . . . .

77

Upper bound to the probability of misclassification (a) and true
probability of misclassification (b) vs. 1/σ 2 (in dB) for random and
designed measurements (two zero-mean classes). . . . . . . . . . . .

79

Upper bound to the probability of misclassification (a) and true
probability of misclassification (b) vs. 1/σ 2 (in dB) for random and
designed measurements (two nonzero-mean classes). . . . . . . . . .

80

xii

5.4

5.5

5.6

5.7

5.8

6.1

Spatial representation of realizations of noiseless projected source
signals from classes 1 (in red circles) and 2 (in blue crosses) for zeromean classes, using random measurements: (a) M = 1; (b) M = 2;
(c) M = 3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

81

Spatial representation of realizations of noiseless projected source
signals from classes 1 (in red circles) and 2 (in blue crosses) for zeromean classes, using designed measurements: (a) M = 1; (b) M = 2;
(c) M = 3. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . .

82

Spatial representation of realizations of noiseless projected source
signals from classes 1 (in red circles) and 2 (in blue crosses) for
nonzero-mean classes, using random measurements: (a) M = 1; (b)
M = 2; (c) M = 3 . . . . . . . . . . . . . . . . . . . . . . . . . . . .

83

Spatial representation
signals from classes 1
nonzero-mean classes,
(b) M = 2; (c) M = 3

of realizations of noiseless projected source
(in red circles) and 2 (in blue crosses) for
using designed measurements: (a) M = 1;
. . . . . . . . . . . . . . . . . . . . . . . . .

84

Upper bound to the probability of misclassification (a) and true
probability of misclassification (b) vs 1/σ 2 (in dB) for random and
designed measurements (multiple classes). . . . . . . . . . . . . . .

86

Upper bound to the probability of misclassification (red) and highnoise approximation of the upper bound to the probability of misclassification (black) vs. 1/σ 2 for both two zero-mean classes and
two nonzero-mean classes, with random measurements. . . . . . . .

95

7.1

Six sample images from the Extended Yale Face Database B. These
images are associated with the same face under different illumination
conditions. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 100

7.2

Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a random measurement
kernel, for the exactly low-rank model (a) and for the approximately
low-rank model (b). . . . . . . . . . . . . . . . . . . . . . . . . . . . 104
xiii

7.3

Probability of misclassification vs. 1/σ 2 (in dB), associated with
the compressive classification of 2 classes, using a Nearest Neighbour
classifier and considering a random measurement kernel, for the exactly low-rank model (a) and for the approximately low-rank model
(b). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 105

7.4

Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a designed measurement
kernel, for the exactly low-rank model (a) and for the approximately
low-rank model (b). . . . . . . . . . . . . . . . . . . . . . . . . . . . 108

7.5

Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a Nearest Neighbour
classifier and considering a designed measurement kernel, for the
exactly low-rank model (a) and for the approximately low-rank model
(b). . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 109

7.6

Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 4 classes, using a random measurement
kernel (a) and a designed measurement kernel (b), for the exactly
low-rank model. . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 111

7.7

Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of multiple (38) classes, using a random
measurement kernel, for the exactly low-rank model (a) and for the
approximately low-rank model (b). . . . . . . . . . . . . . . . . . . 113

xiv

List of Tables
Table 2.1: Matching Pursuit (MP) algorithm . . . . . . . . . . . . . . .

25

Table 2.2: Orthogonal Matching Pursuit (OMP) algorithm . . . . . . .

26

Table 2.3: Complexity and minimum measurement requirements for some
CS reconstruction algorithms [2] . . . . . . . . . . . . . . . . . . . .

27

Table 5.1: Algorithmic approach to maximize the diversity-order, subject
to a measurement budget, in a multiple-class classification problem
with zero-mean classes. . . . . . . . . . . . . . . . . . . . . . . . . .

70

Table 5.2: Algorithmic approach to maximize the diversity-order in a
multiple-class classification problem with zero-mean classes, with no
control on the number of measurements. . . . . . . . . . . . . . . .

72

Table 5.3: Algorithmic approach to maximize the diversity-order, subject
to a measurement budget, in the multiple-class classification problem
with nonzero-mean classes. . . . . . . . . . . . . . . . . . . . . . . .

72

Table 5.4: Algorithmic approach to maximize the diversity-order in the
multiple-class classification problem with nonzero-mean classes, with
no control on the number of measurements. . . . . . . . . . . . . .

75

xv

Abbreviations
acPI
CoSaMP
CS
FISTA
FPC
GMM
GRIP
HHS
IDA
IHT
LDA
MAP
MIMO
ML
MP
NESTA
NSP
OMP
PCA
pdf
RIP
ROMP
SNR
SpaRSA
StOMP
SVM
TwIST

Auto Calibrating Parallel Imaging
Compressive Sampling Matching Pursuit
Compressive Sensing
Fast Iterative Shrinkage-Thresholding Algorithm
Fixed-Point Continuation
Gaussian Mixture Model
Generalized Restricted Isometry Property
Heavy Hitters on Steroids
Information Discriminant Analysis
Iterative Hard Thresholding
Linear Discriminant Analysis
Maximum-A-Posteriori
Multiple Input Multiple Output
Maximum Likelihood
Matching Pursuit
Nesterov’s Algorithm
Null Space Property
Orthogonal Matching Pursuit
Principal Component Analysis
Probability Density Function
Restricted Isometry Property
Regularized Orthogonal Matching Pursuit
Signal-to-Noise Ratio
Sparse Reconstruction by Separable Approximation
Stagewise Orthogonal Matching Pursuit
Support Vector Machine
Two-Step Iterative Shrinkage-Thresholding Algorithm

xvi

Notation
Boldface upper-case letters (X)
Boldface lower-case letters (x)
Italics (x)
IN
0M ×N
∅
diag (a1 , a2 , . . . , aN )
(·)T
rank (·)
det (·)
pdet (·)
tr (·)
hx, zi
abs (·)
Null (·)
im (·)
dim (·)
|·|
supp(x)
k x k0
k x kp
xl
E {·}
N (µ, Σ)
log (·)

Matrices
Column vectors
Scalars
N × N Identity matrix
M × N zero matrix, with 0 representing
the zero vector of appropriate dimension
Empty set
N × N diagonal matrix
with diagonal elements a1 , a2 , . . . , aN
Transpose operator
Rank operator
Determinant operator
Pseudo-determinant operator
Trace operator
Inner product
Absolute value or modulus
Null Space
(Column) Image of a matrix
Dimension of a linear subspace
Cardinality of a set
Support of vector x, i.e., {i : xi 6= 0}
|supp(x)|
p-norm of vector x, 1 ≤ p ≤ ∞
Vector x at iteration l of an algorithmic procedure
Expectation operator
The multi-variate Gaussian distribution
with mean µ and covariance matrix Σ
Natural logarithm

xvii

(cont.)
{A} \ {B} Set {A} excluding set {B}
u (·)
Step function
O (·)
Big O notation where g (x) = O (f (x))
g (x)
= c, where c is a constant
if lim
x→∞ f (x)
o (·)
Little o notation where g (x) = o (f (x))
g (x)
if lim
=0
x→∞ f (x)

xviii

Chapter 1
Introduction
In this Chapter, we present the main motivations of this work, highlighting the main
contributions of this thesis and how they relate to and differ from the literature and
the state-of-the-art. We also outline, in this Chapter, the general structure of this
thesis, introducing the focus of each chapter in a streamlined manner.

1.1

Motivation and Objectives

Compressive sensing (CS) is an emerging paradigm that offers the means to simultaneously sense and compress a signal without any loss of information [3–6].
The sensing process is based on the projection of the signal of interest onto a
set of vectors, which are typically constituted randomly [3–8], and the recovery
process is based on the resolution of an inverse problem. The result, that has
captured the imagination of the signal and information processing community, is
that it is possible to perfectly reconstruct an n-dimensional k-sparse signal (sparse
in some orthonormal dictionary or frame) with overwhelming probability with only
O (k log (n/k)) linear random measurements or projections [3,6,7] using tractable `1
minimization methods [4] or iterative methods, like greedy matching pursuit [9–11].
As such, compressive sensing has been proposed for a myriad of applications ranging
from signal, image and video compression and processing, to communications and
to medicine [12–15].

The focus of compressive sensing has been primarily on exact or near-exact signal
reconstruction from a set of linear signal measurements. However, it is also natural
1

to leverage the paradigm to perform other relevant information processing tasks,
such as detection, classification and estimation of certain parameters, from the set
of compressive measurements. One could in fact argue that the paradigm is a
better fit to decision support tasks such as signal detection, signal classification
or pattern recognition rather than signal reconstruction, since it may be easier to
discriminate between signal classes than to reconstruct an entire signal using only
partial information about the source signal.

In fact, compressive information processing (or compressed signal processing), was
recently proposed by Davenport et al. [16], and advocates the resolution of various information processing tasks directly in the compressive measurement domain,
rather than the original possibly high-dimensional signal domain, which would entail
resorting to full-scale signal reconstruction. In particular, Davenport et al. [16]
argue that the use of the conventional random compressive measurement strategies,
that are agnostic to the exact form of the original signal – so applicable to a large
class of signals – is key to develop very efficient and flexible compressive sensing
hardware that can be used for the acquisition and processing of a large variety of
signals.

The work in this thesis aims to study in detail the performance of a particular compressive information processing task: the classification of (possibly highdimensional) signals from a set of compressive linear and noisy measurements. This
problem is fundamental to the broad fields of signal and image processing [17–19],
computer vision [20, 21] and machine learning [22–24], and pre-processing often
relies on dimension reduction to increase the speed and reliability of classification
as well as to reduce the complexity and cost of data processing and computation.
The question then becomes that of understanding how compressive measurements
affect the classification performance as a function of the model parameters.

In this thesis, we derive fundamental limits on compressive classification by drawing
on measures of operational relevance, more specifically on the probability of misclassification. We assume that the source signal is described by a Gaussian Mixture
Model (GMM) that has been already learned, where the distribution of the source
conditioned on each class is Gaussian – this assumption is motivated, in part, by
image processing where GMMs have been used very successfully to describe patches
extracted from natural images [25] – and provide a characterization of the probability of misclassification as a function of the geometry of the individual classes,
2

their interplay and the number of measurements. We show that the fundamental
limits of signal classification are determined by quantities that can be interpreted
as the duals of quantities that determine the fundamental limits of multi-antenna
communication systems – the diversity-order and the measurement gain. These
quantities can be seen as the duals of the diversity order and the coding gain,
respectively, which characterize the error probability in multiple input multiple
output (MIMO) systems in the regime of high signal-to-noise ratio (SNR) [26, 27].

We also capitalize on this characterization to address the problem of measurement
matrix design for compressive sensing applications: we offer an insightful analysis
that reveals how (diversity-order optimized) measurement designs are able to extract salient discriminative features associated with a collection of classes. We also
show that such a measurement strategy naturally outperforms the standard random
one associated with the conventional CS paradigm.

1.2

Thesis Organization

This thesis is organized as follows:
• In Chapter 1 we introduce the work developed in this thesis, highlighting the
main motivations and contributions. We also provide the general organization
of this thesis work;
• In Chapter 2 we present a literature review, providing the theoretical background about the compressive sensing framework. We also highlight the main
motivations and applications of compressive sensing, giving special attention
to compressive signal processing, in particular to the compressive classification
motivations and applications;
• In Chapter 3 we formally introduce the problem of compressive classification,
providing a description of the adopted signal and measurement models and
introducing the key quantities used to characterize the performance of the
proposed approach;
• Chapter 4 addresses the problem of compressive classification with random
measurements in the low-noise regime, providing characterizations for both
the two-class and the multiple classes cases, and presenting numerical results
that illustrate our main theorems;
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• Chapter 5 addresses the problem of measurement design for compressive
classification, providing measurement designs, based on the optimization of
the diversity-order, for both the two-class and the multiple classes cases, and
presenting numerical results to support the value of the proposed solutions;
• In Chapter 6 we address the problem of compressive classification in the highnoise regime and present a comparison between the asymptotic behaviour of
the upper bound to the probability of misclassification in the low-noise regime
and in the high-noise regime.
• In Chapter 7 we put forth a case study in order to evaluate how the theoretic
framework, provided in this thesis, aligns with practice, in a face classification
problem.
• Finally, in Chapter 8 we present the concluding remarks of this work, providing some possible directions for future work.

1.3

Main Contributions

The main contributions of this thesis include:
1. Characterization of the behaviour of an upper bound to the probability of
misclassification for linear random Gaussian measurements contaminated by
white Gaussian noise. The characterization unveils how the error floor, the
diversity-order and the measurement gain behave as a function of the properties of the source (i.e. the number of classes and the means and covariances
of the class conditioned multivariate Gaussian distributions);
2. Characterization of the behaviour of an upper bound to the probability of
misclassification for linear designed measurements contaminated by Gaussian noise. In particular, we construct projection designs that maximize the
diversity-order, subject to a certain measurement budget, as a function of the
properties of the source;
3. Extension of the performance characterizations from the low-noise to the highnoise regime. Such an extension showcases the key operational differences
between the two regimes;
4. Connection of the performance behaviour of the compressive classification
problem, with random or designed measurements, to certain geometrical quan4

tities associated with the measurement system and associated with the source,
in order to provide additional insight.
These contributions differ from other related contributions in the prior work on
compressive classification (including the literature on sparse support recovery) in
various aspects:
1. Prior work on performance measures has focused on memoryless source models
(e.g. the Bernoulli-Gaussian model or the models akin to the BernoulliGaussian model associated with sparse support recovery problems) [28–42];
in contrast, we define the behaviour of the probability of misclassification for
source models that inherently incorporate memory;
2. Prior analysis of performance measures is typically asymptotic in various
of the problem dimensions (e.g. the signal dimension, the signal sparsity,
the number of measurements and certain signal parameters for certain scalings) [28–39, 41, 42]; in contrast, we define the behaviour of the probability
of misclassification non-asymptotically in various of the problem dimensions
and asymptotically only in the signal-to-noise ratio;
3. Furthermore, this work provides a finer grained characterization of the performance of a compressive classification system. It goes beyond the phasetransition inspired high-dimensional characterizations that describe, as a function of the source signal and system parameters, whether or not one can
reliably recover or partially recover the sparse signal support (i.e. presence or
absence of a misclassification probability floor) [28–39, 42]. It also quantifies
the information that can be learned from incremental measurement as a
function of SNR through the concepts of diversity-order and measurement
gain.
a) The diversity-order determines the decay (in a log (SNR) scale) of the
misclassification probability at low-noise levels (high-SNR levels);
b) The measurement gain determines the horizontal offset (in a log (SNR)
scale) of the misclassification probability at low-noise levels (high-SNR
levels), i.e. the measurement gain distinguishes further characterizations
that exhibit identical diversity-order.
These metrics, which determine the power of measurement to discriminate classes,
will be naturally described in terms of the geometry of the source and the measurement system, and this description will reveal how measurement leads to separation
5

of classes. We suggest that these metrics be used as proxies when designing classification systems.

The contributions in this thesis led to the following publications:
1. Reboredo, H.; Renna, F.; Calderbank, R.; Rodrigues, M.R.D., ”Projections
designs for compressive classification,” Global Conference on Signal and Information Processing (GlobalSIP), 2013 IEEE, Austin , United States, pp.1029–
1032, 3-5 December, 2013;
2. Reboredo, H.; Renna, F.; Calderbank, R.; Rodrigues, M.R.D., ”Compressive
classification,” Information Theory Proceedings (ISIT), 2013 IEEE International Symposium on, Istanbul, Turkey, pp.674–678, 7-12 July, 2013;
Furthermore, the following paper, submitted to IEEE Transactions on Information
Theory, is also a result of the work present in this thesis:
• Reboredo, H.; Renna, F.; Calderbank, R.; Rodrigues, M.R.D.,”Compressive
Classification of a Mixture of Gaussians: Analysis, Designs and Geometrical
Interpretation,” submitted to IEEE Transactions on Information Theory, on
February 2014;
Additionally, the following publications, while not directly related to the topic
addressed by this thesis work, were also developed during this PhD time:
1. Reboredo, H.; Xavier, J.; Rodrigues, M.R.D., ”Filter Design With Secrecy
Constraints: The MIMO Gaussian Wiretap Channel,” Signal Processing,
IEEE Transactions on, vol.61, no.15, pp.3799–3814, August 1, 2013
2. Reboredo, H.; Rodrigues, M. R D; Xavier, J., ”Filter design with secrecy
constraints: Zero-forcing constraint at the legitimate receiver,” Signal Processing Advances in Wireless Communications (SPAWC), 2012 IEEE 13th
International Workshop on, Çesme, Turkey, pp.359–363, 17-20 June, 2012
3. Ara, M.; Reboredo, H.; Renna, F.; Rodrigues , M.; ”Power Allocation Strategies For OFDM Gaussian Wiretap Channels With a Friendly Jammer”, IEEE
International Conference on Communications - ICC, Budapest, Hungary, June,
2013;
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4. Ara, M.; Reboredo, H.; Renna, F.; Rodrigues , M.; ”Power Allocation Strategies For OFDM Gaussian Wiretap Channels With a Friendly Jammer: The
Degraded case”, Conference on Telecommunications - ConfTele, Castelo Branco,
Portugal, May, 2013
5. Ara, M.; Reboredo, H.; S. Mustafa; Rodrigues , M.; ”A Zero-Sum Power
Allocation Game in the Parallel Gaussian Wiretap Channel with an Unfriendly Jammer”, IEEE International Conference on Communications Systems - ICCS, Singapore, Singapore, pp.60–64, November, 2012.

1.4

Summary

In this Chapter, we provided an overview of the work developed in this thesis,
emphasizing its motivations and relevance, outlined the structure of the thesis and
summarized its main contributions. In the next Chapter we present a theoretic
background about the compressing sensing paradigm, we highlight the main motivations and applications of compressive sensing (and compressive classification,
in particular) reviewing the relevant work on this topic, already present in the
literature.
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Chapter 2
Background and Literature
Review
In this Chapter, we introduce the theoretical background of compressive sensing,
highlighting its main results and applications. We focus on the application of
compressive sensing to signal processing tasks, in particular to the ones related
to classification, and provide a comprehensive review of the related work, present
in the literature.

2.1

Compressive Sensing

Compressive (or compressed) sensing is a rapidly growing field that has attracted
a considerable amount of attention, namely within the fields of signal processing,
statistics, and computer science. In the last years, thousands of papers have been
published in this area, with an enormous number of conferences, workshops, and
special sessions dedicated to this research field. In this section, we aim to provide
a comprehensive review of the basics of the theory behind compressive sensing,
highlighting its motivations and applications in several fields of research.

The rationale behind compressive sensing is based on the assumption that certain
classes of (sparse or compressible) signals, can be exactly (or sufficiently accurately)
reconstructed with high probability, from a limited set of linear, non-adaptive
measurements. A measurement kernel is used to project the signals onto a small
set of vectors (or dictionary), which is incoherent with the sparsity basis, and
9

the signals are reconstructed using some optimization algorithm or greedy-based
techniques, which find the sparsest representation consistent with the compressive
measurements.

2.1.1

Motivations

The emerging field of compressive sensing, which builds upon the idea of recovering a
sparse signal from a small number of incoherent, non-adaptive linear measurements,
using convex optimization, has been proved to, under certain conditions, to outperform traditional reconstruction techniques (based on the Nyquist-Shannon sampling
theorem). In other words, it addresses the exact recovery of high-dimensional sparse
signals after a prior dimensionality reduction.

The pioneering works by Kotelnikov, Nyquist, Shannon and Whittaker [43–46]
on sampling continuous-time band-limited signals, which provided the theoretical
foundation for the development of sensing systems with ever increasing fidelity
and resolution, demonstrated that perfect recovery can be attainable from a set of
uniformly spaced samples, taken at a rate of twice the highest frequency present
in the signal of interest - the Nyquist rate. This discovery led to a shift from the
analog to the digital domain, allowing the creation and deployment of cheaper, more
flexible and robust sensing and processing systems.

However, in many applications, the resulting Nyquist rate is so high that it becomes
too costly or even physically impossible to build sensing systems which can operate
at the required rate [47,48]. Therefore, a large number of application areas, such as
remote surveillance, imaging, medical imaging, video, spectroscopy, genomic data
analysis or signal acquisition and processing continue to present themselves as a
very tough challenge to the scientific community [1].

One of the proposed approaches to address the processing of high-dimensional data
is compression which, in its essence, tries to find the most concise representation
of a signal, able to achieve a target distortion level [1]. One relevant compression
technique is known as transform coding, which transforms a (sparse or compressible)
signal from its original domain to a sparse or compressible domain (using, e.g., the
Discrete Cosine Transform or the Wavelet Transform), preserving only the values
and location of the largest coefficients of the signal [49–51]. The fact that both
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sparse and compressive signals can be represented, with high fidelity, by retaining
solely the values and locations of its largest coefficients – a process called sparse
approximation – constitutes the basis for transform coding schemes which aim to
exploit sparsity and compressibility, such as JPEG, JPEG2000, MPEG and MP3
standards [1].

Leveraging the concept behind transform coding, the paradigm of compressive
sensing proposes to directly compress the signal of interest, instead of following
the two-stage approach of computing a transformation which provides a sparse (or
compressible) representation of the signal and, subsequently, coding the signal. By
proposing an approach that can perform low-rate signal acquisition, which operates
at a significantly lower rate than the Nyquist rate, when the signals are sparse in
a known basis, compressive sensing can considerably reduce the number of measurements needed to perfectly reconstruct the original signals. Thus, rather than
sampling at a high rate and then compressing the sampled data, the compressive
sensing approach aims to explore the best ways to directly sense the data in a
compressed domain.

The area of compressed sensing developed, around 2006, from the seminal works of
Candès, Romberg, and Tao and of Donoho, who showed that a finite-dimensional
signal having a sparse or compressible representation can be recovered exactly from
a small set of linear, non-adaptive measurements [3–6, 52, 53].

In spite of the huge development and research activity in compressive sensing, in
the last years, the problem of sparse recovery can be traced further back. The
first known algorithm which can be connected to the sparse recovery problem was
introduced in 1795 by Prony [54]. This algorithm – the Prony method – estimates
non-zero amplitudes and corresponding frequencies of a sparse trigonometric polynomial from a small number of equispaced samples, in the presence of noise. In [55],
Logan shows that l1 −minimization can be used to exactly recover a frequency-sparse
signal from undersampled data when the sparsity is sufficiently small.

Later, in the 1990s, George, Gorodnitsky, and Rao studied sparsity in biomagnetic
imaging and other contexts [56–58]. In [59–61], Bresler and Feng proposed a
sampling scheme for acquiring certain classes of signals consisting of k components
with nonzero bandwidth under certain restrictions on the possible spectral supports,
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although not guaranteeing exact recovery in general. In [62] Donoho and Logan
presented a theoretical work on sparse recovery using l1 −minimization. Further
work about understanding under which conditions l1 −minimization can recover the
sparsest solutions was also addressed in several papers such as the works by Mallat
and Zhang [9], by Natarajan [63], by Tibshirani [64] or by Chen, Donoho and
Saunders [10], in the 1990s, and, later in the early 2000s, in the works presented by
Donoho and Huo in [65] or by Donoho and Elad in [66].

2.1.2

The Compressive Sensing Problem

Let us now state the compressive sensing problem in a more precise manner. Let
us consider x ∈ RN to be the signal to be sampled. Let Φ ∈ RM ×N be the
measurement matrix or kernel and let y ∈ RM represent the measurement vector.
We can mathematically represent the measurement system that acquires M linear
measurements as:
y = Φx

(2.1)

y = Φx + n,

(2.2)

for the noiseless scenario or,

for the scenario where n ∈ RM represents the measurement noise vector 1 .

As noted, in the previous section, the compressive sensing approach assumes that
the signal x is sparse or compressible. A k-sparse signal x is a signal that contains,
at most, k non-zero entries, i.e.:
k x k0 ≤ k,

(2.3)

Σk = {x :k x k0 ≤ k}

(2.4)

and we let:

denote the set of all k-sparse signals2 .
1

In the standard compressive sensing approach we assume non-adaptive measurements, i.e.,
the rows of the measurement matrix are fixed in advance and do not change based on previous
measurements. Note that, in certain scenarios, adaptive measurement can indeed result in
significant performance gains [1].
2
Note that the signal may not be itself sparse, but admit a sparse representation in some basis
Θ. In such case we will still refer to x as a k-sparse signal, given that we can express x as x = Θc,
with k c k0 ≤ k.
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It is important to note that, when dealing with real-world signals, one must have
into account that, in general, these are not truly sparse. In turn, many real-world
signal can be, indeed, compressible, meaning that they can be well-approximated
by sparse signals. Such signals have been named compressible or approximately
sparse [1, 67].

An k-compressible signal x is a signal where most of its energy is concentrated
around no more than k entries. We can, indeed, quantify the compressibility of a
signal by calculating the error incurred by approximating a signal x by x̂ ∈ Σk [1]:

σk (x)p = min k x − x̂ kp ,
x̂∈Σk

(2.5)

The fact that real-world signals are sparse or compressible has been exploited in
several contexts, e.g., in signal processing and approximation theory for tasks such
as compression and denoising; in statistics and learning theory as a method for
avoiding over-fitting; and, also, in image processing tasks, e.g., capitalizing on the
fact that the multiscale wavelet transform provides approximately sparse representations for natural images [1]. In the case of the multiscale wavelet transform we can
obtain a very good approximation by retaining only a small subset of its coefficients
(see Figure 2.1).

With the assumption that the signal x is sparse (or compressible) the recovery
procedure that first comes to mind is to search for the sparsest vector that is
consistent with the measurement vector in (2.1) (or in (2.2) in the case where we
consider measurement noise), i.e., to solve the following l0 −minimization problem:

x̂ = min k x k0
x

subject to x ∈ F (y) ,

(2.6)

where F (y) assures that x is consistent with the measurement vector y, i.e., in the
noise free scenario we consider F (y) = {x : Φx = y} 3 .

While it is possible to solve the problem in (2.6), under appropriate assumptions on
the measurement matrix Φ (see [1, 69]), this combinatorial minimization problem
is, in general, NP-hard [9, 63]. Thus, in order to translate this problem into a
3

In (2.2) where we have noisy measurements, F (y) can also be a set such that it still assures
that x is consistent with the measurement vector y as shown in [1] and [68].
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(a)

(b)

Figure 2.1: Sparse approximation of a natural image. (a) Original image (b)
Approximation of the image, obtained by keeping only the largest 10% of the wavelet
coefficients [1].
tractable problem, one approach is to consider the convex relaxation of (2.6),
replacing the l0 −minimization by a minimization using the closest convex norm,
i.e., the l1 −norm [10]:

x̂ = min k x k1
x

subject to x ∈ F (y) ,

(2.7)

with F (y) as previously defined in (2.6).

While replacing k · k0 with k · k1 transforms a computationally intractable problem
into a tractable one, it is questionable if the solution of (2.7) will be coincident with
the solution of (2.6). Intuitively, there are reasons to expect that the use of the
l1 −norm will promote sparsity. For once, we can observe, in Figure 2.2, that the
solution provided by the l1 −minimization, for the best approximation of a point in
R2 by a one-dimensional subspace, is coincident with the solution provided by any
lp −minimization, for p < 1, and that this solution is in fact sparse [1]. It is known
that the use of the l1 −norm, indeed, provides sparsity (see, e.g., [1, 70, 71]) and,
thus, the understanding of under which conditions the problem in (2.7) provides a
solution coincident to the one of the problem in (2.6) is of paramount importance,
in the compressive sensing framework. In the next section we will provide a set
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of necessary and sufficient conditions (that depend not only on the sparsity of the
original signal, but also on the measurement matrix) to accomplish this goal.

Figure 2.2: Best approximation of a point in R2 by a one-dimensional subspace
using the lp −norms for p = 1, 2, ∞ and the lp −quasinorm with p = 1/2 [1].
We can, thus, observe that there are two fundamental concerns that should be
addressed in the compressive sensing framework:
• How should we design the measuring matrix Φ to ensure that it preserves the
information in the signal x;
• How can we recover the original signal x from the measurement vector y.
When the original signal x is sparse or compressible, the compressive sensing
framework reveals that we can design matrices Φ with M  N ensuring accurate
and efficient recovery of the original signal using a variety of practical algorithms.

In the next sections we will firstly address the question of measurement matrix
design, providing a set of desirable properties that the matrix Φ should have, and
also some examples of matrix constructions that satisfy these properties. Secondly,
we will present some practical algorithms that are able to tackle the task of accurate
and efficient recovery of the original signal x from the measurement vector y.

2.1.3

Null Space Property (NSP) and Restricted Isometry
Property (RIP)

In this section, the problem of measurement kernel design is addressed, putting
forth a set of conditions and desirable properties for the measurement matrix
15

Φ which guarantees that we can recover the original signal x, from the set of
compressed measurements, and also providing some examples of constructions for
the measurement kernel, which are in line with these requirements.

2.1.3.1

Uniqueness Conditions for the Solutions of (2.6) and (2.7)

Let us start by analyzing, in this section, the conditions that assure uniqueness of
the solutions of the problems in (2.6) and (2.7).

Let us, then, consider the null space of the matrix Φ:

Null (Φ) = {x : Φx = 0}

(2.8)

In order to be able to recover all the sparse signals x from the measurement vector
y = Φx, it is clear that for any pair of distinct vectors x and x0 we must guarantee
that Φx 6= Φx0 . Note that if Φx = Φx0 , then Φ (x − x0 ) = 0, with (x − x0 ) ∈ Σ2k .
We can, thus, observe that Φ represents all x ∈ Σk if and only if Null (Φ) contains
no vectors in Σ2k [1].
One of the most common ways of characterizing this property is the spark of a
matrix: The spark of a given matrix Φ ∈ RM ×N is the smallest number of columns
of Φ that are linearly dependent [66]. It is also useful to reformulate this definition
in terms of the null space of Φ [70]:

spark (Φ) = {k : Null (Φ) ∩ Σk 6= {0}}

(2.9)

with spark (Φ) ∈ [2, M + 1].

This definition can be used to pose the following guarantee (Corollary 1 of [66]):
For any vector y ∈ RM , there exists at most one signal x ∈ Σk such that y = Φx
if and only if spark (Φ) > 2k.

The proof of such Corollary can be found, e.g., in [1, Chapter 1], [66, 70]. Note
that this Corollary guarantees the uniqueness for the solution of (2.6), imposing a
restriction on the spark of the measurement matrix.
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When we consider exactly sparse signals, the spark of the matrix Φ can indeed
characterize the conditions under which sparse recovery is possible. When we deal
with approximately sparse (or compressible) signals, more restrictive conditions on
the null space of Φ must be established. We can say that we need to guarantee
that, in addition to sparse vectors, the null space of Φ does not contain any vectors
that are too compressible [1].

Let us introduce the following notation, which will be extremely useful to formally
introduce the next definitions. Let Λ ⊂ {1, 2, . . . , N } be a subset of indices and
let Λc = {1, 2, . . . , N } \ Λ. Then, xΛ represents the N −length vector obtained
by setting the Λc entries of x to zero. Equivalently, ΦΛ represents the M ×
N −dimensional matrix obtained by setting to zero the columns of Φ indexed by Λc .

To analyze the uniqueness of the solution of (2.7), for the case where we deal
with exactly sparse signals , we make use of the Null Space Property (NSP), first
introduced in [72]:
Definition 2.1.1. ( [73], [67, Chapter 4]): A matrix Φ ∈ RM ×N is said to satisfy
the NSP of order k if:
k hΛ k1 ≤k hΛc k1

(2.10)

holds for all h ∈ Null (Φ) \ {0} and for all sets of indices Λ such that |Λ| ≤ k.
It is now possible to present a connection between the NSP of Φ and the exact
recovery of sparse vectors through (2.7):
Theorem 2.1.1. ( [67]): Given a measurement matrix Φ ∈ RM ×N , every k−sparse
vector x ∈ RN is the unique solution of (2.7), with y = Φx, if and only if Φ satisfies
the NSP of order k.
Proof. : The proof of this theorem can be found, e.g., in [73], [67, Chapter 4].
One important remark to this theorem is that it can be used, not only, to guarantee
l1 −based sparse recovery, but also to show that for every y = Φx with k−sparse x,
the l1 −minimization approach in (2.7) actually solves the l0 −minimization problem (2.6), when the NSP of order k holds, thus, also constituting a sufficient
condition for sparse recovery [67].
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When dealing with signal vectors that are not sparse but, instead, approximately
sparse or compressible, it is important to study the stability of the last theorem
due to this lack of exact sparsity. For that purpose, a strengthened version of the
NSP is now introduced:
Definition 2.1.2. ( [67, Chapter 4]): A matrix Φ ∈ RM ×N is said to satisfy the
stable NSP of order k with constant 0 < γ < 1 if:
k hΛ k1 ≤ γ k hΛc k1

(2.11)

holds for all h ∈ Null (Φ) \ {0} and for all sets of indices Λ such that |Λ| ≤ k.
We can now present the following Theorem, which establishes the stability of the
l1 -based sparse recovery in the presence of compressible signals, instead of exactly
sparse signals:
Theorem 2.1.2. ( [67]): Given a measurement matrix Φ ∈ RM ×N , that satisfies
the stable NSP of order k with constant 0 < γ < 1, then, for every x ∈ RN , a
solution x∗ of (2.7), with y = Φx, approximates the vector x with an l1 −error of:
k x − x ∗ k1 ≤

2 (1 + γ)
σk (x)1
1−γ

(2.12)

Proof. : The proof of this theorem can be found in [67, Chapter 4].
Note that while it is no longer possible to guarantee uniqueness of the solution
of (2.7), the previous theorem states that every possible solution still satisfies
equation (2.12), establishing the stability of such solution [67].

2.1.3.2

Sufficient Conditions for the Correspondence Between Solutions
of (2.6) and (2.7)

As previously mentioned, one of the core principles of the compressive sensing
approach is to establish conditions under which the solution of (2.6) coincides with
the solution of (2.7). Thus, in addition to conditions that guarantee uniqueness
of such solutions we want to provide sufficient conditions that guarantee that the
solutions of (2.6) coincides with the solution of (2.7). The most well established
sufficient conditions are phrased in terms of the restricted isometry property (RIP)
and in terms of mutual coherence.
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While the NSP provides a necessary and sufficient condition for sparse recovery,
as provided in the last theorems, one must have in mind that the NSP is usually
difficult to be proved directly. Moreover, it is important to note that such condition
does not account for noise. Therefore, the restricted isometry property, also known
as uniform uncertainty principle, introduced by Candés and Tao in [8], became
very popular in compressive sensing. This property, besides providing sufficient
conditions for sparse recovery, also provides stability under noise [1, Chapter 1], [71].
Definition 2.1.3. : The restricted isometry constant δk of a matrix Φ ∈ RM ×N is
the smallest number such that:
(1 − δk ) k x k22 ≤k Φx k22 ≤ (1 + δk ) k x k22

(2.13)

for all x ∈ Σk .
Then, a matrix Φ ∈ RM ×N is said to satisfy the RIP of order k with constant δk if
δk ∈ (0, 1). If a matrix satisfies the RIP of order 2k, one possible interpretation of
(2.13) is that Φ approximately preserves the distance between any pair of k−sparse
vectors [1, Chapter 1], [71].

One very important implication of RIP is that it can be shown to imply the NSP,
as depicted in the next theorem:
Theorem 2.1.3. [73, Theorem 2.6]: Supose that the restricted isometry constant
δ2k of a matrix Φ ∈ RM ×N satisfies
δ2k < 1/3.

(2.14)

Then, the NSP of order k is satisfied. In particular, every k−sparse vector x ∈ RN
is recovered by l1 −minimization.
Proof. The proof of Theorem 2.1.3 can be found in [73].
In addition to the guarantee of the recovery of all k−sparse vector by l1 minimization, the RIP also implies a stable recovery by l1 −minimization for vectors that
are not exactly sparse, but rather compressible or approximately sparse and also
implies robustness under noisy measurements [73], [71, Theorem 3.4].

While the spark, the NSP and the RIP provide guarantees for the recovery of
sparse signals it is, in general, very difficult to verify that a general matrix Φ
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satisfies these properties, as it would typically require a combinatorial search over all

N
submatrices [1, 74]. One property that can be easily computable and provides
k
concrete recovery guarantees is the coherence of a matrix [66, 75]:
Definition 2.1.4. : The coherence of a matrix Φ ∈ RM ×N , expressed as µ (Φ),
corresponds to the largest absolute inner product between any two columns φi , φj
of Φ, i.e.:

abs φi , φj
.
(2.15)
µ (Φ) = max
1≤i6=j≤N k φi k2 k φj k2
Note that, in general, the smaller the coherence, the better the recovery algorithms
perform [67].

M ×N
It is straightforward to
is always
hqprove thatithe coherence of a matrix Φ ∈ R
N −M
in the range µ (Φ) ∈
, 1 , where the lower bound is known as the Welsh
M (N −1)
bound (see, e.g., [67, Chapter 5]). When M  N the lower bound can be approximated by µ (Φ) ≥ √1M .

We can also relate the coherence with the spark and the RIP (and, hence, with the
NSP). For example, connecting the coherence and the spark of a matrix, we can
establish that for any matrix Φ ∈ RM ×N [1]:
spark (Φ) ≥ 1 +

1
,
µ (Φ)

(2.16)

By imposing a bound on the sparsity of the original signal vector, using the coherence of the measurement matrix Φ, the following guarantee of recovery can be
established [66, Theorem 12]:
Theorem 2.1.4. : Let Φ ∈ RM ×N be a measurement matrix and x ∈ RN \ {0} be
a solution of (2.6) which satisfies:


1
1
k x k0 <
1+
,
(2.17)
2
µ (Φ)
then, x is the unique solution of (2.6) and (2.7).
Proof. : The proof of Theorem 2.1.4 can be found in [66].
We can also relate the RIP with the coherence of a matrix by stating that if Φ ∈
RM ×N has unit-norm columns and a coherence µ (Φ) = µ, then Φ satisfies the RIP
of order k, with δk = (k − 1) µ, for all k < µ1 (see, e.g., [1, Chapter 1] for the proof
of this statement).
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2.1.3.3

Measurement Matrix Constructions

After having defined the desired properties for the measurement matrices Φ, we
address now the question of how to construct matrices that satisfy these properties.

There are some deterministic constructions that can be shown to exhibit the required properties, however, these constructions have severe drawbacks [1]: i) while
an M × N Vandermont matrix V , constructed from M different scalars exhibits a
spark (V ) = M + 1, these types of matrices are poorly conditioned for large values
of N , resulting in numerical instability of the recovery process; ii) there are also
known matrices of size M × M 2 that achieve the coherence lower bound µ = √1M
(such as the Gabor frame generated from the Alltop sequence [76] and more general
equiangular tight frames [77]), however these constructions restrict the number of
required measurements to be M = O (k 2 log N ), which results in an unacceptably
large requirement on M for most real-world settings; iii) there exist other possible
deterministic constructions for measurement matrices of size M ×N that satisfy the
RIP of order k, such the ones in [78] (which requires M = O (k 2 log N )) or the ones
in [79] (which requires M = O (kN α ), for some constant α) which, unfortunately,
also result in an unacceptably large requirement on M for most real-world settings.

Fortunately, these drawbacks can be overcome by using random constructions for
the measurement matrix. More specifically, it is possible to obtain optimal estimates
for the RIP constants, in terms of the number of measurements M , for Gaussian,
Bernoulli or more general subgaussian random matrices [71].

Let us start by considering a random variable X and define a random measurement
matrix Φ = Φ (w) , w ∈ Ω, as the matrix whose entries are independent realizations
of X, where (Ω, Σ, P) represents their common probability space. Let us also assume
that for any x ∈ RN we have E {k Φx k22 } =k x k22 . In order to provide a proof for
the existence of random constructions for the measurement matrix which provide
optimal estimates for the RIP constants, the approach presented in [7], uses the
following concentration inequality:


2
P (1 − ) k x k22 ≤k Φx k22 ≤ (1 + ) k x k22 ≤ 1 − 2e−c0  M .
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(2.18)

Based on this concentration inequality, the following estimates on the RIP constants
can be shown:
Theorem 2.1.5. [7]: Let δ ∈ (0, 1). If the probability distribution generating
Φ ∈ RM ×N satisfies the concentration inequality in (2.18) with  = δ, then there
2
exist some constants c1 , c2 such that, with probability ≥ 1 − 2c2 δ M , Φ satisfies the
c1 δ 2 M
.
RIP of order k with δ, for all k ≤ log
N/k
The RIP estimate in this theorem, combined with the recovery results for
l1 −minimization can be used to show that all k−sparse vectors can be recovered
from a random draw of Φ which satisfies (2.18), with high probability, provided
that:

M & δ −2 k log (N/k) .

(2.19)

In particular, Gaussian and Bernoulli random measurements satisfy the concentration inequality (2.18), as shown in [7].

The randomization of the construction of measurement matrices also provides a
very important additional property, usually referred as the universality of Gaussian
or Bernoulli random matrices. This is a specially relevant property because, in
practice, we deal with signals that are not themselves sparse (or compressible)
but rather admit a sparse (or compressible) representation in some basis Θ, thus
requiring that the product ΦΘ satisfies the RIP. If we were to deterministically
design the measurement matrix Φ we would need to explicitly take into account Θ,
but when Φ is chosen randomly (more specifically a Gaussian or Bernoulli random
matrix), we can show that ΦΘ will satisfy the RIP with high probability, provided
that the number of measurements M is sufficiently large [1].

2.1.4

Recovery Algorithms

In this section we provide a brief discussion about a number of algorithmic approaches typically used for sparse recovery.

The recovery algorithms used in the compressive sensing field can be presented
in terms of a trade-off between the required number of measurements and the
computational complexity involved. In one extreme of the spectrum, we have convex
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l1 −optimization based algorithms which require very few measurements, but are
computationally complex; on the other extreme we have combinatorial algorithms,
which are very fast (often sublinear in the length of the signals), but require a much
higher number of measurements (not always possible to obtain). Lying, somewhat,
in the middle of the spectrum, when considering this trade-off between the required
number of measurements and the computational complexity involved, and providing
a compromise between these variables, are the Greedy algorithms [70].

2.1.4.1

Convex l1 −Optimization

The advantages of l1 −optimization are not only restricted to the fact that it is
possible to perfectly recover the original signal x, under appropriate conditions on
the number of measurements, but also to the fact that the l1 −optimization problem
in (2.7) represents a convex optimization problem and, thus, there exist efficient and
accurate numerical approaches to solve such problem. For instance, we can pose
the l1 −optimization problem in (2.7), in the noiseless scenario (i.e., when F (y) =
{x : Φx = y}) as a linear program (this problem is also known as basis pursuit).
In the noisy measurements scenario (i.e., when F (y) = {x :k Φx − y k2 ≤ }) we
can pose the l1 −optimization problem in (2.7) as a convex optimization problem
with a conic constraint. Another option is to consider an unconstrained version of
the l1 −optimization problem in (2.7) [1, 70]:
x̂ = min
x

1
k Φx − y k22 +λ k x k1 , λ > 0,
2

(2.20)

which can be shown to represent an equivalent representations of the l1 −optimization
problem in (2.7) (in the noisy scenario) for some specific choice of the parameter λ 4 .

There are some general purpose convex optimization tools that could be used to
solve the original l1 −optimization problem in (2.7), such as the MATLAB toolbox
l1 −MAGIC [80], the MATLAB Optimization Toolbox [81] or the CVX, a MATLAB
package for specifying and solving convex programs [82]. However, when the dimension N of the original signal is large, the computational complexity of such general
purpose approaches is usually high. Therefore, there are a number of specifically
tailored approaches, in the literature, which deal with particular formulations of
4

Note that the solution of (2.20) can be shown to be coincident with the one provided by the
LASSO, for an appropriate choice of λ [67].
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the l1 −optimization problem.

When considering the l1 −optimization problem in (2.7), with F (y) =
{x :k Φx − y k2 ≤ }, some examples of algorithmic approaches used to solve such
problem are the Nesterov’s algorithm (NESTA) [83] and the SPLG1 algorithm,
based on the spectral projection gradient [84]. To address the solution of the
unconstrained problem in (2.20), there are also several specifically devised algorithmic approaches. Some relevant examples, present in the literature, are the Fast
Iterative Shrinkage-Thresholding Algorithm (FISTA) introduced in [85] by Beck
and Teboulle, the Fixed-Point Continuation (FPC) method presented by Hale et al.
in [86], the Bregman iteration algorithm introduced by Yin et al. [87], the GPSR
algorithm, proposed by Figueiredo et al. in [88], the Two-Step Iterative Shrinkage/Thresholding Algorithm (TwIST) presented by Bioucas-Dias and Figueiredo
in [89], or the SpaRSA (Sparse Reconstruction by Separable Approximation) algorithm [90], proposed by Wright et al.. A very comprehensive review of the main
characteristics and functional aspects of these algorithms can be found in [74].

2.1.4.2

Greedy Algorithms

Greedy algorithms, which have the advantage of being very fast and easy to implement, rely on iterative approximation of the original signal x coefficients and
support by either iteratively identifying the elements of the support set of the signal,
one by one, until a convergence criterion is met, or by improving the estimate
of the sparse signal at each iteration, taking into account the mismatch to the
measured data [1, 74]. Although not leading, in general, to the optimal solution,
some greedy approaches can, indeed, be shown to have performance guarantees
that match the ones presented form convex optimization approaches, outperforming
l1 −optimization in some cases (see, e.g., [75, 91]).

Some of the oldest and most simple greedy approaches are the Matching Pursuit
(MP) algorithm (Table 2.1) and its improved successor, the Orthogonal Matching
Pursuit (OMP) algorithm (Table 2.2), first introduced in [9] and [92], respectively.
In particular, the OMP algorithm initiates by finding the column of Φ which is most
correlated with the measurements. Then, it repeats this procedure by correlating
the columns with the signal residual, obtained by subtracting the contribution of a
partial estimate of the original signal x from the original measurement vector, until
the stopping criteria (either a limit on the number of iterations or a requirement
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Table 2.1: Matching Pursuit (MP) algorithm.
Input : Measurement vector y, measurement matrix Φ, stopping criterion
Output: Estimated sparse vector x̂
Step 1
Step 2

Step 3

– x0 = 0; r 0 = y = y; l = 0;
– while Stopping criterion is false
– hl = ΦT r l ;

– xl+1 = xl + hard hl , 1 ;
– r l+1 = y − Φxl+1 ;
– l = l + 1;
– Return x̂ = xl ;
Where hard (v, K) represents the hard-thresholding operator,
defined as:

v , if |v | is among the K largest values of |v| ;
i
i
[hard (v, K)]i =
0,
otherwise
and [·]i represents the i−th element of a given vector, in particular v i
represents the i−th element of the vector v.

that y = Φx̂, in some sense, is met), producing an estimate x̂, such that y = Φx̂,
provided that it runs for M iterations [1].

The OMP algorithm can be shown to guarantee the recovery of an exactly k−sparse
signal x, in a noiseless scenario where y = Φx, in k iterations. This result has
been proved for matrices which satisfy the RIP, in [93]; and for matrices with
bounded coherence, in [94]. However, in both cases, the result only applies when
M = O (k 2 log N ) [1]. In turn, when considering random construction for the
measurement matrix Φ, it has been proved, in [75], that OMP can recover k−sparse
signals in k iterations, with high probability, using only M = O (k log N ).

Based on the MP and OMP algorithms, other approaches have been proposed in
order to further improve the performance, which rely on the selection of multiple columns of Φ, in order to speed up the algorithm [74]. Such examples are
the stagewise orthogonal matching pursuit (StOMP) algorithm, proposed in [95],
the regularized orthogonal matching pursuit (ROMP) algorithm, introduced by
Needell and Vershyninin in [96, 97] or the Compressive Sampling Matching Pursuit
(CoSaMP) algorithm, proposed by Needell and Tropp in [98].
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Table 2.2: Orthogonal Matching Pursuit (OMP) algorithm.
Input : Measurement vector y, measurement matrix Φ, stopping criterion
Output: Estimated sparse vector x̂
Step 1

Step 2

Step 3

– x0 = 0; r 0 = y = y; l = 0;
– Λ0 = ∅, which represents an empty set Λ;
– while Stopping criterion is false
– h l = ΦT r l ;

– Λl+1 = Λl ∪ supp hard hl , 1 ;
– xl+1 = arg minz: supp(z)⊆Λl+1 k y − Φz k2 ;
– r l+1 = y − Φxl+1 ;
– l = l + 1;
– Return x̂ = xl ;
Where hard (v, K) represents the hard-thresholding operator,
defined as:

v , if |v | is among the K largest values of |v| ;
i
i
[hard (v, K)]i =
0,
otherwise
and [·]i represents the i−th element of a given vector, in particular v i
represents the i−th element of the vector v.

Another greedy method that appears in the literature is the iterative hard thresholding (IHT) algorithm, introduced by Blumensath and Davies in [99]. This approach
starts from an initial signal estimate x̂ = 0 and, then, iterates a gradient descent
step followed by hard thresholding until a convergence criterion is met [1].

A comprehensive survey about the several greedy algorithms, presented in this
section, can be found in references [1, Chapter 8] and in [74].

2.1.4.3

Combinatorial Algorithms

Apart from convex l1 −optimization and greedy algorithms, combinatorial algorithms also constitute an important class of sparse recovery algorithms. Mostly
developed by the theoretical computer science community, these methods rely on
the application of group testing to highly structured samples of the original signal.
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Relevant combinatorial algorithms for the field of compressive sensing include, e.g.,
the Heavy Hitters on Steroids (HHS) pursuit, introduced by Gilbert et al., in [100],
a sub-linear Fourier transform, proposed by Iwen in [101] or the Chaining Pursuits,
also introduced by Gilbert et al., in [102].
Table 2.3 presents the complexity and minimum measurement requirements for
some CS reconstruction algorithms.
Algorithm
Basis Pursuit
OMP
StOMP
ROMP
StOMP
Chaining Pursuits
HHS

Complexity

Minimum number of measurements M
3
O (N )
O (k log N )
O (kM N )
O (k log N )
O (N log N )
O (N log N )

O (kM N )
O k (log N )2
O (N log N )
O (N log N )

2
2
O k (log N ) (log k)
O k (log N )2
O (k polylogN )
O (poly (k, log N ))

Table 2.3: Complexity and minimum measurement mequirements for some CS
reconstruction algorithms [2]

2.1.5

Compressive Sensing Applications

In this section we, now, provide a brief review of some of the most relevant applications of compressive sensing. Although being a relatively recent field of study,
compressive sensing has been successfully applied to many topics ranging from
image acquisition, machine learning, data communication, sampling physics, sensor
networks and computational biology.

In general, compressive sensing has great potential application in those scenarios
where the task of reconstructing or recovering a signal, while taking many (or a
complete set of) measurements, constitutes a severe limitation – be it an excessive
acquisition time, an excessive acquisition cost, too difficult or impossible, or simply
undesirable. Additionally, it is suitable for situations where the original signal is
potentially sparse (or compressible) in a given basis (which can be true for a large
subset of real-world signals).
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2.1.5.1

Medical Imaging

It seems natural to begin by referring the application that originally started the
investigations on compressive sensing in the seminal paper [4] – computerized tomography. In this particular application, the main goal is to obtain a representation
of the interior of the human body, by taking X-ray images from different angles.
It is a natural candidate for the application of a compressed sensing approach for
different reasons: i) it is undesirable to take a complete set of images, in order
to avoid exposing the patient to a large and dangerous amount of radiation, thus
calling for a small as possible amount of measurements; ii) the images, themselves,
are nearly piecewise constant and, therefore, almost sparse in the gradient, thus
potentially suitable for a compressive sensing approach [71].

In fact, compressive sensing has been consistently applied to the field of medical
imaging – for example, in magnetic resonance imaging (MRI), used for various
tasks like brain imaging, angiography or dynamic heart imaging. The traditional
approach (based on Shannon’s sampling theorem) can lead to excessive measurement time to produce high-resolution images, thus imposing severe constraints
when dealing with heart patients (which might not be able to hold their breath
for too long) or with children, too impatient to stand still for the necessary time.
It seems, thus, natural the use of compressive sensing in order to obtain highresolution images based on few measured samples. Furthermore, in medical imaging
applications, such as angiography, it is realistic to assume that the image is sparse
in respect to the canonical basis. In a more generalized application, the images can
exhibit sparsity (or compressibility) after a transformation to a suitable domain,
e.g. using wavelets. This characteristic constitutes another motivation for the use
of compressive sensing in medical imaging [67]. The application of compressive
sensing techniques to MRI has been investigated in various works, e.g.: in [103]
by Haldar et al.; in [104] by Lustig et al.; in [105] where Murphy et al. proposed
a simple algorithm for auto calibrating parallel imaging (acPI) and compressed
sensing (CS); or in [106] where Vasanawala et al. proposed an approach which
combines parallel imaging and compressed sensing and show its feasibility in a
pediatric clinical setting. Additionally, the application of compressive sensing to
the related problem of nuclear magnetic resonance spectroscopy can also be found
in [107, 108].

28

2.1.5.2

The Single-pixel Camera

Another application of compressive sensing, developed by Duarte et al., in [109], is
the Single-pixel camera. The authors proposed, in this work, a new approach to
building simpler, smaller, and cheaper digital cameras, based on the compressive
sensing paradigm.

2.1.5.3

Compressive Radar

Compressive sensing can also be applied to several radar frameworks. In these
applications, it is usual to monitor only a limited number of targets and, therefore,
sparsity can be a realistic assumption. In classical methods, this assumption of
sparsity is already used, but only in the last stage of the signal processing procedure, mainly for denoising of the resulting image [71]. The work on compressive
sensing for radar applications, present in the literature, include, e.g., the work in
reference [76] where the authors introduce a novel-compressed sensing approach for
radar, which offers great potential for better resolution over classical radar; the work
in [110] where the authors study the linear inverse source and scattering problems
from the perspective of compressed sensing; the work presented in reference [111],
where the authors use an l1 −based regularization approach to solve an inverse
scattering problem – the problem of detecting the locations of targets in the far field
by sending probing signals from an antenna array and recording the reflected echoes;
also the use of sparse reconstruction algorithms and randomized measurement
strategies in radar processing is addressed in [112].

2.1.5.4

Communication Systems

Compressed sensing has also been applied to various problems of communications
systems. For example, in wireless sensor networks where, due to the nature of the
problem, we can reasonably assume some spatial and/or temporal correlation of the
sensed data, which leads to the motivation to apply compressed sensing to sensor
networks. Thus, this field of wireless sensor networks has also been considered as
an application of compressive sensing, e.g., in the work in reference [113], or also
in [15] where the authors propose an approach to the decentralized compression of
networked data based on the compressive sensing paradigm. Further applications of
29

compressed sensing to the field of communications systems include cognitive radio
problems, array signal processing problems or multiple access scheme problems. A
comprehensive survey of the possible applications of compressive sensing to the field
of communications systems is provided in [74].

2.1.5.5

Application of CS to Other Scientific Fields

Apart from the previous more technological applications, compressed sensing has
also been studied in other fields with broader scientific motivations, such as in error
correction [8,114,115], in statistics and machine learning [116,117] and in sampling
theory. In sampling theory, where the problem of reconstructing a continuoustime signal from a discrete set of samples constitutes an important task in many
technological and scientific applications. The fact that compressibility in the Fourier
domain, for instance, is a reasonable assumption in many practical scenarios, provides a clear motivation for the use of compressed sensing approaches. In fact, the
application of compressive sensing to this field, appeared early in the development
of the compressive sensing framework (hence, the alternative common designation
of compressive sampling, for compressive sensing), with a variety of works dedicated
to this subject [4, 5, 73, 118–120].

2.1.5.6

Theoretical Extensions of CS

Other applications of compressive sensing relate to some theoretical extensions
of the work, such as low-rank recovery problems [121–123], where rather than
recovering a sparse vector, the focus is now on recovering a matrix from incomplete
information (sparsity is replaced by the assumption that the matrix to be recovered
has low rank), or matrix completion problems [121, 122, 124], where the objective is
to fill in missing entries of a low-rank matrix.

2.1.5.7

Compressive Signal Processing

In this section, we focus our attention on compressive signal processing, more
specifically on compressive classification. We, now, present the main applications of
compressive sensing based classification already present in the literature, in order
to better frame our approach to the compressive classification problem.
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Compressive classification appears in the machine learning literature as feature
extraction or supervised dimensionality reduction. We emphasize that the dimensionality reduction has been studied for a long time in many different communities.
In particular, the development of theory and methods that cope with the curse of
dimensionality has been the focus of the machine learning community for, at least,
20 years (e.g., support vector machine (SVM), complexity-regularization, model
selection, boosting, aggregation, etc). For example, linear dimensionality reduction
methods based on geometrical characterizations of the source have been developed,
with linear discriminant analysis (LDA) [125] and principal component analysis
(PCA) [125] just depending on second order statistics. In particular, LDA, which
is one of the most well-known supervised dimensionality reduction methods [126],
addresses simultaneously the between-class scattering and the within-class scattering of the projected data. It has been proven that under mild conditions this
method is Bayes optimal [127]. However, this method has two disadvantages: i)
the dimensionality of the projected space can only be less than the number of data
classes, which greatly restricts its applicability; and ii) LDA only uses first and
second order statistics of the data, ignoring the higher-order information.

Linear dimensionality reduction methods based on higher-order statistics of the data
have therefore also been developed [22, 24, 128–136]. In particular, an informationtheoretic supervised dimensionality reduction inspired approach, which uses the
mutual information between the data class labels and the data projections [24, 128]
or approximations of the mutual information such as quadratic mutual information
(with quadratic Rényi entropy) [130, 135, 136] as a criterion to linearly reduce
dimensionality, have been shown to lead to state-of-the-art classification results.
The rationale for using mutual information relates to the fact that the Bayes
classification error is bounded by the mutual information (based on a Shannon
entropy measure) between the data labels and the data projections [133].

In view of the fact that mutual information is difficult to compute, the majority of information-theoretic-based algorithms seek an approximation to Shannon
mutual information, hence compromising the objective function. For example,
references [130,135,136] use the quadratic mutual information (with quadratic Rényi
entropy) in lieu of the Shannon mutual information; this is because with the use
of quadratic Rényi entropy the gradient of mutual information can be calculated
analytically for a Gaussian mixture model (GMM) signal model. Reference [131]
approximates the Shannon mutual information by its empirical estimation based on
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the training data. The Information Discriminant Analysis (IDA) method approximates the entropy of the GMM, where higher-order information comes into play, by
the entropy of a global Gaussian distribution in the mutual information calculation,
leading again to losses of higher-order information [131]. Note that the LDA
method, although not proposed under the information-theoretic criterion, can also
be viewed as an approximation to the mutual information objective function. More
recently, the algorithms in [24, 128] capitalize on relations between informationtheoretic and estimation theoretic measures [137, 138] to perform (Shannon-based)
mutual information based linear dimensionality reduction. In addition, nonlinear (supervised) dimensionality reduction methods have also become popular recently [139].

In turn, [23] and [140] consider compressed learning, i.e., learning directly in the
compressed/measurement domain rather than in the original data domain. Of
particular relevance, bearing witness to the value of the compressive classification
paradigm, it is shown, using a generalization of the standard restricted isometry
property (RIP) which entails the preservation of inner products, that the linear
kernel support vector machine (SVM) classifier (trained and working) in the measurement domain, with high probability, has true accuracy close to the accuracy of
the best linear threshold classifier (trained and working) in the data domain. It is
also shown that for a family of well-known compressed sensing matrices, compressed
learning is universal, in the sense that learning and classification in the measurement
domain works provided that the data are sparse in some, even unknown, basis –
therefore, compressed sensing matrices also provide the desired properties of good
linear dimensionality reduction matrices. That is, compressed sensing can be used as
an efficient transformation from the data domain to the measurement domain (when
the data admits a sparse representation even in an unknown basis) that preserves
the learnability (and separability) of the data while bypassing the computational
cost and curse of dimensionality. One can argue that, in terms of geometry, the
difference between compressed sensing and compressed learning is that the former
is concerned with separating pairs of points in the measurement domain to enable
unambiguous recovery of sparse data while the latter is concerned with consistent
separation of clouds of points in the data and measurement domains. [140] also
shows that for a family of well-known deterministic compressed sensing matrices,
Delsarte-Goethals Frames, compressed learning is provided on the fly.

Compressive classification also appears in the compressive information processing
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literature in view of recent advances in compressive sensing [16, 22, 40, 141–147].
References [141] and [142] explore random compressive measurements to perform
manifold-based image classification. References [143], [144], [145] and [40] study the
performance of compressive detection and compressive classification.

Reference [144] show that an upper bound to the probability of misclassification
based on compressive measurements decays exponentially in the number of measurements, in stark contrast to the polynomial rates that are achievable in the
reconstruction problem. It also argues that this effect, which illustrates the benefit
of the more constrained classification setting in relation to the reconstruction one,
is also in line with the performance of classical estimation problems (polynomial
error rates) and hypothesis testing problems (exponential error rates).

Reference [145] consider 3 settings: i) arbitrary known signals in noise; ii) arbitrary
unknown signals in noise; iii) sparse signals. In i), it is shown that the error probability decays exponentially in the number of measurements and SNR (traditional
result). In ii), it is shown that the error probability decays exponentially in the
number of measurements but only polynomial in the SNR. Case iii) – which relies
on the assumption that the signals are sufficiently sparse together with the fact
that the measurement matrix obeys GRIP – shows that it is possible to recover the
exponential decay in the number of measurements and SNR, so one can achieve the
ideal performance associated with the ideal detector. In particular, [145] introduces
the generalized restricted isometry property that states that the angle between
two vectors is preserved under random projections in addition to the usual norm
preservation associated with conventional RIP (see also [148]). Note that the
property in [23], which is used to demonstrate the feasibility of compressed learning,
generalizes further the generalized restricted isometry property in [145].

Reference [40] provides performance limits for the classification of sparse as well as
not necessarily sparse signals based on compressive measurements. For non-sparse
signals, via the analysis of the Kullback-Leibler and the Chernoff distances between
the probability density functions under any two hypothesis, the article provides
upper and lower bounds to the probability of error in compressive classification.
For sparse signals in the canonical basis, the article provides lower bounds to the
probability of error in compressive classification under any classification rule. The
analysis in [40] is akin to our analysis, since it also uses similar tools, e.g. the
Chernoff and/or the Bhattacharya bound, to upper bound the error probability.
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For non-sparse signals, the authors consider a standard non-zero mean identity
covariance matrix multivariate Gaussian model for each hypothesis, so that the
different hypothesis are only distinguished via the mean and the variance of the
multivariate Gaussian distribution (i.e. the model does not capture structure).
This – in contrast to our results – does not enable the authors to articulate about
the interplay between the geometry of the measurement system and the geometry
of the source (i.e. number of measurements, mean of the source under the different
hypothesis, and covariance of the source under the different hypothesis). For sparse
signals, the authors consider a Gaussian mixture model for each hypothesis, where
the different mixture components are associated with the different support patterns.
The authors also consider a standard non-zero mean identity covariance matrix
multivariate Gaussian model for the signal distribution under each hypothesis given
the support – i.e. they consider a standard sparsity setting. The discrimination
factor between the different hypothesis relates to the signal mean, the signal variance
and the sparsity level on the canonical basis. This model is akin to the BernoulliGaussian models in the literature. It is relevant to point out that our model
represents a generalization of the non-sparse signal model in [40]; however, our
model cannot be seen either as a generalization or a specialization of the sparse
signal model in [40]. Of course, a model that models each hypothesis by a Gaussian
mixture would be a generalization of the sparse signal model in [40]. Anyhow, we
can safely argue that our adopted model leads to state-of-the-art results in various
applications [24].

Reference [16] considers various compressive information processing problems, including compressive detection and compressive classification. It demonstrates that
the probability of correct detection approaches 1 exponentially fast with the number
of measurements in detection tasks; and that the probability of correct classification also approaches 1 exponentially fast with the number of measurements in
classification tasks. The dependence on the signal to noise ratio also appears to be
exponential both in detection and classification (note that in [16] the signals are
assumed to be known both in the detection case or the classification case).

References [146] and [147] consider the problem of detection of spectral targets
based on noisy incoherent projections. Reference [22] notes that a small number of
random measurements captures sufficient information to allow robust face recognition. The common thread in this line of research relates to the demonstration that
the detection and classification problems can be solved directly in the measurement
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domain, without requiring the transformation of the data from the compressive to
the original data domain, i.e., without requiring the reconstruction of the data.

Other works associated, with compressive classification, that have arisen in the
computational imaging literature, and developed under the rubric of task-specific
sensing, include [17–19, 149–152]. In particular, task-specific sensing, which advocates that the sensing procedure has to be matched to the task-specific nature of the
sensing application, has been shown to lead to substantial gains in performance over
compressive sensing in applications such as localization [149], target detection [17],
(face) recognition [18, 19], and reconstruction [150].

References [151] and [152] also consider task-specific compressive sensing, putting
forth an online algorithm for reconstruction of Gaussian mixture models that involves selection of the model, i.e., identification of the Gaussian component of the
Gaussian mixture model, followed by reconstruction of the model.

Another instance of compressive classification appears under the guise of sparse
support recovery (also known as model selection) associated with compressive sensing problems [28–39, 42]. Sparse support recovery is also associated with sparse
approximation problems, e.g. see [9] and its variants for greedy heuristics based
algorithms and [10], [64] for convex relaxation based algorithms – these algorithms
have been shown to be effective under certain conditions [94, 153, 154].

These works provide necessary and sufficient (high-dimensional) scalings on the
triplet (n, s, m), where n relates to the signal dimension, s relates to the signal
sparsity and m is the number of linear measurements, for successful or partially
successful support recovery under various metrics, various decoders (optimal and
sub-optimal decoders), various measurement matrices, and various sparsity regimes
(e.g. the linear sparsity regime where s = O (n) and the sub-linear sparsity regime
where s = o (n)). For example, it is now well understood that in the linear sparsity
regime where s = O (n) then either m = O (s log (s)) or m = O (s) are both
necessary and sufficient to recover the support pattern reliably depending on certain
conditions on the minimum non-zero value of the sparse signal; on the other hand,
in the sub-linear sparsity regime where s = o (n) then m = O (s log (n − s)) is
necessary, for certain conditions on the minimum non-zero value of the sparse signal
(See Table I in [31] or Table I in [37]. N.B. Table I in [31] has matching bounds
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whereas Table I in [37] does not always have matching bounds).

References [32, 33] and [34] provide a more refined analysis associated with the
tradeoff between the number of measurements and the number of detection errors
in the high-dimensional setting, where the sparsity rate (i.e. the fraction of nonzero
entries) and the per-sample signal-to-noise ratio (SNR) are finite constants, independent of the signal dimension.

Some elements of our approach are present in the characterizations presented in [16,
40, 144, 145] but their focus is not on the incremental value of measurement to
classification. In particular, the additional refinement offered by our approach can
also be appreciated by specializing our setting, where the source signal lives in a
union of sub-spaces, to the traditional sparse recovery setting, where the source
signals are taken to be sparse in the canonical basis. For example, let us consider

P
a n-dimensional GMM source formed by ki=1 ni equiprobable classes, where each
Gaussian class is represented by a zero-mean vector and a diagonal covariance
matrix with rank less than or equal to k, whose nonzero elements correspond to

P
one out of the ki=1 ni possible supports of cardinality less than or equal to k
in Rn . The results in [37, 39] show that it is possible to recover the sparse signal
support pattern (classify the signal sub-space) with O(k log n) measurements5 . On
the other hand, our results show that it is possible to classify the signal sub-space
with exactly k random measurements when the noise power tends to zero. In
addition, our results also lead to a sharper characterization of the behaviour of the
misclassification probability: it decays with at least a slope of 1/4 on a log(SNR)
scale.

5

Note that these results hold in particular when the minimum amplitude of the nonzero entries
√
in the input vector is assumed to decrease as O(1/ k) and for a fixed value of the noise power
σ2 .
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2.2

Summary

In this Chapter, we reviewed the main elements of the compressive sensing framework. We highlighted its motivations and main applications, with particular focus
on compressive signal processing, providing a review of the work present in the
literature.
In the next Chapter, we formally introduce the compressive classification problem,
presenting our model of interest and the mathematical tools that will be the basis
of the subsequent analysis.
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Chapter 3
The Compressive Classification
Problem: Model and Performance
Metrics
The goal of this Chapter is to formulate the compressive classification problem. We
introduce our measurement and signal models and explain how they relate to other
models already present in the literature. We provide a close form expression for an
upper bound to the misclassification probability of the two-class compressive classification problem, which constitutes the core of our analysis, and make use of this
upper bound to extend our analysis to the multiple-class compressive classification
problem. Finally, we introduce the key quantities that will be used to characterize
the performance of the compressive classification problem.

3.1

System Model

Let us consider the standard measurement model given by:
y = Φx + n,

(3.1)

where y ∈ RM represents the measurement vector, x ∈ RN represents the source
vector, Φ ∈ RM ×N represents the measurement matrix or kernel1 and
n ∼ N (0, σ 2 · I) ∈ RM represents standard white Gaussian noise. We consider
both random measurement kernels, where the entries of Φ are drawn i.i.d. from a
1

We refer to Φ as the measurement, sensing or projection matrix/kernel interchangeably
throughout this thesis.
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zero-mean, fixed-variance, Gaussian distribution, which is common in the CS literature [3,6] as well as optimized kernel designs that aim to improve the classification
performance.

We suppose that the source is described by a Gaussian Mixture Model (GMM); the
source signal is drawn from one of L classes, the a priori probability of class i is
Pi and the distribution of the source conditioned on class i is Gaussian with mean
µi ∈ RN and (possibly rank-deficient) covariance matrix Σi ∈ RN ×N .

We should point out that we use a low-rank modelling approach even though natural
signals (e.g., patches extracted from natural images) are not always low-rank but
rather “approximately” low-rank [25]. The justification for the use of such lowrank modelling approach is two-fold: first, a low-rank representation is often a very
good approximation to real scenarios, particularly as the eigenvalues of the class
conditioned covariances often decay rapidly; second, it is then standard practice to
account for the mismatch between the low-rank and the “approximately” low-rank
model by adding extra noise in the measurement model in (3.1) (see [155]).

Our objective is then to produce an estimate of the true signal class given the measurement vector. The Maximum-A-Posteriori (MAP) classifier, which minimizes
the probability of misclassification [125], produces the estimate given by:

Ĉ = arg max

P (C | y) = arg

C∈{1,··· ,L}

max
C∈{1,··· ,L}

p (y | C) PC ,

(3.2)

where P (C | y) represents the a posteriori probability of class C given the measurement vector y and p(y | C) represents the probability density function of the
measurement vector y given the class C.

Our performance analysis concentrates both on the low-noise regime, where σ 2 → 0,
and on the high-noise regime, where σ 2 → ∞. The performance analysis – in line
with the standard practice in multiple-antenna communications systems [26, 27] –
also concentrates on the asymptotic behaviour of an upper bound to the probability
UB
of misclassification of the MAP classifier Perr
, rather than the exact probability
of misclassification of such classifier Perr .
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3.2

An Upper Bound to the Probability of Misclassification

Let us start by setting the number of classes L = 2 and consider two-class compressive classification using random measurements. The misclassification probability
associated to the MAP classifier can be written as
Z

+∞

min (P1 · p(y|C = 1), P2 · p(y|C = 2)) dy.

Perr =

(3.3)

−∞

and, by exploiting the fact that min (a, b) ≤ at b1−t , 0 ≤ t ≤ 1, a, b > 0, an upper
bound to the misclassification probability can also be immediately written as [125]:

Perr ≤

P1t P21−t

Z

+∞

pt (y | C = 1) p1−t (y | C = 2) dy, 0 ≤ t ≤ 1.

(3.4)

−∞

It turns out that the Bhattacharyya bound [156], which corresponds to a specialization of the bound in (3.4) for t = 0.5, admits the closed-form expression for
class-conditioned Gaussian distributions given by: 2

UB
Perr

Z
p
= P 1 P2

+∞

p
p
p (y | C = 1) p (y | C = 2)dy = P1 P2 e−K12 ,

(3.5)

−∞

where



T Φ (Σi + Σj ) ΦT + 2σ 2 I −1 

1
Φ µi − µj
Kij = Φ µi − µj
8
2


Φ(Σi +Σj )ΦT +2σ 2 I
det
2
1
+ log q

.
2
det ΦΣ ΦT + σ 2 I det ΦΣ ΦT + σ 2 I
i

(3.6)

j

This Bhattacharyya based upper bound to the probability of misclassification encapsulated in (3.5) and (3.6) is the basis of our analysis.

The generalization of this two-class analysis to the multiple-class case is possible by
using the union bound in conjunction with the two-class Bhattacharyya bound, that
2

Note that Bhattacharyya upper bound corresponds to a value of t = 0.5 in (3.4) whereas the
Chernoff bound corresponds to the value of t that minimizes (3.4).
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leads to the upper bound to the probability of misclassification, for the multipleclass case, given by [40]:
UB
Perr
=

L X
L
X

Pi e−Kij ,

(3.7)

i=1 j=1
j6=i

where Kij is also given by (3.6).

3.3

Characterization of the Asymptotic Behaviour
of the Upper Bound to the Probability of
Misclassification: Performance Measures

In this section we introduce key measures used to characterize the asymptotic behaviour of the upper bound to the probability of misclassification of the compressive
classification problem.
In the high-noise regime, we will make use of standard Taylor series expansions
to describe the asymptotic behaviour of the probability of misclassification. In
contrast, in the low-noise regime, we use two measures that describe the low-noise
asymptotics of the upper bound to the probability of misclassification. In particular,
we define the (lower bound to the) diversity-order of the measurement model in (3.1)
as:
UB
log Perr
(σ 2 )
,
→0
log σ 2

d = lim
2
σ

(3.8)

that determines how (the upper bound to) the misclassification probability decays
(in the log σ 2 scale) at low-noise levels [157, 158].

We also define the (lower bound to the) measurement gain of the measurement
model in (3.1) as:
gm = lim
σ2 · p
d
2
σ →0

1
U B (σ 2 )
Perr

,

(3.9)

that determines the power offset of (the upper bound to) the misclassification
error probability at low-noise levels: note that the measurement gain refines the
asymptotic description of the upper bound to the misclassification probability, by
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distinguishing further characterizations that exhibit identical diversity-order.

The characterization of the performance measures in (3.8) and (3.9) will be expressed via quantities that relate to the geometry of the measurement model,
namely, the rank and the pseudo-determinant of certain matrices.

In particular, we define the behaviour of (3.8) and (3.9) in two ways. Firstly, the
geometric interplay of the linear transformation with the class covariance matrices
is described by the quantities:

ri = rank(ΦΣi ΦT )

(3.10)

which measures the dimension of the sub-space spanned by the linear transformation
of the signals in class i;

vi = pdet(ΦΣi ΦT )

(3.11)

which measures the volume of the parallelepiped in RM where the signals in class i
are mostly concentrated;

rij = rank(Φ(Σi + Σj )ΦT )

(3.12)

which measures the dimension of the direct sum of sub-spaces spanned by the linear
transformation of the signals in classes i or j;

vij = pdet(Φ(Σi + Σj )ΦT )

(3.13)

which measures the volume of the parallelepiped in RM where signals in classes i
and j are mostly concentrated.
In addition, we also define the behaviour of the measures in (3.8) and (3.9) via the
geometry of the original source signal, by using the quantities:

rΣi = rank(Σi )

(3.14)

which relates to the dimension of the sub-space spanned by source signals in class
i and
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rΣij = rank(Σi + Σj )

(3.15)

which relates to the dimension of the direct sum of sub-spaces spanned by source
signals in classes i or j.
Finally, it is also of paramount importance to introduce the following quantity:

N ODim = rΣij −





rΣi + rΣj − rΣij

(3.16)

that relates to the difference between the dimension of the sub-spaces spanned by
source signals in classes i or j and the dimension of the intersection of such subspaces. This can also be interpreted as the number of non-overlapping dimensions
between the sub-spaces spanned by the eigenvectors of the covariance matrices
pertaining to the two classes.

It turns out - as shown in the sequel - that the asymptotics of the upper bound to the
misclassification probability mimic closely the behaviour of the true misclassification
probability, attesting to the value of the approach. These quantities are used, in
the next chapters, to provide a comprehensive analysis of the mechanics of the
compressive classification problem in a wide variety of scenarios.

3.4

Relation With Other Approaches Present in
the Literature

The performance characterizations we propose, for the compressive classification
problem, are parallel to those adopted in the wireless communications field [26, 27,
157,159]: diversity-order and coding gain, in wireless communications problems, are
the counterparts of the diversity-order and measurement gain in the compressive
classification problem. The reason for this correspondence is the signal model; the
assumption that measurement noise is Gaussian and that the distribution of the
source under each class (hypothesis) is multivariate Gaussian with a certain known
mean and a certain known (possibly rank-deficient) covariance matrix. It is the
source model that leads to a fundamental duality between compressive classification
and non-coherent wireless communication with multiple antennas [66]-[70]. This
duality means that fundamental limits, derived in the wireless domain, can be
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transferred to the classification domain and vice versa.3 There are two other notable
features associated with this model:

a) The source model adopted for the compressive classification problem also relates
to well-known models adopted in compressive sensing, most notably the Gaussian mixture model (GMM). The GMM [25,152,162,163], which is typically used
in conjunction with the Bayesian compressed sensing formalism [164], relates to
various well-known structured models in the literature, including union of subspaces [165–168], wavelet trees [165, 169] or manifolds [25, 170], that aim to
capture additional signal structure beyond primitive sparsity in order to yield
further gains. For example, a (low-rank) GMM can be seen as a Bayesian
counterpart of the union of subspaces model. In fact, a signal drawn from a (lowrank) GMM lies in a union of subspaces, where each subspace corresponds to
the image of each class conditioned covariance matrix in the model.4 A low-rank
GMM can also be seen as an approximation to a compact manifold. Compact
manifolds can be covered by a finite collection of topological disks that can be
represented by high-probability ellipsoids living on the principal hyperplanes
corresponding to the different components of a low-rank GMM [25]. However,
one of the key advantages of adopting a GMM, in lieu of these other structured
models, is associated with the fact that reconstruction of a signal drawn from
a GMM from compressive linear measurements in Gaussian noise can be very
effectively performed via a closed-form inversion formula [25].
b) This source model also leads to state-of-the-art results in various compressive
classification scenarios such as character and digit recognition as well as image
classification [24, 135, 136]. Other successful instances – beyond classification –
associated with the use of GMMs include problems in image processing, such
as interpolation, zooming, deblurring [152, 162, 163], and problems in dictionary
learning [25].
3

These dualities also lead to characterizations that disclose fundamental tradeoffs between
the performance of a compressive classification problem (via the diversity-order) and the number
of classes in the compressive classification problem (a so-called discrimination gain). Such a
diversity-discrimination tradeoff [160], which offers a more illuminating view of the performance
of the compressive classification, is reminiscent of the diversity-multiplexing tradeoff in multipleantenna wireless communications [157, 161].
4
More generally, a signal drawn from a GMM model lies in a union of affine spaces rather than
linear subspaces, where each affine space is associated with the mean and covariance of each class
in the GMM model.
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3.5

Summary

In this Chapter, we formally introduced the problem of compressed classification,
specifying the measurement and the signal models used in this thesis work. Furthermore, we provided an upper bound to the probability of misclassification, which
constitutes the core of our analysis, both for the two-class and the multiple-class
compressive classification problems, and introduced some performance measures
used to evaluate the asymptotics of this upper bound. We also related our approach
to other approaches already present in the literature.
In the next Chapter, we will address the problem of compressive classification with
random measurements.
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Chapter 4
Compressive Classification with
Random Measurements in the
Low-Noise Regime
In this Chapter, we concentrate on the compressive classification problem with
random measurements, in the low-noise regime. We make use of the upper bound to
the misclassification probability of the two-class compressive classification problem
in (3.5), introduced in the last Chapter, and separately address the scenarios
where the classes of signals are zero-mean and where the classes of signals are
nonzero-mean, in order to perform a systematic and comprehensive study of the
problem. We also capitalize on (3.7) to extend our analysis to the multiple-class
compressive classification problem. We provide a set of numerical results in order
to depict the main features associated with compressive classification with random
measurements, presented in the various Theorems of this chapter.

4.1

Two-Class Compressive Classification Problem

In this section we address the problem of compressive classification solely considering two different classes. We treat the case where the classes are zero-mean, i.e.
µ1 = µ2 = 0, and the case where classes are nonzero-mean, i.e. µ1 6= 0 or µ2 6= 0,
separately. As we will show in the next sections, the zero-mean case exhibits the
main operational features associated with the compressive classification problem;
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the nonzero-mean case can also exhibit additional operational features, e.g., infinite
diversity-order.

4.1.1

Zero-Mean Classes

The following Theorem offers a view of the asymptotic behaviour of the (upper
bound to the) probability of misclassification for the two-class compressive classification problem with zero-mean classes, by leveraging directly the geometry of
the linear transformation of the source signals effected by the measurement kernel.
Note that, since the matrices ΦΣ1 ΦT and ΦΣ2 ΦT are positive semidefinite, it is
2
≤ r12 ; in addition, it is also possible to show that
straightforward to show that r1 +r
2
r1 +r2
= r12 if and only if im(ΦΣ1 ΦT ) = im(ΦΣ2 ΦT ), so that the two sub-spaces
2
associated with the two classes overlap completely [155, Lemma 2].

Theorem 4.1.1. Consider the measurement model in (3.1) where x ∼ N (0, Σ1 )
with probability P1 and x ∼ N (0, Σ2 ) with probability P2 = 1 − P1 . Then, in the
regime of low noise where σ 2 → 0, the upper bound to the probability of misclassification in (3.5) behaves as:
• If

• If

r1 +r2
2

r1 +r2
2

UB
= r12 then, Perr
= O (1) , σ 2 → 0;

UB
< r12 then, Perr
=



 g −d
m
σ2

1
d=−
2



+o

1
σ2

r1 + r2
− r12
2

−d !

, σ 2 → 0, where:


(4.1)

and
"
gm = 2

r12
2

p


P1 P2

v12
√
v1 v2

− 12 #− d1
.

(4.2)

Proof. The proof is presented in Appendix 4.4.

It is now instructive to probe further onto the characterizations embodied in Theorem 4.1.1 to infer some operational features associated with the two-class compres48

sive classification problem. Such characterization admits a very simple interpretation:
2
• If r1 +r
= r12 , then the sub-spaces spanned by the linear transformation of
2
the signals in classes C = 1 and C = 2 overlap completely – the upper bound
to the misclassification probability exhibits an error floor because it is not
possible to distinguish the classes perfectly as the noise level approaches zero;

2
< r12 , then the sub-spaces spanned by the linear transformation of
• If r1 +r
2
the signals in classes C = 1 and C = 2 do not overlap completely – the
upper bound to the misclassification error probability (and the true error
probability) does not exhibit an error floor as it is possible to distinguish the
classes perfectly as the noise level approaches zero. The lower the degree of
overlap, the higher the diversity-order – this is measured via the interplay
of the various ranks, r1 , r2 and r12 in terms of the difference between the
dimensions of the sub-spaces corresponding to the linear transformation of the
signals in classes C = 1 and C = 2 and the dimension of their intersection; in
fact, it can be shown that:

2r12 − r1 − r2 = dim im ΦΣ1 ΦT



− dim im ΦΣ1 ΦT ∩ im ΦΣ2 ΦT



+ dim im ΦΣ2 ΦT − dim im ΦΣ1 ΦT ∩ im ΦΣ2 ΦT .
(4.3)


The following Theorem now describes the asymptotic behaviour of the probability
of misclassification for the two-class compressive classification problem with zeromean classes, by leveraging directly the geometry of the source signals – this has
the advantage of showcasing how the number of measurements together with the
properties of the source affect performance. The result uses the fact that N ≥
rΣ12 ≥ max (rΣ1 , rΣ2 ) and, with probability 1, r1 = min (M, rΣ1 ), r2 = min (M, rΣ2 )
and r12 = min (M, rΣ12 ). The result also assumes, without loss of generality, that
rΣ1 ≤ rΣ2 . Once more, note that since the matrices Σ1 and Σ2 are positive
r +r
r +r
semidefinite, it follows that Σ1 2 Σ2 ≤ rΣ12 , and that Σ1 2 Σ2 = rΣ12 if and only if
im(Σ1 ) = im(Σ2 ) [155, Lemma 2].

Theorem 4.1.2. Consider the measurement model in (3.1) where x ∼ N (0, Σ1 )
with probability P1 and x ∼ N (0, Σ2 ) with probability P2 = 1 − P1 . Then, in the
regime of low noise where σ 2 → 0, the upper bound to the probability of misclassification in (3.5) behaves as:
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• If

rΣ1 +rΣ2
2

UB
= rΣ12 then, Perr
= O (1) , σ 2 → 0;

• If

rΣ1 +rΣ2
2

< rΣ12 then,

UB
when M ≤ rΣ1 ≤ rΣ2 ≤ rΣ12 , Perr
= O (1) , σ 2 → 0;
 −d !
 g −d
1
m
UB
+o
, σ 2 → 0 where the measure– otherwise, Perr =
2
2
σ
σ
ment gain is given by:

–

"
gm = 2

1

min(M,rΣ )
12
2


− 2
p
v12
P1 P2 √
v1 v2

and the diversity-order is given by:



1
r
−
M

Σ
1

−



2
2


 1 r + r
Σ1
Σ2
d=
−M
−

2
2




r
+
r
1

Σ
Σ
1
2

− rΣ12
 −
2
2

#− d1
(4.4)

, if rΣ1 < M ≤ rΣ2 ≤ rΣ12
, if rΣ1 ≤ rΣ2 < M < rΣ12 .

(4.5)

, if rΣ1 ≤ rΣ2 ≤ rΣ12 ≤ M

Proof. The proof is presented in Appendix 4.4.

Theorem 4.1.2 provides insight into the interplay between the number of measurements and the source geometry. In particular:
• When the sub-spaces spanned by the signals in classes C = 1 and C = 2
r +r
overlap completely, i.e., Σ1 2 Σ2 = rΣ12 , it is not possible to construct a
random measurement kernel that will be able to distinguish between the
signals from classes C = 1 and C = 2. In such scenario, the (upper bound
to the) probability of misclassification will exhibit an error floor at low-noise
levels.
• When the sub-spaces spanned by the signals in classes C = 1 and C = 2 do
r +r
not overlap completely, i.e., Σ1 2 Σ2 < rΣ12 , the number of random measurements M defines the behaviour of the (upper bound to the) probability of
misclassification as follows:
i) if M ≤ rΣ1 , the upper bound will exhibit an error floor at low-noise
levels, because the random measurements will affect the signals in a way that
the sub-spaces associated with the linearly transformed classes completely
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overlap – that is, the random measurements do not provide the sufficient
degrees of freedom to distinguish between the signals from classes C = 1
and C = 2. Note that, in this case, both the sub-spaces corresponding to
the randomly projected classes occupy the entire space RM thus they are
completely overlapping;

ii) otherwise, if M > rΣ1 the upper bound will not exhibit such an error floor
at low-noise levels, since it is possible to randomly transform the original
signals such that the corresponding sub-spaces do not overlap completely;
in fact, it can be shown directly from (4.3) that the difference between the
dimensions of these sub-spaces and that of their intersection is at least one;

iii) once again, note that the diversity-order is a function of the difference
between the dimensions of the sub-spaces associated with the two classes and
the dimension of their intersection, as given by (4.1) and (4.3): by gradually
increasing the number of measurements M from 1 up to rΣ12 it is possible
to increase the diversity-order up to the maximum value 14 N ODim ; however,
increasing the number of measurements past rΣ12 does not offer a higher
diversity-order – instead, it only translates into a higher measurement gain.
In fact, as M ranges from 1 to rΣ12 we can gradually unveil the “degree
of non-overlap” between the original sub-spaces because the number of nonoverlapping dimensions in the projected domain approaches the number of
non-overlapping dimensions in the original domain, achieving it when M =
rΣ12 . In other terms, when M = rΣ12 , the performance of classification –
defined via the diversity-order – in the measurement domain equals that in
the data domain [23, 140]. In contrast, for M > rΣ12 projecting the original
subspaces into a higher dimensional linear space does not increase the number
of original non-overlapping dimensions. One then understands the role of
measurement as a way to probe the differences between the classes, providing
the degrees of freedom in order to distinguish between the signals from classes
C = 1 and C = 2.

On the other hand, the measurement gain is a function of the exact geometry of the
classes in the Gaussian mixture model. It increases with the ratio of the product of
the nonzero eigenvalues of Φ (Σ1 + Σ2 ) ΦT to the product of the nonzero singular
values of ΦΣ1 ΦT and ΦΣ2 ΦT .
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4.1.2

Nonzero-Mean Classes

The following Theorem now generalizes the description of the asymptotic behaviour
of the probability of misclassification from the zero-mean to the nonzero-mean, twoclass compressive classification problem.

Theorem 4.1.3. Consider the measurement model in (3.1) where x ∼ N (µ1 , Σ1 )
with probability P1 and x ∼ N (µ2 , Σ2 ) with probability P2 = 1 − P1 . If
Φ(µ1 − µ2 ) ∈
/ im(Φ(Σ1 + Σ2 )ΦT ),

(4.6)

then the upper bound to the probability of misclassification in (3.5) decays exponentially with 1/σ 2 as σ 2 → 0; otherwise,
 −d !
 a · g −d
1
m
UB
+o
, σ2 → 0
(4.7)
Perr
=
2
σ
σ2
where a is a finite constant which depends only on the first term in (3.6), with a = 1
for µ1 = µ2 and a > 1 for µ1 6= µ2 , whereas gm and d are as in Theorems 4.1.1
and 4.1.2.
Proof. The proof is presented in Appendix 4.4.

The characterization embodied in Theorem 4.1.3 illustrates that the asymptotic
behaviour of the upper bound of the error probability for classes with nonzero-mean
can be radically different from that for classes with zero-mean. The differences in
behaviour trace back to the fact that M > rΣ12 represents a necessary condition
for condition (4.6) to hold (see Appendix 4.4). In the nonzero-mean case, choosing
M > rΣ12 (provided that condition (4.6) also holds) leads to a diversity-order
d = ∞; in contrast, in the zero-mean case choosing M > rΣ12 does not affect the
diversity-order and only affects the measurement gain. In contrast, letting M ≤ rΣ12
induces the same diversity-order for both nonzero-mean and zero-mean classes; the
presence of the nonzero-mean here may only impact the measurement gain since
a ≥ 1.

In other terms, we can argue that we will not achieve infinite diversity-order if the
projection (according to Φ) of the difference µ1 − µ2 lies in the direct sum of the
projected sub-spaces corresponding to the two classes. In this case, as expected,
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the fact that the two classes have a nonzero-mean does not change the diversityorder as the mean vectors do not provide a way to separate the projected subspaces corresponding to the two classes. On the other hand, when the projection
of the difference µ1 − µ2 does not lie in the direct sum of the projected subspaces corresponding to the two classes, the upper bound on the misclassification
probability decays exponentially with 1/σ 2 when σ 2 → 0. Geometrically, this
result, associated with infinite diversity, reflects the fact that, when embedded in a
higher dimensional space (RM in our cases), the affine spaces spanned by the linear
transformation of the signals in the two classes do not intersect.

4.2

Multiple-Class

Compressive

Classification

Problem
We now consider the characterization of the performance of a multiple-class compressive classification problem, where L ≥ 3, with random measurements. The fact
that the form of the upper bound in (3.7) is akin to the form of the upper bound
in (3.5) involving, in addition, only the various pairwise misclassification terms,
that capture the interaction between the different classes, leads to the immediate
generalization of the results encapsulated in the previous Theorems.

In fact, we can easily conclude from (3.8) and (3.7) that the diversity-order for the
multiple-class classification problem is given by:

d = min d(i, j),

(4.8)

i,j
j6=i

where d (i, j) represents the diversity-order of a given pair of classes C = i and
C = j in the two-class classification problem1 .
In addition, we can also conclude from (3.9) and (3.7) that the measurement gain
for the multiple-class classification problem is given by:

gm = 

X

(i,j)∈Sd



vij
Pi 2rij √
vi vj

1

− 12

− d1


(4.9)

Note that the diversity-order d(i, j) does not depend on the exact value of the a priori
probability of the classes Pi , Pj , provided that Pi , Pj > 0.

53

where Sd is the set of pairs of indexes corresponding to pairs of classes with minimum
diversity-order, that is,

Sd = {(i, j) : i 6= j, d(i, j) = d}.

(4.10)

In particular, we can argue that the upper bound to the misclassification probability
will exhibit an error floor if at least one of the pairwise misclassification probabilities
also exhibits an error floor. Conversely, the upper bound to the misclassification
probability (and the true misclassification probability) will tend to zero as σ 2
tends to zero if all the pairwise upper bounds to the misclassification probabilities
also tend to zero. We can also understand how the performance is affected by
the geometry of the problem via (4.8), (4.9) together with Theorems 4.1.1, 4.1.2
and 4.1.3.

4.3

Numerical Results

We now present a series of results that illustrate the main operational features
associated with the compressive classification of a mixture of Gaussians with random
measurements in the low-noise regime. In particular, we also compare the behaviour
of the upper bound to the probability of misclassification to the behaviour of the
true probability of misclassification, in order to determine whether the previous
theoretical results are aligned with real ones.

4.3.1

Two-class Scenario

We first consider a compressive classification problem with two zero-mean classes.
The two classes are such that µ1 = µ2 = 0, Σ1 = U diag (1, 1, 0, 0, 0, 0) U T and
Σ2 = U diag (0, 1, 1, 1, 0, 0) U T , where U is a randomly generated unitary matrix.
Therefore, rΣ1 = rank (Σ1 ) = 2, rΣ2 = rank (Σ2 ) = 3, rΣ12 = rank (Σ1 + Σ2 ) = 4
and N = 6. The sensing matrix is such that:
Φ=

M

 Φ0 ,
0 0T
tr Φ Φ

(4.11)

where Φ0 has i.i.d. zero-mean unit-variance Gaussian entries. Note that this
scenario is such that the sub-spaces corresponding to the two classes do not overlap
completely and the number of non-overlapping dimensions in (3.16) is equal to 3.
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Therefore, accordingly to Theorems 4.1.1 and 4.1.2 it is possible to drive the upper
bound to the misclassification probability to zero at low-noise levels.

Figure 4.1 shows that, for M = 2, the upper bound exhibits an error floor and
for M > 2 the upper bound tends to zero as the noise level also tends to zero,
in accordance with Theorem 4.1.2. Figure 4.1 also shows that the increase of
M from 2 to 3 or 4 results in the increase of the diversity-order, but taking
M > rΣ12 measurements does not result in further increases in diversity, only
increasing the measurement gain – this is also consistent with Theorem 4.1.2. We
can also observe that the upper bound to the probability of misclassification is able
to capture the behaviour of the true probability of misclassification: it captures the
presence or absence of an error floor and (except for M = 3) it also captures
closely the diversity-order and increases in measurement gain in the true error
probability. In any case, the diversity-order associated with the upper bound to the
misclassification probability always lower bounds the diversity-order associated with
the true misclassification probability, thereby establishing performance assurances.
We now consider a compressive classification problem with two nonzero-mean classes.
Here, the two classes are such that µ1 6= µ2 and Σ1 = Σ2 = U diag (1, 1, 0, 0, 0, 0) U T ,
where U is also a randomly generated unitary matrix. Then, rΣ1 = rank (Σ1 ) = 2,
rΣ2 = rank (Σ2 ) = 2, rΣ12 = rank (Σ1 + Σ2 ) = 2 and N = 6. The sensing matrix is
also generated randomly with i.i.d. zero-mean unit-variance Gaussian entries and
normalized as in the previous scenario. Note now that this scenario is such that
the affine spaces corresponding to the two classes are parallel, differing only by a
translation determined by the vector µ1 − µ2 .
Figure 4.2 – in line with Theorem 4.1.3 – shows that when M ≤ rΣ12 = 2 the
upper bound exhibits an error floor and when M > rΣ12 the upper bound to the
misclassification probability tends to zero exponentially as the noise level also tends
to zero. Once again, we can observe that the behaviour of the upper bound to
the probability of misclassification is consistent with the behaviour of the true
probability of misclassification.

4.3.2

Multiple-class Scenario

We now turn our attention to a multi-class scenario where the number of classes
is L = 4, µ1 = µ2 = µ3 = µ4 = 0, Σ1 = U diag (1, 1, 0, 0, 0, 0) U T , Σ2 =
U diag (0, 1, 1, 1, 0, 0) U T ,
Σ3 = U diag (0, 0, 1, 1, 1, 0) U T
and
Σ4 =
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U diag (0, 0, 0, 0, 1, 1) U T where U is a randomly generated unitary matrix. Now,
rΣ1 = rank (Σ1 ) = 2, rΣ2 = rank (Σ2 ) = 3, rΣ3 = rank (Σ3 ) = 3, rΣ4 = rank (Σ4 ) =
2, rΣ12 = rank (Σ1 + Σ2 ) = 4, rΣ13 = rank (Σ1 + Σ3 ) = 5, rΣ14 = rank (Σ1 + Σ4 ) =
4, rΣ23 = rank (Σ2 + Σ3 ) = 4, rΣ24 = rank (Σ2 + Σ4 ) = 5, rΣ34 = rank (Σ3 + Σ4 ) =
4 and N = 6. The sensing matrix is also generated randomly with i.i.d. zero-mean
unit-variance Gaussian entries and normalized as previously noted. The pair of
classes corresponding to the minimum pairwise
diversity-order
is (2, 3), offering


r
+r
Σ
Σ
2
3
− rΣ23 = 12 ; all other pairs of
a diversity-order that cannot exceed − 21
2
classes offer a higher diversity-order.

Figure 4.3 confirms that the behaviour of the upper bound to the misclassification
probability is indeed dominated by the behaviour of the pairwise upper bound
associated with classes (2, 3). The Figure also confirms that the upper bound
to the misclassification probability approximates well the true misclassification
probability: in particular, it is able to predict the presence of absence of the error
floor as well as the diversity-order of the true error probability.
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Figure 4.1: Upper bound to error probability and true error probability vs. 1/σ 2
(in dB) for two zero-mean classes with random measurements.
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4.4

Summary

In this Chapter, we addressed the compressive classification problem with random
measurement, in the low-noise regime.
Firstly, we considered the two-class scenario and provided a performance characterization for the cases where the classes were zero-mean and nonzero-mean. We unveil
that the zero-mean case exhibits the main operational features associated with the
compressive classification problem, i.e., the necessary conditions (on the geometry
of the source signals and the number of measurement) to drive the probability of
misclassification to zero, in the low-noise regime, and the effect of the number of
random measurements in the diversity-order and in the measurement gain; and that
the nonzero-mean case can also exhibit additional operational features, e.g. infinite
diversity-order. We also extended our analysis to the multi-class scenario, providing
a characterization for the diversity-order and the measurement gain.
Finally, we provided a set of numerical results which illustrate the main operational
features of the compressive classification problem with random measurements and
compared the behaviour of the upper bound to the probability of misclassification
with the behaviour of the true probability of misclassification.
While, in this Chapter, we focused on the compressive classification with random
measurements, in the next Chapter we will concentrate on the design of measurement kernels in order to maximize the diversity-order, subject to a measurement
budget.
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Appendix A: Proof of Theorem 4.1.1
Consider the eigenvalue decomposition of the following matrices ΦΣ1 ΦT =
U 1 Λ1 U T1 ,
ΦΣ2 ΦT = U 2 Λ2 U T2 ,
Φ (Σ1 + Σ2 ) ΦT = U 12 Λ12 U T12 ,
where
M ×M
U 1 , U 2 , U 12 ∈ R
are orthogonal matrices and Λ1 , Λ2 and Λ12 are posi
tive semidefinite diagonal matrices such that Λ1 = diag λ11 , · · · , λ1r1 , 0, · · · , 0 ,


Λ2 = diag λ21 , · · · , λ2r2 , 0, · · · , 0 , Λ12 = diag λ121 , · · · , λ12r12 , 0, · · · , 0 ; and r1 =



rank ΦΣ1 ΦT , r2 = rank ΦΣ2 ΦT and r12 = rank Φ (Σ1 + Σ2 ) ΦT .

Therefore, we can re-express the upper bound to the misclassification error probability in (3.5) as follows:


 1
− 2 log

UB
Perr

√

p
= P1 P 2 e
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2
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(
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)
(
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.

(4.12)

The asymptotic characterization of the behaviour of the upper bound to the probability of misclassification follows immediately from (3.8) and (3.9) together with (4.12).
In particular,

UB
Perr


− 12
p
−r12 v12
= P1 P 2 2
6= 0,
√
v1 v2

• If

r1 +r2
2

= r12 then, lim
2

• If

r1 +r2
2

UB
< r12 then, lim
Perr
= 0, and by using (4.12) in (3.8) and in (3.9):
2

σ →0

σ →0

1
d=−
2



r1 + r2
− r12
2


(4.13)

and
"
gm = 2

1

r12
2


− 2
p
v12
P1 P2 √
v1 v2
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#− d1
.

(4.14)

Appendix B: Proof of Theorem 4.1.2
Consider once again the eigenvalue decompositions in Appendix 4.4. Consider also
that N ≥ rΣ12 ≥ max (rΣ1 , rΣ2 ) and, with probability 1, r1 = min (M, rΣ1 ), r2 =
min (M, rΣ2 ) and r12 = min (M, rΣ12 ). In addition, assume, without any loss of
generality, that rΣ1 ≤ rΣ2 . Therefore, we can re-express the upper bound to the
misclassification error probability in (3.5) as follows:
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(4.15)

The asymptotic characterization of the behaviour of the upper bound to the probability of misclassification follows, once again, immediately from (3.8) and (3.9)
together with (4.15). In particular,

• If

rΣ1 +rΣ2
2

r

= rΣ12 then, lim
2

σ →0

+r

• If Σ1 2 Σ2 < rΣ12
and
− 12

−M v12
6= 0,
2 √
v1 v2


− 12
p
− min(M,rΣ12 ) v12
6= 0,
= P1 P2 2
√
v1 v2

UB
Perr

M ≤ rΣ1 ≤ rΣ2 ≤ rΣ12

then,

UB
lim Perr
=

σ 2 →0

UB
• otherwise, lim
Perr
= 0, and, by using in (4.15) in (3.9) and in (3.8), we
2
σ →0

can write the measurement gain as:
"
gm = 2

(

min M,rΣ
12
2


− 12 #− d1
)p
v12
P1 P2 √
v1 v2

and the diversity-order as:
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(4.16)
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, if rΣ1 < M ≤ rΣ2 ≤ rΣ12
, if rΣ1 ≤ rΣ2 < M < rΣ12 .
, if rΣ1 ≤ rΣ2 ≤ rΣ12 ≤ M

(4.17)

Appendix C: Proof of Theorem 4.1.3
Consider the upper bound to the classification error probability in (3.5) and (3.6).
We write the exponent K12 as follows:

K12 = T1 + T2

(4.18)

where

−1
T
2
1
T Φ (Σ1 + Σ2 ) Φ + 2σ I
T1 = [Φ (µ1 − µ2 )]
[Φ (µ1 − µ2 )]
8
2
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det
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(4.20)

Let us now define M 12 = Φ(µ1 − µ2 )(µ1 − µ2 )T ΦT . Then, by recalling the eigenvalue decomposition of the matrix Φ (Σ1 + Σ2 ) ΦT = U 12 Λ12 U T12 in Appendix 4.4,
we can also express T1 as:

−1 
1 
T1 = tr M 12 Φ(Σ1 + Σ2 )ΦT + 2σ 2 I
4
−1 T 
1 
= tr M 12 U 12 Λ12 + 2σ 2 I
U 12
4
r12
M
1
1 X T
1X
T
u
=
M
u
+
u M 12 u12,i ,
12 12,i
4 i=1 λ12i + 2σ 2 12,i
8σ 2 i=r +1 12,i

(4.21)
(4.22)
(4.23)

12

where the vector u12,i corresponds to the i-th column of the matrix U 12 .

Therefore, we can also re-write the exponent K12 as follows:
K12

r12
M
1
1 X T
1X
T
u M 12 u12,i + T2 ,
=
u M 12 u12,i + 2
4 i=1 λ12i + 2σ 2 12,i
8σ i=r +1 12,i

(4.24)

12

We are now able to extend the characterization of the asymptotic behaviour of the
Batthacharyya upper bound from the case of zero-mean to nonzero-mean classes by
analyzing further (4.24). In particular,
• If µ1 = µ2 then the asymptotic behaviour of the upper bound to the misclassification probability is identical in nonzero-mean and zero-mean cases;
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• If µ1 6= µ2 and M ≤ rΣ12 , then the matrix Φ (Σ1 + Σ2 ) ΦT is full rank (i.e.
r12 = M ) and, therefore, condition (4.6) is not verified. In such case the
second term in (4.24) is equal to zero and the diversity-order associated with
nonzero-mean classes corresponds to that for zero-mean classes unveiled in
Theorem 4.1.2. In contrast, the measurement gain for nonzero-mean classes
is higher than that for zero-mean classes in view of the first term in (4.24).
In fact, it is immediate to express the measurement gain for nonzero-mean
NZM
ZM
classes gm
in terms of the measurement gain for zero-mean classes gm
in
NZM
ZM
(4.4) as gm = a · gm where
M

a = exp

1 X 1 T
u M 12 u12,i
4d i=1 λ12i 12,i

!
> 1.

(4.25)

• If µ1 6= µ2 and M > rΣ12 , then the second term in (4.24) is given by
1
8σ 2

M
X

uT12,i M 12 u12,i ,

(4.26)

i=rΣ12 +1

where the vectors u12,rΣ12 +1 , . . . , u12,M are the eigenvectors of the matrix
Φ(Σ1 +Σ2 )ΦT corresponding to the zero eigenvalues, which form an orthonormal basis of the null space of that matrix. In this case, since the matrices
Φ(Σ1 + Σ2 )ΦT and M 12 are positive semi-definite, by using the fundamental
theorem of algebra, we can conclude that (4.26) is equal to zero if and only if

Null(Φ(Σ1 + Σ2 )ΦT ) ⊆ Null(M 12 )
⇔
im(M 12 ) ⊆ im(Φ(Σ1 + Σ2 )ΦT )
⇔
Φ(µ1 − µ2 ) ∈ im(Φ(Σ1 + Σ2 )ΦT

(4.27)

Therefore, if we do not satisfy (4.27) then (4.26) is strictly greater than zero
and the upper bound to the misclassification probability decays exponentially
with 1/σ 2 as σ 2 → 0.
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Chapter 5
Measurements Design for
Compressive Classification in the
Low-Noise Regime
In this Chapter, we address the problem of measurement design for compressive
classification in the low-noise regime. Based on the characterizations provided in
the previous Chapter, where we consider random measurement kernels, we propose
to investigate how one can further improve performance by using designed measurements in lieu of the conventional random ones, in the low-noise regime. In
particular, we investigate this question by posing a measurement design problem
where the objective is to maximize the diversity-order subject to a given measurement budget, i.e.,

max d (Φ) ,

(5.1)

rank (Φ) ≤ M,

(5.2)

Φ

subject to:

where we express explicitly the diversity-order in terms of the measurement matrix.

In this Chapter, and in line with the previous analytical procedure, we will consider
measurement designs for the two-class scenario (for both zero-mean and nonzeromean classes) followed by measurement designs for the multiple-class scenario. For
the two-class problem, it is possible to solve the optimization problem in (5.1)–
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(5.2), and provide a characterization of the asymptotic behaviour of upper bound
to the probability of misclassification; for multiple-class problems, it does not seem
possible to conceive a closed-form solution to such optimization problem – therefore,
we only put forth some algorithmic approaches in order to provide solutions to
the measurement matrix design for multiple-class problem. More specifically, we
provide an, in general suboptimal, algorithm which is inspired by the optimal
solution of the two-class scenario: this algorithm attempts at maximizing the
diversity-order while satisfying the measurement budget constraint. We also provide
an algorithm to determine a measurement matrix that maximizes the diversity-order
irrespective of the constraint on the number of measurements. We further provide a
set of numerical results to illustrate the main advantages of our proposed designed
measurement kernels, in comparison with conventional random ones.

5.1

Two-Class Compressive Classification Problem

We first consider, in this section, kernel designs for two-class compressive classification problems, where the classes are zero-mean. We, then, extend our analysis to
the two-class compressive classification problem with nonzero-mean classes.

5.1.1

Zero-Mean Classes

The following Theorem defines the kernel design that solves the optimization problem in (5.1) and (5.2) for the compressive classification of two zero-mean classes.

Theorem 5.1.1. Consider the measurement model in (3.1) where x ∼ N (0, Σ1 )
with probability P1 and x ∼ N (0, Σ2 ) with probability P2 = 1 − P1 . Assume that
the measurement budget is such that M ≥ N ODim . Then, the maximum possible
diversity-order is given by:
1
dmax = N ODim
4

(5.3)

which is achieved by a measurement matrix design that obeys the following necessary
and sufficient condition:
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2r12 − r1 − r2 = N ODim .

(5.4)

A measurement matrix Φ that achieves the maximum diversity-order is

T
Φ = v 1 , v 2 , . . . , v nΣ1 , w1 , w2 , . . . , wnΣ2 ,
(5.5)


where the sets of vectors
[u1 , . . . , un12 ],
u1 , . . . , un12 , v 1 , . . . , v nΣ1 ,


u1 , . . . , un12 , w1 , . . . , wnΣ2 , ui , v i , wi ∈ RN , constitute an orthonormal basis of
T
the linear spaces Null (Σ1 ) Null (Σ2 ), Null (Σ1 ) and Null (Σ2 ), respectively, and
n12 = N − rΣ12 , nΣ1 = N − n12 − rΣ1 and nΣ2 = N − n12 − rΣ2 .

Assume now that the measurement budget is such that M < N ODim . Then, the
maximum possible diversity-order is given by:
1
d= M
(5.6)
4
which is achieved, if and only if, the measurement matrix design is such that
r12 = M and r1 + r2 = r12 . A measurement matrix Φ that achieves such a
diversity-order can be obtained from the measurement matrix Φ in (5.5), by choosing
arbitrarily only M out of the nΣ1 + nΣ2 row vectors.

Proof. The proof is presented in Appendix 5.4.

This Theorem encapsulates key operational features associated with optimized
measurements:
• For a sufficient measurement budget, the Theorem reveals that the maximum
diversity-order is directly related to the number of non-overlapping dimensions between the two classes. The measurement design that achieves such
maximum diversity-order in (5.3) is then required to satisfy 2r12 − r1 − r2 =
N ODim that implies – as shown in Appendix 5.4 – that i) it measures all
the non-overlapping dimensions, i.e. M ≥ N ODim and ii) it measures all
the dimensions in each class that are not contained in the intersection of the
corresponding sub-spaces, i.e. r1 ≥ rΣ12 −rΣ2 and r2 ≥ rΣ12 −rΣ1 . In contrast,
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for an insufficient measurement budget, the Theorem reveals that maximum
diversity-order is related, instead, to the number of available measurements.
The measurement designs that achieve this maximal diversity-order in (5.6)
now only probe a limited number of the non-overlapping dimensions. Therefore we can argue that optimal measurement employs features associated with
linear subspaces that are contained in the spaces spanned by the individual
classes but not contained in their intersection.
• In particular, it follows from Theorems 4.1.2 and 5.1.1 that a designed kernel
can offer marked improvements over a random one in the low-noise regime.
These include:
i) the ability to achieve perfect separation of the projected signals with a
single measurement – with a random measurement kernel, according to Theorem 4.1.2, we require M > rΣ1 in order to drive the (upper bound to the)
probability of misclassification to zero as the noise level approaches zero;
ii) the ability to achieve the maximum diversity-order with a lower number
of measurements – with a random measurement kernel, according to Theorem 4.1.2, we require M = rΣ12 in order to extract the maximum diversityorder, but with a designed measurement kernel we only require M = N ODim ≤
rΣ12 ;

5.1.2

Nonzero-Mean Classes

The following Theorem now defines the kernel design that solves the optimization
problem in (5.1) and (5.2) for the compressive classification of two nonzero-mean
classes.
Theorem 5.1.2. Consider the measurement model in (3.1) where x ∼ N (µ1 , Σ1 )
with probability P1 and x ∼ N (µ2 , Σ2 ) with probability P2 = 1 − P1 . Assume that:

(µ1 − µ2 ) ∈
/ im (Σ1 + Σ2 ) .

(5.7)

Then, the maximum diversity-order is d = ∞ and a matrix design that achieves
such a diversity-order is:
h

T

Φ= φ
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i

,

(5.8)

where φ can be any vector that belongs to Null (Σ1 + Σ2 ).

Assume now that:
(µ1 − µ2 ) ∈ im (Σ1 + Σ2 ) .

(5.9)

Then, the maximum diversity-order is given by (5.3) or (5.6), depending on the
number of available measurements and a matrix design that achieves such a diversityorder is given by Theorem 5.1.1.

Proof. The proof is presented in Appendix 5.4.

The most important feature associated with this Theorem relates to the fact that,
under certain conditions associated with the geometry of the classification problem,
it is possible to attain a diversity-order d = ∞, or exponential decay of the error
probability, by taking a single measurement. This feature, which is also unique
to nonzero-mean classes, also bears witness to the advantage of kernel design:
recall that random measurement kernel requires M > rΣ12 in order to achieve a
diversity-order d = ∞ (see Theorem 4.1.3). Note also that the existence of a
φ ∈ Null (Σ1 + Σ2 ), which is used to construct the measurement kernel in (5.8), is
guaranteed by the condition in (5.7).

5.2

Multiple-Class

Compressive

Classification

Problem
We now consider kernel designs for multiple-class compressive classification problems. In particular, we firstly propose, possibly suboptimal, algorithmic approaches,
inspired by the two-class case designs in Theorems 5.1.1 and 5.1.2, that attempt to
achieve the maximum diversity-order while satisfying the constraint on the number
of measurements. We further propose algorithmic approaches, also inspired by the
two-class case designs in Theorems 5.1.1 and 5.1.2, to achieve the maximum possible
diversity-order irrespective of the constraint on the number of measurements. We
leverage the fact that the diversity-order associated with a multiple-class classification problem corresponds to the lowest of the diversity-orders of the pairwise
classification problems (see (4.8)).
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5.2.1

Zero-Mean Classes

Table 5.1 puts forth an algorithmic approach to design projections for multiple-class
classification problems with zero-mean classes. The algorithm consists of four main
steps. In the first step, we identify the pair of classes associated with the minimum
value of the diversity-order (for the two-class compressive classification problem). In
the second step we construct a set of measurement matrices Φij , ∀i, j as in Theorem
5.1.1 for all possible pairs of classes, consisting of a number of measurements
necessary to achieve the minimum value of the diversity-order determined in step
1. In the third step we build a measurement matrix by concatenating all the
measurements designed for the different pairs of classes. Then, in the fourth step we
compute the rank of such matrix. If the rank is less than or equal to the number of
available measurements, then the algorithm returns the matrix obtained by picking
the nonzero rows of the row echelon form of matrix Φ. Otherwise, for all pair
of classes, we erase the last measurement from the corresponding matrix Φij and
iterate again from step 3 until the rank of Φ satisfies the measurement constraint.

Note that the construction in Algorithm of Table 5.1 satisfies the measurement
budget constraint, but it does not necessarily lead to the global optimum solution
of the problem in (5.1)–(5.2), as different choices of measurements in step 2 and
step 4 might lead to different values of the diversity-order.1 However, observe that
the matrix constructed in step 2 achieves the maximum diversity-order, and each
iteration of step 4 decreases the achieved diversity-order of a factor at most equal
to 1/4. Finally, we underline the fact that Algorithm of Table 5.1 might eventually
output an empty measurement matrix. This can happen if, after N ODim (i∗ , j ∗ ) − 1
iterations of step 4, the single measurements corresponding to the L(L − 1)/2
pairs of classes still span a linear space of dimension greater than M . In order
to avoid that the algorithm outputs such an empty matrix, we could propose to
delete measurements only from a single randomly selected matrix Φij or some
randomly selected subset of matrices Φij in lieu of a single measurement from all
such matrices: this procedure would never result in the output of a null matrix, but
could result in an error floor in the upper bound of the misclassification probability.
Despite this possible issues, numerical results show that matrices designed according
to this algorithm appear to lead to very good performance.

Note that, in step 2, we are arbitrarily choosing N ODim (i∗ , j ∗ ) linearly independent
measurements from a linear space of dimension N ODim (i, j). Moreover, in step 4 we could decide
to delete any row of Φij instead of the last one.
1
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Table 5.1:
Algorithmic approach to maximize the diversity-order, subject to a measurement
budget, in a multiple-class classification problem with zero-mean classes.
Input : Number of classes L, input covariance matrices Σi , i = 1, · · · , L,
number of measurements M .
Output: Measurement matrix Φ.
Step 1

– Determine (i∗ , j ∗ ) = arg min N ODim (i, j), where N ODim (i, j) is as
i,j
i6=j

Step 2

Step 3
Step 4

expressed in (3.16);
– for i = 1, . . . , L − 1
– for j = i + 1, . . . , L
∗ ∗
– Construct Φij ∈ RN ODim (i ,j )×N according to Theorem 5.1.1
applied to classes i and j;

T
– Φ ← ΦT12 , ΦT13 , . . . , ΦT(L−1)L ;
– Compute the rank rΦ = rank(Φ):
– if rΦ ≤ M
– Return the matrix obtained by selecting the nonzero rows of
the row echelon form of Φ;
– else


– Φij ← I Mij −1 , 0(Mij −1)×1 Φij , where Mij denotes the number of
rows of Φij ;
– Go to Step 3;
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Table 5.2 puts forth an alternative algorithmic approach to design projections for
multiple-class classification problems with zero-mean classes, without offering a
direct control on the number of measurements. The algorithm consists of two main
steps: In the first step, we identify the pair of classes associated with the minimum
value of the diversity-order (for the two case compressive classification problem) and
construct a measurement matrix Φ as in Theorem 5.1.1, for such pair of classes.
In the second step of the algorithm we pick, for every other pair of classes, vectors
according to Theorem 5.1.1, check whether such vectors are not linear combinations
of the ones already present in matrix Φ and, if so, add such vectors to Φ, until the
minimum diversity-order is achieved (i.e., until we pick N umV ec = nΣi∗ + nΣj∗
vectors for every pair of classes). Note that, as already observed, this alternative
algorithm does not offer direct control on the number of measurements.

5.2.2

Nonzero-Mean Classes

In this scenario we also present two alternative algorithmic approaches, in order to
provide the solution for the measurement matrix design for the multiple nonzeromean classes problem.
The first algorithmic approach to design projections for multiple-class classification
problems with nonzero-mean classes is shown in Table 5.3. This approach, in line
with the one presented in the Algorithm of Table 5.1, provides a solution which
satisfies the measurement budget constraint.
The algorithm consists of four steps. In step 1, we check if (µi − µj ) ∈
/ im (Σi + Σj )
holds for every pair of classes. In this case, we can construct the measurement kernel
by picking vectors from the null spaces Null (Σi + Σj ) for every pair of classes, thus
constituting a measurement matrix Φ. In step 3 we check if the rank of such matrix
satisfies the measurement constraint. If this is the case, the algorithm returns the
matrix obtained by picking the nonzero rows of the row echelon form of matrix Φ.
Otherwise, or if there is a pair of classes for which (µi − µj ) ∈ im (Σi + Σj ), then,
it is not possible to achieve infinite diversity-order with M measurements extracted
from Φ and we construct the measurement kernel according to Algorithm of Table
5.1.
The second alternative algorithmic approach (Table 5.4), while achieving the maximum diversity-order, it does not impose a direct constraint on the number of
available measurements, in line with the Algorithm of Table 5.2.
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Table 5.2:
Algorithmic approach to maximize the diversity-order in a multiple-class
classification problem with zero-mean classes, with no control on the number
of measurements.
Input : Number of classes L and covariance matrices Σi , i = 1, · · · , L.
Output: Measurement matrix Φ.


1
∗ ∗
Step 1 – (i , j ) = arg min
N ODim (i, j) ;
i,j
4
i6=j

Step 2

(where N ODim (i, j) represents the number of non-overlapping dimensions
associated with classes i and j as expressed in (3.16))
iT
h
– Φ = v1 , v2 , . . . , vnΣi∗ , w1 , w2 , . . . , wnΣj∗ ;
i

 h
(where the sets of vectors u1 , . . . , uni∗ j∗ , u1 , . . . , uni∗ j∗ , v 1 , . . . , v nΣi∗ ,
h
i
u1 , . . . , uni∗ j∗ , w1 , . . . , wnΣj∗ , constitute an orthonormal basis of the linear
T
spaces Null (Σi∗ ) Null (Σj ∗ ), Null (Σi∗ ) and Null (Σj ∗ ), respectively)
– N umV ec = nΣi∗ + nΣj∗ ;
– for i = 1, . . . , L − 1
– for j = i + 1, . . . , L
– if (i, j) = (i∗ , j ∗ )
– break;
– else
– cnt = 0;
i
h
– Θij = v1 , v2 , . . . , vnΣi , w1 , w2 , . . . , wnΣj ;
i

 h
(where the sets of vectors u1 , . . . , unij , u1 , . . . , unij , v 1 , . . . , v nΣi ,
h
i
u1 , . . . , unij , w1 , . . . , wnΣj , constitute an orthonormal basis of the
T
linear spaces Null (Σi ) Null (Σj ), Null (Σi ) and Null (Σj ),
respectively)
– while (cnt ≤ N umV ec)
– for l = 1, . "
. . , nΣ#
+ nΣj
i
Φ
= rank [Φ] + 1
ΘTij,l
"
#
Φ
–Φ←
;
ΘTij,l
– cnt = cnt + 1;

– if rank
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Table 5.3:
Algorithmic approach to maximize the diversity-order, subject to a measurement
budget, in the multiple-class classification problem with nonzero-mean classes.
Input : Number of classes L, input covariance matrices Σi and mean vectors µi ,
i = 1, · · · , L, number of measurements M .
Output: Measurement matrix Φ.
Step 1

Step 2
Step 3

Step 4

– for i = 1, . . . , L − 1
– for j = i + 1, . . . , L
– if (µi − µj ) ∈
/ im (Σi + Σj )
– Choose φij ∈ Null (Σi + Σj ) as in Theorem 5.1.2;
– else
– Go to Step 4;

T
– Φ ← φ12 , φ13 , . . . , φ(L−1)L ;
– Compute the rank rΦ = rank(Φ):
– if rΦ ≤ M
– Return the matrix obtained by selecting the nonzero rows of the
row echelon form of Φ;
– else
– Go to Step 4;
– Construct Φ according to Algorithm of Table 5.1;
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Table 5.4:
Algorithmic approach to maximize the diversity-order in the multiple-class
classification problem with nonzero-mean classes, with no control on the number
of measurements.
Input : Number of classes L, covariance matrices Σi , i = 1, · · · , L and mean
vectors µi , i = 1, · · · , L.
Output: Measurement matrix Φ.
Step 1

–Φ=[ ]
– for i = 1, . . . , L − 1
– for j = i + 1, . . . , L
– if (µi − µj ) ∈
/ im (Σi + Σj )
T
– choose φij ∈ Null (Σi + Σj )
" #
Φ
– if rank T = rank [Φ] + 1
φij
" #
Φ
–Φ←
;
φTij
– else
– Go to Step 2;

Step 2

– return;
– Construct Φ according to Algorithm of Table 5.2;

The algorithm in Table 5.4 consists of two main parts. When (µi −µj ) ∈
/ im (Σi + Σj )
holds for every pair of classes, then one knows that it is possible to achieve infinite
diversity-order. Thus, we can construct the measurement kernel by picking vectors
from the null spaces Null (Σi + Σj ) for every pair of classes constituting a measurement matrix Φ with a subset of such vectors that are linearly independent.
Otherwise, it is not possible to achieve infinite diversity and we construct the
measurement kernel according to Algorithm of Table 5.2.

5.3

Numerical Results

We now present a series of results which compare the performance of designed measurements with the performance of random measurements for two-class compressive
classification problems with zero-mean and nonzero-mean classes and for zero-mean,
multiple-class compressive classification problems.
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5.3.1

Two-class Scenario

For zero-mean two-class problems, we let µ1 = µ2 = 0 and for simplicity (and
without loss of generality) Σ1 = diag (1, 1, 0) and Σ2 = diag (0, 1, 1). The realizations of the signals in class 1 live in the x1 –x2 plane whereas the realizations
of the signals in class 2 live in the x2 –x3 plane; in addition, the dimension of the
intersection of the sub-spaces associated with the signals in classes 1 and 2 is equal
to one and the number of non-overlapping dimensions defined in (3.16) is equal to
two. Realizations of the source signals are depicted in Figure 5.1(a).
The measurement matrix for this zero-mean two-class problem is constructed by
taking the first M rows of the matrix:



1 0 0


Φ0 =  0 0 1  ,
0 1 0

(5.10)

according to the desired number of measurements M . Note that the first two rows of
this matrix, which are consistent with the optimal design in Theorem 5.1.1, enable
us to achieve the maximum diversity-order dmax = 41 N ODim = 12 and the third row
only provides for additional measurement gain.
For nonzero-mean two-class problems, we let µ1 = [0.328, 0.264, 0.114]T , µ2 =
[1, 1, 1]T and once again for simplicity Σ1 = Σ2 = diag (1, 1, 0). Note that the
realizations of the signals in classes 1 and 2 are in two parallel affine spaces that differ
by a translation corresponding to the vector µ1 − µ2 . Note also that the geometry
is such that the condition in (5.7) in Theorem 5.1.2 is satisfied. Realizations of the
source signals are depicted in Figure 5.1(b).
The measurement matrix for this nonzero-mean two-class problem is now constructed by taking the first M rows of the matrix:



0 0 1


Φ0 =  1 0 0  ,
0 1 0

(5.11)

according to the desired number of measurements. Note now that the first row of
this matrix is in Null (Σ1 + Σ2 ), which in accordance with Theorem 5.1.2, provides
for infinite diversity-order.
Figures 5.2(a) and 5.2(b) compare the performance of the random measurements
to the one of designed measurements for the zero-mean two-class classification
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Figure 5.1: Spatial representation of realizations of the source signals from classes 1
(in red circles) and 2 (in blue crosses) for a) the zero-mean two-class problem; and
b) the nonzero-mean two-class problem.
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problem. One observes that M = 3 random measurements are necessary to eliminate the error floor in accordance with Theorem 4.1.2; however, a single M = 1
designed measurement is sufficient to drive the misclassification probability to zero
in accordance with Theorem 5.1.1 due to the ability to focus on unique features
exhibited by the classes. One also observes that it is possible to increase the
diversity-order to dmax = 41 N ODim = 12 by increasing the number of designed
measurements from M = 1 to M = 2 and one additional measurement does not
result in further increases in the diversity-order. Figures 5.3(a) and 5.3(b) instead
compare the performance of random and designed measurements for the nonzeromean two-class classification problem. In line with Theorems 4.1.3 and 5.1.2,
M = 3 random measurements are necessary for the misclassification probability
to decay exponentially as σ 2 → 0 because with M ≤ rΣ12 = 2 condition (4.6) can
not be satisfied, but a single designed measurement is sufficient for the purpose.
Overall, this behaviour is also corroborated by the spatial representation of noiseless
realizations of the projected signals portrayed in Figures 5.4 and 5.5 (for the zeromean two-class problem), and in Figures 5.6 and 5.7 (for the nonzero-mean two-class
problem): one can clearly see that fewer measurements are required in the designed
case in relation to the random one to perfectly separate the classes.

5.3.2

Multiple-class Scenario

For the multiple-class classification problem, we consider L = 3, µ1 = µ2 = µ3 = 0,
Σ1 = diag (1, 0, 0), Σ2 = diag (1, 1, 0) and Σ3 = diag (0, 1, 1).
We also construct a measurement matrix
matrix

0

Φ0 =  1
0

Φ by taking the first M rows from the

1 0

0 0 ,
0 1

(5.12)

according to the number of measurements M . Note that this construction of Φ follows the approach in Algorithm of Table 5.1, for the measurement budget M = 3, as
each row represents a measurement that achieves diversity-order 1/4 for a given pair
of classes. The advantage of using designed measurements in lieu of random ones is
also apparent for multiple-class problems, as depicted in Figure 5.8. In the designed
case one needs only two measurements to drive the misclassification probability to
zero as the noise tends to zero with maximal diversity-order. In contrast, with
random measurements, one needs at least three random measurements to be able
to eliminate the error floor.
78

0

Upper Bound to Misclassification Probability

10

−1

10

−2

10

−3

10
−10

Random Measurement Matrix (M=1)
Designed Measurement Matrix (M=1)
Random Measurement Matrix (M=2)
Designed Measurement Matrix (M=2)
Random Measurement Matrix (M=3)
Designed Measurement Matrix (M=3)
0

10

20

1/σ2 (dB)

30

40

50

60

30

40

50

60

(a)
0

Misclassification Probability

10

−1

10

−2

10

−3

10
−10

Random Measurement Matrix (M=1)
Designed Measurement Matrix (M=1)
Random Measurement Matrix (M=2)
Designed Measurement Matrix (M=2)
Random Measurement Matrix (M=3)
Designed Measurement Matrix (M=3)
0

10

20

2

1/σ (dB)

(b)

Figure 5.2: Upper bound to the probability of misclassification (a) and true
probability of misclassification (b) vs. 1/σ 2 (in dB) for random and designed
measurements (two zero-mean classes).
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Figure 5.3: Upper bound to the probability of misclassification (a) and true
probability of misclassification (b) vs. 1/σ 2 (in dB) for random and designed
measurements (two nonzero-mean classes).
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Figure 5.4: Spatial representation of realizations of noiseless projected source signals
from classes 1 (in red circles) and 2 (in blue crosses) for zero-mean classes, using
random measurements: (a) M = 1; (b) M = 2; (c) M = 3.
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Figure 5.5: Spatial representation of realizations of noiseless projected source signals
from classes 1 (in red circles) and 2 (in blue crosses) for zero-mean classes, using
designed measurements: (a) M = 1; (b) M = 2; (c) M = 3.
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Figure 5.6: Spatial representation of realizations of noiseless projected source signals
from classes 1 (in red circles) and 2 (in blue crosses) for nonzero-mean classes, using
random measurements: (a) M = 1; (b) M = 2; (c) M = 3
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Figure 5.7: Spatial representation of realizations of noiseless projected source signals
from classes 1 (in red circles) and 2 (in blue crosses) for nonzero-mean classes, using
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Finally, we also notice that the upper bound to the misclassification probability
captures well the behaviour of the error probability: in particular, it captures well
the presence of absence of an error floor, captures fairly well the true diversityorder, the increases in diversity-order and the increases in the measurement gain.
In any case, the diversity-order associated with the upper bound to the misclassification probability always lower bounds the diversity-order associated with the true
misclassification probability, thereby establishing performance assurances.

5.4

Summary

In this section, we addressed the problem of measurement design for compressive
classification in the low-noise regime. In particular, we considered the design of
measurement kernels that maximize the diversity-order, subject to a measurement
budget for both the two-class and the multiple-class compressive classification problems, for the cases where the classes are either zero-mean or nonzero-mean.
For the two-class problem we provided a characterization of the asymptotic behaviour of the upper bound to the probability of misclassification, highlighting
the maximum achievable diversity-order under a measurement budget and putting
forth (diversity-order optimized) measurement kernel constructions that achieved
this diversity-order. We also highlighted the main advantages of our designs when
compared with conventional random measurement kernels.
For multiple-class problems we provide some algorithmic approaches that allow us
to obtain solutions to the measurement matrix design for multiple-class problem.
More specifically, we provided an, in general, suboptimal algorithm which is inspired by the optimal solution of the two-class scenario: this algorithm attempts at
maximizing the diversity-order while satisfying the measurement budget constraint.
We also provided an algorithm to determine a measurement matrix that maximizes
the diversity-order irrespective of the constraint on the number of measurements.
Finally, we introduced a set of numerical results which depict the advantages of the
proposed (diversity-order optimized) measurement kernels over the conventional
random ones, used in the previous Chapter.
In this Chapter and in Chapter, 4 we focused on the analysis of the compressive
classification problem in the low-noise regime. In the next Chapter, we turn our attention to the high-noise regime and investigate the performance of the compressive
classification problem with random measurements.
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Figure 5.8: Upper bound to the probability of misclassification (a) and true
probability of misclassification (b) vs 1/σ 2 (in dB) for random and designed
measurements (multiple classes).
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Appendix D: Proof of Theorem 5.1.1
Recall that the diversity-order is given by:
1
d=−
2



r1 + r2
− r12
2


=

1
(2r12 − r1 − r2 ) .
4

(5.13)

We establish the designs by pursuing a two-step approach where we first determine
an upper bound to the maximum diversity-order and we then determine a design
that achieves such a maximum diversity-order. We consider the cases where M ≥
N ODim and M < N ODim separately.

– Case where M ≥ N ODim
The maximum diversity-order that we can achieve with any measurement matrix
when M ≥ N ODim is given by:
1
d ≤ N ODim .
4
This upper bound can be proven by showing that:

(5.14)

2r12 − r1 − r2 ≤ 2rΣ12 − rΣ1 − rΣ2 = N ODim ,

(5.15)

rΣ12 − r12 ≥ rΣ1 − r1 ∧ rΣ12 − r12 ≥ rΣ2 − r2 ,

(5.16)

or, instead,

since (5.16) implies (5.15). Consider the generalized eigenvalue decomposition of
the positive semidefinite matrices Σ1 and Σ2 given by [171, Theorem 8.7.1], namely,
Σ1 = X −T D 1 X −1 = X −T diag (d11 , . . . , d1N ) X −1 with d1i ≥ 0, i = 1, . . . , N and
Σ2 = X −T D 2 X −1 = X −T diag (d21 , . . . , d2N ) X −1 with d2i ≥ 0, i = 1, . . . , N ,
where X is a non-singular matrix.

Now, we
can  write
r12 = rank ΦX −T (D 1 + D 2 ) X −1 Φ−T
=

1
likewise,
r1 = rank ΦX −T (D 1 ) X −1 Φ−T =
rank Φ̃ (D 1 + D 2 ) 2 and





1
1
−T
−1 −T
2
2
and r2 = rank ΦX (D 2 ) X Φ
= rank Φ̃ (D 2 ) , where
rank Φ̃ (D 1 )
Φ̃ = ΦX −T .
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On the other hand, the ranks of the input covariance matrices
can be expressed



1
=
as rΣ12 = rank X −T (D 1 + D 2 ) X −1
= rank X −T (D 1 + D 2 ) 2






1
1
1
rank (D 1 + D 2 ) 2 and rΣ1 = rank (D 1 ) 2 and rΣ2 = rank (D 2 ) 2 .

Let us now define the cardinalities of the following sets: kc = |{i : d1i > 0 ∧ d2i > 0}|,
k1 = |{i : d1i > 0}| and k2 = |{i : d2i > 0}|. Then, it becomes evident that:
rΣ12 − rΣ1 = k1 + k2 − kc − k1 = k2 − kc ,

(5.17)

rΣ12 − rΣ2 = k1 + k2 − kc − k2 = k1 − kc ,

(5.18)

and

and, in view of the possible dependence between columns of Φ̃,
r12 − r1 ≤ k2 − kc ,

(5.19)

r12 − r2 ≤ k1 − kc ,

(5.20)

and

thus, concluding the proof for the upper bound on the diversity-order.
This upper bound – in view of (5.15) – can be achieved by a projections matrix
design that satisfies
N ODim = 2r12 − r1 − r2 = 2rΣ12 − rΣ1 − rΣ2 = nΣ1 + nΣ2 ,

(5.21)

where we have used the fact that rΣ1 = N − dim (Null (Σ1 )) = N − n12 − nΣ1 , rΣ2 =
T
N − dim (Null (Σ2 )) = N − n12 − nΣ2 and rΣ12 = N − dim (Null (Σ1 ) Null (Σ2 )) =
N − n12 , where n12 , n12 + nΣ1 and n12 + nΣ2 are the dimensions of the sub-spaces
T
Null (Σ1 ) Null (Σ2 ), Null (Σ1 ) and Null (Σ2 ), respectively. Note that, in order
to guarantee (5.21), the two conditions in (5.16) have to hold with equality, thus
implying that r2 ≥ 2r12 − r1 = rΣ12 − rΣ1 and r1 ≥ 2r12 − r2 = rΣ12 − rΣ2 .
A possible measurement matrix construction that achieves the maximum diversityorder is

T
Φ = v 1 , v 2 , . . . , v nΣ1 , w1 , w2 , . . . , wnΣ2 ,
(5.22)


where the set of vectors [u1 , . . . , un12 ],
u1 , . . . , un12 , v 1 , . . . , v nΣ1 ,


u1 , . . . , un12 , w1 , . . . , wnΣ2 , ui , v i , wi ∈ RN , constitute an orthonormal basis of
T
the linear spaces Null (Σ1 ) Null (Σ2 ), Null (Σ1 ) and Null (Σ2 ), respectively. This
can be verified by writing:
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"
ΦΣ1 ΦT =

0 0
0 Q

#

h
Q = w1 w2 · · ·

,

wnΣ2

iT

h
Σ1 w1 w2 · · ·

wnΣ2

i

(5.23)
where r1 = rank ΦΣ1 Φ

T



= rank (Q).
1

Now, note that the matrix Q is the Gram matrix of the set of vectors q i = Σ12 wi ,
i = 1, . . . , nΣ2 , and, therefore, r1 = rank (Q) = nΣ2 if and only if the vectors q i ,
i = 1, . . . , nΣ2 , are linearly independent.
Assume, by contradiction, that the vectors q i are linearly dependent. Then, there
exists a set of nΣ2 scalars αi (with αi 6= 0 for at least one index i) such that
1 P
P
Σ12 i αi wi = 0. It is known that i αi wi 6= 0 because wi are linearly independent
by construction. Therefore, the linearly dependence among the vectors q i implies
that:
 1
X
X
αi wi ∈ Null Σ12 or
αi wi ∈ Null (Σ1 ) ,
(5.24)
i

i

P
/
which is false since, by construction,
i αi w i ∈
i αi w i ∈ Null (Σ2 ) and

T
T
Null (Σ1 ) Null (Σ2 ). Therefore, we can establish that r1 = rank ΦΣ1 Φ
=

T
rank (Q) = nΣ2 . We can similarly establish that r2 = rank ΦΣ2 Φ = nΣ1 and

r12 = rank Φ(Σi + Σj )ΦT = nΣ1 + nΣ2 , that is, this matrix construction, which
satisfies the condition in (5.21), achieves the maximum diversity-order in (5.14).
P

– Case Where M < N ODim
The maximum diversity-order that we can achieve with any measurement matrix
when M < N ODim is now given by:
1
d ≤ M.
4

(5.25)

This upper bound follows from the solution to the following integer-valued optimization problem2 :


1 r1 + r2
max −
− r12
(5.26)
r1 ,r2 ,r12
2
2
subject to: r1 + r2 ≥ r12 , r1 ≤ M , r2 ≤ M , r12 ≤ M and r1 , r2 , r12 ∈ Z+
0.
2

Note that this problem represents a relaxation of the actual diversity-order maximization
problem, as it incorporates only some of the constraints dictated by the geometrical description
of the scenario. For example, it does not take into account the actual value of some parameters
of the input description as rΣ1 , rΣ2 and rΣ12 .
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The solution, which can be obtained by considering a linear programming relaxation
along with a Branch and Bound approach [172], is given by3 :
r1 + r2 = r12
and

1
d=−
2



,

r12 = M

r1 + r2
− r12
2



1
= M.
4

(5.27)

(5.28)

A possible measurement matrix construction that achieves such maximum diversityorder in (5.28) is obtained by picking arbitrarily only M among its nΣ1 + nΣ2 row
vectors of the matrix Φ in (5.22). In particular, we take M1 rows from the set




v 1 , . . . , v nΣ1 and M2 rows from the set w1 , . . . , wnΣ2 , where M1 + M2 = M ,
which is always possible as M < N ODim = nΣ1 + nΣ2 . Then, by following steps

similar to the previous ones, it is possible to show that r1 = rank ΦΣ1 ΦT = M2 ,


r2 = rank ΦΣ2 ΦT = M1 and r12 = rank Φ(Σi + Σj )ΦT = M1 + M2 = M , that
is, this matrix construction achieves the maximum diversity-order in (5.28).

3

Note that the solution of the optimization problem is not unique. Nevertheless, the maximum
value achieved by the objective function is indeed unique.
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Appendix E: Proof of Theorem 5.1.2
As presented in Appendix 4.4, the upper bound to the misclassification probability
decays exponentially with 1/σ 2 , as σ 2 → 0 (achieving a diversity-order equal to
infinity) if
M
X
uT12,i Φ(µ1 − µ2 )(µ1 − µ2 )T ΦT u12,i > 0.
(5.29)
i=r12 +1

However, we underline that, in view of the fact that the condition M ≤ rΣ12 no
longer implies r12 = M , the number of measurements required to achieve infinite
diversity-order with a optimized Φ can be lower than those with a random Φ.
Assume that
(µ1 − µ2 ) ∈
/ im (Σ1 + Σ2 ) .

(5.30)

We can show that that it is possible to achieve infinite diversity-order with the
measurement kernel
h i
Φ = φT
(5.31)
where φ ∈ Null(Σ1 + Σ2 ) – note that there exists such a φ because Null(Σ1 + Σ2 )
is the orthogonal complement of im (Σ1 + Σ2 ) and hence it does not contain only
the zero vector. In fact, let us consider the standard decomposition [173]
(µ1 − µ2 ) = µim + µN ull ,

(5.32)

where µim ∈ im (Σ1 + Σ2 ), µN ull ∈ Null (Σ1 + Σ2 ) and, given (5.30), µN ull 6= 0.
P
T
Then, Φ(µ1 − µ2 ) = 0 + φT µN ull > 0 and, therefore, M
i=r12 +1 u12,i Φ(µ1 − µ2 )(µ1 −
µ2 )T ΦT u12,i = |φT µN ull |2 > 0.
Assume now that
(µ1 − µ2 ) ∈ im (Σ1 + Σ2 ) .

(5.33)

We can now show that one cannot achieve infinite diversity-order for all possible

choices of the measurement kernel because Φ(µ1 − µ2 ) ∈ im Φ(Σ1 + Σ2 )ΦT and
P
T
T T
hence M
i=r12 +1 u12,i Φ(µ1 − µ2 )(µ1 − µ2 ) Φ u12,i = 0. In fact, in view of this last
result, the maximum diversity-order and the measurement kernel that achieves such
a diversity-order are now given by Theorem 5.1.1.
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Chapter 6
Compressive Classification with
Random Measurements in the
High-Noise Regime
In contrast to the analysis provided in Chapter 4 and Chapter 5, which focused
on the low-noise regime (σ 2 → 0), in this Chapter we address the problem of
compressive classification with random measurements, in the high-noise regime
(σ 2 → ∞), and provide a characterization for the upper bound to the probability
of misclassification. In particular, we provide an expansion of the upper bound
to the misclassification probability in order to evaluate its asymptotic behaviour
in the regime of high noise. We further study the behaviour of the average, with
respect to the measurement matrix, of the upper bound to the misclassification
probability. This approach allows us to present a much clearer comparison between
the asymptotic behaviour of the upper bound to the probability of misclassification
in the low-noise regime and in the high-noise regime.

6.1

Expansion of the Upper Bound to the Probability of Misclassification in the High-Noise
Regime

For a two-class compressive classification problem where x ∼ N (µ1 , Σ1 ) with
probability P1 and x ∼ N (µ2 , Σ2 ) with probability P2 = 1 − P1 , we can study
the asymptotic behaviour of the upper bound to the probability of misclassification
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by expanding the Bhattacharyya upper bound to the misclassification probability,
in (3.5) and (3.6), as follows1 :
UB
Perr



1
σ2



UB
d Perr
UB
= Perr
(0)+
d σ12

1
σ2



1
UB
1 d2 Perr
σ2
+

2
1
=0 σ 2
d 12
σ2
σ


1 2
2
σ


1
=0
σ2

2


+o

2 !
1
.
σ2
(6.1)

Then, for zero-mean classes, the expansion of the upper bound to the probability
of misclassification reduces to:
"
  p
 2 #
 2 !
1
1
1
1
UB
Perr
= P 1 P2 1 + A
+o
,
(6.2)
2
2
σ
4
σ
σ2
where:
"

Φ (Σ1 + Σ2 ) ΦT
2

2 #

2 i 1 h
2 i
1 h
− tr ΦΣ1 ΦT
− tr ΦΣ2 ΦT
2
2


T

 

T
T
2 Φ (Σ1 + Σ2 ) Φ
+ tr ΦΣ1 Φ tr ΦΣ2 Φ − tr
,
(6.3)
2

A = tr

and for nonzero-mean classes, it reduces to:
UB
Perr



1
σ2





 
p
1
1
2 1
= P1 P2 1 − kΦ (µ1 − µ2 )k2 2 + o
.
8
σ
σ2

(6.4)

Note that the behaviour of the upper bound to the misclassification probability for
zero-mean classes is fundamentally different from that for nonzero-mean classes.
In particular, the first-order term in (6.1) is always equal to zero for zero-mean
classes and is nonzero for nonzero-mean classes, implying that the upper bound to
the misclassification probability decays faster in the latter case as 1/σ 2 → 0. In
addition, the behaviour of the high-noise expansions is also fundamentally different
from that of the low-noise ones. In the low-noise case, we can approximate the
upper bound to the misclassification probability by a line defined via its slope (the
diversity-order) and its offset (the measurement gain) on a log-log scale. Of course,
its slope can occasionally be infinite as per Theorem 4.1.3. In contrast, in the highnoise case we approximate the upper bound to the misclassification probability with
a line (for nonzero-mean classes) or with a parabola (for zero-mean classes) on a
linear, rather than logarithmic, scale (see Figure 6.1).
1

The expansion and ensuing discussion also generalize immediately to multiple-class problems
via the usual union bound arguments.
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Figure 6.1: Upper bound to the probability of misclassification (red) and high-noise
approximation of the upper bound to the probability of misclassification (black) vs.
1/σ 2 for both two zero-mean classes and two nonzero-mean classes, with random
measurements.
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6.2

Average Value of the Upper Bound to the
Misclassification Probability

We can also derive further insight by studying the behaviour of the average, with
respect to the measurement matrix, of the upper bound to the misclassification
probability, by assuming that the measurement matrix is such that its elements are
drawn i.i.d. from a zero-mean unit-variance Gaussian distribution. In particular, it
is simple to establish that the average of the upper bound to the misclassification
probability behaves as follows:

UB
P̄err



1
σ2




=E

UB
Perr



1
σ2



"
p
= P1 P2

1+

1
E {A}
4



1
σ2

2 #


+o

1
σ2

2 !
,

for zero-mean classes and:

 
 
1
1
UB
UB
P̄err
= E Perr
2
σ
σ2


 
p
1
1 
1
2
= P1 P2 1 − E kΦ (µ1 − µ2 )k2 2 + o
,
8
σ
σ2

(6.5)

(6.6)

for nonzero-mean classes. Via random matrix theory, we can further calculate:

 
 

E tr ΦΣ1 ΦT tr ΦΣ2 ΦT = M (tr [Σ1 ] tr [Σ2 ] + 2tr [Σ1 Σ2 ])
+ M (M − 1) tr [Σ1 ] tr [Σ2 ]

(6.7)

( 
"
 

2 #)
T 
Φ
(Σ
+
Σ
)
Φ
(Σ
+
Σ
)
(Σ
+
Σ
)
1
2
1
2
1
2
E tr2
= M tr2
+ 2tr
2
2
2


2 (Σ1 + Σ2 )
+ M (M − 1) tr
(6.8)
2




N
N
n h
X
X

 io
2
T 2

m4 λΣ1 j +
m2 λΣ1 j λΣ1 k 
E tr ΦΣ1 Φ
=M

j=1

+ M (M − 1)

j,k=1
j6=k

N
X
j=1
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m2 λΣ1 2j

(6.9)
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j=1
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N
X

m2 λΣ2 2j
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j=1



( "
#)
2
N
N
X
X

Φ (Σ1 + Σ2 ) ΦT
2

E tr
=M
m4 λΣ12 j +
m2 λΣ12 j λΣ12 k 

2
j=1
j,k=1
j6=k

+ M (M − 1)

N
X

m2 λΣ12 2j

(6.11)

j=1


E kΦ (µ1 − µ2 )k22 = M kµ1 − µ2 k22

(6.12)

where λΣ1 j , j = 1, . . . , N are the eigenvalues of the matrix Σ1 , λΣ2 j , j = 1, . . . , N
are the eigenvalues of the matrix Σ2 , λΣ12 j , j = 1, . . . , N are the eigenvalues of
2)
the matrix (Σ1 +Σ
, and m2 and m4 are the second and fourth-order moments,
2
respectively, of a zero-mean and unit variance Gaussian random variable.
Therefore, one observes that in the nonzero-mean case the behaviour of the average
value of the upper bound to the misclassification probability depends only on the
number of measurements and the means of the classes – moreover, the higher
the number of measurements the lower the average upper bound; in contrast,
in the zero-mean case the average value of the upper bound to the probability
of the misclassification depends, in a more intricate manner, on the number of
measurements and the source covariances via the eigenvalues of the matrices Σ1 ,
2)
.
Σ2 and (Σ1 +Σ
2
Note that it is more difficult to establish how the upper bound to the misclassification probability, in the high-noise regime, behaves in the presence of optimized measurements (though equations (6.2) and (6.4) offer a means to carry
out numerical optimizations). However, we can easily see that for a compressive
classification problem with nonzero-mean classes the design which minimizes the
first-order expansion of the upper bound to the probability of misclassification in
the high-noise regime is obtained by aligning the measurements with the vector
(µ1 − µ2 ), i.e.:
Φ = α (µ1 − µ2 )T ,
(6.13)
where the scalar α 6= 0 determines the norm of the measurement vector Φ.
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6.3

Summary

In this Chapter, we addressed the problem of compressive classification with random
measurements and studied the asymptotic behaviour of the upper bound to the
probability of misclassification, in the high-noise regime. To accomplish this task we
provided an expansion for the upper bound to the probability of misclassification,
in the regime of high noise, and draw the main difference between its behaviour
when compared with the regime of low-noise. We further investigate this asymptotic behaviour by providing an analysis of the average value, with respect to the
measurement matrix, of the upper bound to the misclassification probability, in
the high-noise regime, by assuming that the measurement matrix is such that its
elements are drawn i.i.d. from a zero-mean unit-variance Gaussian distribution.
In the next Chapter, we present a case study in order to evaluate how the theoretic
framework, provided in this thesis, aligns with practice, considering a problem of
face classification from a set of noisy compressive measurements.
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Chapter 7
Face Classification: A Case Study
In this Chapter, we present a case study in order to explore how the theoretic framework, provided in this thesis work, aligns with practice, in a real-world application.
We consider a face classification problem based on 38 256-dimensional cropped
faces from the Extended Yale Face Database B. This database, which is described
in [174, 175], contains a few dozen greyscale photographs where the illumination
conditions of each face vary, while the orientation of the faces, relatively to the
camera, is kept constant (see Figure 7.1).

We will start by introducing the data models that we will consider in this case
study and the experiment construction procedures which will allow us to evaluate
the performance of the face classification problem.

We will, then, divide this case study, as it has been the current practice in the
previous Chapters, in several scenarios:
1. We first consider the scenario where the number of classes is equal to two
and evaluate how our theoretic framework aligns with results from real-world
data. We consider both random and (diversity-order based) designed measurement kernels and evaluate the performance, in terms of the probability of
misclassification, for each data model;
2. We then extend this analysis to the scenario where we have multiple (more
than two) classes and proceed as described in the previous point.
We also present, with the objective of providing a fair assessment of the performance
99

Figure 7.1: Six sample images from the Extended Yale Face Database B. These
images are associated with the same face under different illumination conditions.
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of our classification method, the performance, in terms of the probability of misclassification, achieved by a Nearest Neighbour classifier applied to the problem of face
classification from a set of noisy and compressive measurements. We acknowledge
that some more refined and elaborated methods of classifications could be employed
(see, e.g. [176–178]), but we note that our objective, in this work, is not to argue
about the superiority of this particular method of classification, but rather to
provide a systematic and comprehensive characterization of the performance of
compressive classification and to propose a framework which provides a mean to
design measurement kernels that are shown to achieve a better performance than
random ones.

7.1

Data Models and Experiment Construction

In this particular setting we construct the experiments by considering two different data models: an approximately low-rank model, associated with the original
dataset; and an exactly low-rank model, associated with a specific manipulation
of the data: we assume the faces themselves to be approximately convex and to
reflect light according to Lambert’s law. Then, it can be shown, via spherical
harmonics, that the set of images of an individual face is well approximated by a
nine-dimensional subspace [179].

We divide our original database in two different sets (one which is used as a training
set and other to be used as a testing set) and the two different data models are
learnt from the training set according to the following procedures:
1. Approximately low-rank model: The approximately low-rank data model is
obtained directly from the training set by learning the covariance matrices
associated with each class (face) present in the training set which contains
the face realizations under different illumination conditions, using standard
maximum likelihood (ML) estimators;
2. Exactly low-rank model: The exactly low-rank model is obtained, from the
approximately low-rank model, by i) creating new covariance matrices from
the original ones, retaining only its nine largest eigenvalues; ii) subsequently
projecting the faces onto the nine-dimensional subspace spanned by the eigenvectors associated with the nine largest eigenvalues of the corresponding class
conditioned covariance.
101

For each of the aforementioned data models we proceed with the construction of
the experiments by randomly selecting a face from the testing set, vectorizing
it, linearly projecting it using our measurement matrix, adding i.i.d. Gaussian
noise with a given signal-to-noise ratio, and classifying it using a MAP classifier,
which assumes that the class conditioned distributions are Gaussian with covariance
matrices corresponding to the ones that were learnt, for each particular data model.

Note that this MAP classifier is inherently mismatched in view of the fact that:
i) the learnt covariances might not accurately describe each element present in
the testing set; ii) the class conditioned distributions are not necessarily Gaussian.
Also note that, although the exactly low-rank data model, constructed by retaining
only the nine largest eigenvalues associated with each original covariance matrix,
constitutes a model that has little applicability in practice (because we are assuming
to know onto which nine-dimensional subspace to project the faces prior to the
classification tasks), it is used to provide a clear picture of the alignment of our
theoretic framework with the probability of misclassification associated with realwork data.

7.2

Two-Class Compressive Classification

In this section we consider a subset of the Extended Yale Face Database B containing
only 256-dimensional cropped images of 2 different faces (classes) under different
illumination conditions. We investigate the performance of compressive classification for the approximately low-rank and the exactly low-rank models, considering
both random and designed measurement kernels.

7.2.1

Random Measurement Kernels

Figure 7.2 depicts the probability of misclassification versus 1/σ 2 (in dB), related to
the compressive classification of 2 different classes, for a set of M random measurements, ranging from 5 to 20, for both the exactly low-rank and the approximately
low-rank data models.
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Let us consider first the performance associated with the exactly low-rank data
model. It is possible to verify, via the direct examination of the covariance matrices of the classes, that the dimension of the direct sum of the pair of the ninedimensional subspaces, associated with each class, is equal to 18 – the number of
non-overlapping dimensions between the subspaces associated with the two classes
is, therefore, equal to 18. In fact, by inspection of the data set, we can verify that
for any pair of classes, the direct sum of the nine-dimensional subspaces will have
a dimension equal to 18.

We can observe, in Figure 7.2(a), that the experimental results, for the compressive
classification of two classes, using a random measurement matrix, are in line with
the theoretic ones. We can observe that we require a number of measurements M >
rΣ1 = rΣ2 = 9, in order to be able to eliminate the probability of misclassification
error floor as σ 2 → 0, i.e., to be able to perfectly distinguish between the signals
of each class. We can also verify that while the number of measurements is less
or equal to the dimension of the direct sum of the pair of the nine-dimensional
subspaces, associated with each class, i.e., rΣ1 = rΣ2 < M ≤ rΣ12 = 18, increasing
the number of measurements results in an increment of the diversity-order, until a
maximum of N ODim /4 = 4.5. Further increase in the number of measurement has
no effect in the diversity-order, solely resulting in a increase of measurement gain.

Let us, now, consider the performance associated with the approximately low-rank
model, which is depicted in Figure 7.2(b). In such case, we can observe that the
probability of misclassification will exhibit an error floor, as σ 2 → 0. This behaviour
can be explained by the fact that, as previously mentioned, the class conditioned
distributions are not necessarily Gaussian and the learnt covariances might not
accurately describe each element present in the testing set, resulting in a MAP
classifier which is inherently mismatched. However, our theoretic framework can
still hold value in this scenario and provide some general information about the
behaviour of the probability of misclassification.

Figure 7.3 shows the probability of misclassification, associated with the exactly
low-rank data model (a) and the approximately low-rank model (b), for Nearest
Neighbour classifier applied to the problem of classification from a set of noisy and
compressive random measurements.
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Figure 7.2: Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a random measurement kernel, for the
exactly low-rank model (a) and for the approximately low-rank model (b).
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Figure 7.3: Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a Nearest Neighbour classifier and
considering a random measurement kernel, for the exactly low-rank model (a) and
for the approximately low-rank model (b).
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We can observe that, in the case of the exactly low-rank data model, taking a set of
random measurements that ranges from 5 to 20 always results in an error floor. In
this particular case, where we use a random measurement kernel, we can conclude
that in comparison with the MAP classifier, the Nearest Neighbour classifier can
not eliminate the probability of misclassification error floor and therefore cannot
achieve the diversity-order proposed in our theoretic framework. Furthermore,
when considering the approximately low-rank model, we observe that the Nearest
Neighbour classifier will also achieve a lower performance, when compared with the
MAP classifier, for a random measurement kernel.

7.2.2

Designed Measurement Kernels

We now consider the problem of face classification from a set of noisy compressive
measurements with a (diversity-order based) designed measurement kernel and
evaluate the performance, in terms of probability of misclassification, for each data
model.

The designed measurement kernels are constructed according to Theorem 5.1.1,
considering the covariance matrices associated with each data model, i.e., for the
approximately low-rank data model we consider the covariance matrices which were
learnt directly from the data set; conversely, when considering the exactly low-rank
data model, we use the covariance matrices obtained using the aforementioned
manipulation of the data set. Figure 7.4 depicts the probability of misclassification
versus 1/σ 2 (in dB), related to the compressive classification of 2 different classes,
for a set of M measurements ranging from 1 to 18, using a designed measurement
kernel, for both the exactly low-rank and the approximately low-rank data models.

When considering the exactly low-rank data model (see Figure 7.4(a)), one observes
that a single M = 1 designed measurement is sufficient to drive the misclassification
probability to zero, which is in accordance with Theorem 5.1.1, due to the ability
to focus on unique features exhibited by the classes. This behaviour contrasts with
the one depicted when using random measurements where M = 10 measurements
were necessary to eliminate the error floor in accordance with Theorem 4.1.2.
One also observes that it is possible to increase the diversity-order to dmax =
1
N ODim = 92 by increasing the number of designed measurements from M = 1 to
4
M = 18. Once more we verify that the diversity-order associated with the theoretic
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framework presented in this thesis work is in line with the results obtain when
considering the exactly low-rank data model and always lower bounds the diversityorder associated with the true misclassification probability, thereby establishing
performance assurances.

The performance associated with the approximately low-rank model, which is depicted in Figure 7.4(b), provides us, once more, useful insight about the validity of
our optimized designs. Note that although not being able to eliminate the error
floor, we can still observe some of the features present in our theoretic framework,
such as the increase in the decay rate of the probability of misclassification, as result
of the increment in the number of measurements, before reaching the error floor.

An important remark we which to make is that, although our theoretic framework
does not accurately describe the behaviour of the probability of misclassification,
when considering the more realistic approximately low-rank data model, designing
the measurement kernel according to the procedure proposed by our framework
results in a better performance, when comparing with the performance achieved by
a random measurement kernel. This result provides a clear picture of the value of
our proposed approach.
Figure 7.5 shows the probability of misclassification, associated with the exactly
low-rank data model (a) and the approximately low-rank model (b), for Nearest
Neighbour classifier applied to the problem of classification from a set of noisy and
compressive designed measurements.
We can observe that optimizing the measurements according to our proposed procedure (based on the performance achieved by the MAP classifier) in fact results in a
absence of an error floor in the Nearest Neighbour classifier for a number of M ≥ 10
designed measurements, as opposed to the case where a random measurement kernel
is used, for the exactly low-rank data model (7.5(a)). Additionally, even when
considering the approximately low-rank data model (7.5(b)), we can verify that
our proposed procedure for measurement kernel design results in the absence of an
error floor, when we take more than 15 designed measurements and use a Nearest
Neighbour classifier. This result can, therefore, confirm the added value of our
approach to design diversity-order optimized measurements, and its applicability
to other classification methods other than the MAP classifier.
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Figure 7.4: Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a designed measurement kernel, for the
exactly low-rank model (a) and for the approximately low-rank model (b).
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Figure 7.5: Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 2 classes, using a Nearest Neighbour classifier and
considering a designed measurement kernel, for the exactly low-rank model (a)
and for the approximately low-rank model (b).
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7.3

Multiple-Class Compressive Classification

In this section we focus on the problem of face classification from a set of noisy
compressive measurements, in the case where the number of classes (faces) is L > 2.

We first consider a subset of the Extended Yale Face Database B containing only
256-dimensional cropped images of 4 different faces (classes) under different illumination conditions, and investigate the performance of compressive classification for
the exactly low-rank models, considering both random and designed measurement
kernels. We note that the performance characterization for the approximately lowrank data model, exhibits the same characteristics depicted in the case of two-class
compressive classification and therefore, we do not include it in this particular
experiment. Note that this reduced model allow us to efficiently compare and
evaluate the performance of the random and designed measurement kernels.

Figure 7.6 depicts the comparison between the probability of misclassification obtained with a random measurement kernel (Figure 7.6(a)) and with a designed measurement kernel, constructed according to Algorithm of Table 5.1 (Figure 7.6(b)).
In line with our theoretic framework, we observe that we require M = 10 random
measurement in order to be able to drive the misclassification probability to zero,
as the noise tends to zero – note that for any pair of classes i and j we have
rΣi = rΣj = 9. We can also observe the effect of the increment of the number of
measurements, which results in an increase in the diversity-order.

When we optimize our measurement kernel, in order to maximize the diversityorder, we observe that we can eliminate the error floor in the probability of misclassification with 7 measurements. Note that our Algorithm, as stated in Section
5, while guaranteeing that the measurement budget is met, might not result in
optimal results. This translates to the fact that it may exist a better solution,
either resulting in a lower minimum number of measurements required to drive the
probability of misclassification to zero, as σ 2 → 0, or in a better diversity order
for a fixed number of designed measurements. However, we can observe that, even
potentially sub-optimal, the solution proposed by our Algorithm still outperforms
compressive classification with random measurements.
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Figure 7.6: Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of 4 classes, using a random measurement kernel (a) and
a designed measurement kernel (b), for the exactly low-rank model.
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Finally, we consider the full version of the Extended Yale Face Database B containing 256-dimensional cropped images of 38 different faces (classes) under different
illumination conditions and present the performance associated with the exactly
low-rank and the approximately low-rank models, for a random measurement kernel.
This result is presented in order to show the validity of our approach, even when
dealing with a real-world problem with a significant volume of data. In Figure 7.7
we can observe that the particular remarks drawn for all the cases where we used a
subset of the original database are still valid in this scenario, where we consider the
full version of the Extended Yale Face Database B. Namely, we can observe that i)
the minimum number of random measurements, necessary to drive the probability of
misclassification to zero, when σ → 0, for the exactly low-rank model, is M = 9; ii)
increasing the number of random measurements from 10 to 18 (which corresponds
to rΣij , for any pair of classes) translates into an increase in the diversity-order;
iii) further random measurements do not affect the diversity-order but, instead,
increase the measurement gain. We can also observe that the performance , for
the approximately low-rank model, retains the main characteristics, present in the
scenarios where we considered a subset of the Extended Yale Face Database B,
where while in the presence of an error floor, our theoretic framework can still be
used to inform about the general behaviour of the probability of misclassification
for compressive classification.

7.4

Summary

In this Chapter, we provided a case study in order to explore how the theoretic
framework, provided in this thesis work, aligns with practice, in a real-world application. We considered a problem of face classification, based on 38 256-dimensional
cropped faces from the Extended Yale Face Database B, and constructed several
experiments to evaluate the probability of misclassification of the compressive classification problem, for an exactly low-rank data model and for an approximately
low-rank data model, using random and (diversity-order) optimized measurement
kernels, under two different scenarios (two-class and multiple-class compressive
classification).

We provided numerical results that show the alignment of our theoretic framework
with real-world results, for the exactly low-rank data model and, while not completely in line with results obtained for the approximately low-rank data model,
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Figure 7.7: Probability of misclassification vs. 1/σ 2 (in dB), associated with the
compressive classification of multiple (38) classes, using a random measurement
kernel, for the exactly low-rank model (a) and for the approximately low-rank model
(b).
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we presented results that depict the ability of our theoretic framework to provide
valuable insight about the probability of misclassification for the compressive classification problem. In particular, we showed that, even when considering the approximately low-rank data model, our proposed approach for measurement kernel design
leads to a better performance than the one obtained with random measurements.
Therefore, although we have developed our theoretic framework based on a stylized
low-rank model, it still can be used as a basis to guide the design of measurement
kernels that will outperform random ones. We should also point out that the more
the true models, under analysis, approach a union of subspaces model (low-rank
subspaces) the better our theory will explain the practical results.

We also provided a comparison of the performance achieved by the method of
classification which was used to construct our theoretic framework – the MAP
classifier – with the performance of a Nearest Neighbour classifier, for both random
and optimized random measurements and for the exactly and approximately lowrank data models. These results can also confirm the added value of our approach
to design diversity-order optimized measurements and also its applicability to other
classification methods other than the MAP classifier.

In the next Chapter we present the concluding remarks of this thesis work as well
as some direction for future work on the topic of compressive classification.
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Chapter 8
Conclusions
The work, presented in this thesis, studies fundamental limits in the compressive
classification of a mixture of Gaussians by using performance characterizations that
are the duals of performance characterizations in multiple-antenna communications
systems.

In particular, by considering the diversity-order and measurement gain, associated
with a Bhattacharrya-based upper bound to the misclassification probability of the
compressive classification problem, which act as the counterparts to the diversityorder and coding gain, associated with upper bounds to the error probability of
a multiple-antenna communications problem, it has been possible to provide more
refined performance characterizations that capture well, not only the presence or
absence of misclassification error floors (a phase transition), but also increases in
the diversity-order and increases in the measurement gain associated with the true
misclassification probability of our compressive classification problem.

The proposed characterizations have been used to study the performance of twoclass classification problems with zero-mean Gaussians, two-class classification problems with nonzero-mean Gaussians, and multiple-class Gaussian classification problems, both in the presence of random Gaussian i.i.d. measurements and (diversityorder) optimized measurements.

More specifically, in Chapter 3, we introduce the measurement and the signal models
and provide a Bhattacharrya-based upper bound to the probability of misclassification that constitutes the core of the analysis of the performance of compres115

sive classification. We also introduce key quantities that are used as performance
measures to evaluate the behaviour of the (upper bound to the) probability of
misclassification.

In Chapter 4 we address the problem of compressive classification with random
measurement kernels, in the low-noise regime. In our approach, we firstly consider
the two-class scenario and evaluate the cases where the classes are either zero-mean
or nonzero-mean. Then, we extend our analysis to the multiple-class scenario.

For two zero-mean classes, we provide a set of theorems that unveil the asymptotic
behaviour of the upper bound to the misclassification probability by, in a first
instance, leveraging the geometry of the linear transformation of the source signals,
affected by the random measurement kernel and, subsequently by leveraging directly
the geometry of the source signals. This approach allows us to systematically
understand how the number of measurements together with the proprieties of the
source affect the performance. We show that the ability to perfectly distinguish
between the signals from the two classes at low-noise (and thus perform an error
free classification) is related not only with the geometry of the source signals, i.e.,
it will not be possible to construct random measurement kernels that are able to
distinguish between signals from two different classes if the sub-spaces spanned
r +r
by the signals in each class overlap completely (when Σ1 2 Σ2 = rΣ12 ); but is
also related with the number of random measurements M (when the sub-spaces
spanned by the signals in each class do not overlap completely): if M > rΣ1 , the
upper bound will not exhibit an error floor at low-noise levels and by gradually
increasing the number of measurements M up to rΣ12 it is possible to increase the
diversity-order up to the maximum value 14 N ODim . However, increasing the number
of measurements past rΣ12 does not offer a higher diversity-order – instead, it only
translates into a higher measurement gain.

For two nonzero-mean classes we provide a theorem that highlights the fact that
choosing M > rΣ12 (provided that condition (4.6) also holds) leads to an infinite
diversity-order; this behaviour deeply contrasts with the one in the zero-mean case
where choosing M > rΣ12 does not affect the diversity-order and only affects the
measurement gain. In turn, letting M ≤ rΣ12 induces the same diversity-order both
for nonzero-mean and zero-mean classes.
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We, then extend this analysis to the multiple-class scenario and make use of the
upper bound in (3.7) to provide expression for the diversity-order and measurement
gain, highlighting the fact that the upper bound to the misclassification probability
will exhibit an error floor if at least one of the pairwise misclassification probabilities
also exhibits an error floor.

Chapter 5, instead, considers the problem of compressive classification in the lownoise regime, with designed measurement kernels. In particular, we study the ability
to design measurement kernels that maximize the diversity-order, subject to a given
measurement budget.

For the two-class case we provide a set of theorems that describe the asymptotic behaviour of the upper bound to the probability of misclassification, for the
compressive classification problem with (diversity-order) optimized measurement
kernels, in the low-noise regime, characterizing the maximum achievable diversityorder, and putting forth the procedure to design such measurement kernels. We
compare the performance of the proposed design, with the one associated with
the compressive classification with random measurements. In particular, we show
that a designed kernel can offer marked improvements over a random one in the
low-noise regime, namely: i) the ability to achieve, for zero-mean classes, perfect
separation of the projected signals with a single measurement – with a random
measurement kernel, according to Theorem 4.1.2, we require M > rΣ1 in order to
drive the (upper bound to the) probability of misclassification to zero as the noise
level approaches zero; ii) the ability to achieve, for zero-mean classes, the maximum
diversity-order with a lower number of measurements – with a random measurement
kernel, according to Theorem 4.1.2, we require M = rΣ12 in order to extract the
maximum diversity-order, but with a designed measurement kernel we only require
M = N ODim ≤ rΣ12 ; and iii) the ability to achieve infinite diversity-order with
a single designed measurement, for nonzero-mean classes, given that condition 5.7
is met – a random measurement kernel requires M > rΣ12 in order to achieve a
diversity-order d = ∞.

In Chapter 5 we also consider the design of the measurement kernel in multipleclass compressive classification and propose, for both zero-mean and nonzero-mean
classes: i) possibly suboptimal, algorithmic approaches, inspired by the two-class
case designs in Theorems 5.1.1 and 5.1.2, that attempt to achieve the maximum
diversity-order while satisfying the constraint on the number of measurements; ii)
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algorithmic approaches, also inspired by the two-class case designs in Theorems
5.1.1 and 5.1.2, to achieve the maximum possible diversity-order irrespective of the
constraint on the number of measurements.

One of the hallmarks of the proposed characterizations in Chapters 4 and 5 is
the ability to link the concepts of diversity gain and measurement gain with certain
fundamental geometrical quantities associated with the measurement and the source
models. For example, it has been shown that the ultimate diversity-order in a twoclass compressive classification problem with zero-mean Gaussians and, subject to
some mild conditions, with nonzero-mean Gaussians, is dictated by the so-called
number of non-overlapping dimensions, a quantity that can be interpreted as the
number of unique features associated with two-class classification problems. One
then understands that measurement is a means to probe such unique features
and that designed measurements provide a quicker route to probe such features
in relation to the standard random ones.

This work also provides an extension of the performance characterizations from
the low-noise regime to the high-noise regime, in order to showcase the key operational differences between the two regimes. In particular, Chapter 6 introduces
the analysis of the asymptotic behaviour of the upper bound to the probability
of misclassification for the problem of compressive classification in the high-noise
regime. It capitalizes on an expansion of the Bhattacharyya upper bound to
the misclassification probability and on the average value, with respect to the
measurement matrix, of such expansion, to show that, while in the low-noise case,
we can approximate the upper bound to the misclassification probability by a line
defined via its slope (the diversity-order) and its offset (the measurement gain) on
a log-log scale (its slope can occasionally be infinite as per Theorem 4.1.3); in the
high-noise case we approximate the upper bound to the misclassification probability
with a line (for nonzero-mean classes) or with a parabola (for zero-mean classes) on
a linear, rather than logarithmic, scale.

Finally, in Chapter 7, we put forward a case study in order to investigate how
the theoretic framework, provided in this thesis work, aligns with practice, in
a real-world application. In particular we consider a face classification problem
based on 256-dimensional cropped faces from the Extended Yale Face Database
B, and evaluate how the probability of misclassification behaves when considering
two different data models – an approximately low-rank data model and an exactly
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low-rank data model which results from a manipulation of the original data. We
present a set of numerical results for compressive classification of zero-mean classes,
for both two-class and multiple-class scenarios, considering random and (diversityorder) optimized measurement kernels, and show that our theoretic framework
perfectly aligns with the results from the exactly low-rank data model. When
considering the more realistic approximately low-rank data model, our theoretic
framework, while not in perfect alignment with the experimental results, can still be
proven useful in understanding, to a given extent, the behaviour of the probability
of misclassification. In particular, it is depicted, in Chapter 7, the advantage
of the optimized measurement kernels over conventional random ones, for both
data models highlighting the fact that although we have developed our theoretic
framework based on a stylized low-rank model, it can still be used as a basis to
guide the design of measurement kernels that will, in general, outperform random
ones.

Additionally, we also provide, in Chapter 7, a comparison between the performance
achieved by the MAP classifier, which constitutes the basis of this work, and the
performance achieved by a Nearest Neighbour classifier, in order to demonstrate
not only the added value of our approach to design diversity-order optimized measurements but also its applicability to other classification methods other than the
MAP classifier.

8.1

Future Research Directions

It is also important to present some direction that can be followed, in the future,
in order to extend the work presented in this thesis:
• One natural extension of the work, developed in this thesis, which addresses
the problem of compressive classification, under the assumption that the
decoder knows the exact source distribution, is to relax this assumption
and, rather, assume that the source is described by a Gaussian Mixture
Model (GMM) but, in this case, the decoder uses, in the decoding process, a
mismatched version of this GMM. The mismatch could result, for example,
from a deficient learning of the source distribution.
In particular, we would, once again, assume that the source is described by
a Gaussian Mixture Model; the source signal is drawn from one of L classes,
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the a priori probability of class i is Pi and the distribution of the source
conditioned on class i is Gaussian with mean µi ∈ RN and (possibly rankdeficient) covariance matrix Σi ∈ RN ×N .
We could then describe the source vector x by a GMM with probability density
function (pdf) as follows:
p(x) =

L
X

Pi N (µi , Σi )

(8.1)

i=1

In the classification process the decoder would, instead, use a mismatched
version of the input pdf, assuming that the a priori probability of class i is
P̃i and the distribution of the source conditioned on class i is Gaussian with
mean µ̃i ∈ RN and (possibly rank-deficient) covariance matrix Σ̃i ∈ RN ×N .
Therefore, the Maximum-A-Posteriori (MAP) classifier, which would be no
longer optimal, since the data is distributed according to the original GMM
pdf, would produce the estimate given by:
P̃ (C | y) = arg

Ĉ = arg max
C∈{1,··· ,L}

max
C∈{1,··· ,L}

p̃ (y | C) P̃C ,

(8.2)

where P̃ (C | y) represents the mismatched version of the a posteriori probability of class C given the measurement vector y, p̃ (y | C) represents the
mismatched version of the probability density function of the measurement
vector y given the class C, and P̃C represents a mismatched version of the a
priori probability of class C ∈ {1, · · · , L}. Note that:


(8.3)
p̃ (y | C) = N µ̃y C , Σ̃y C
where µ̃y C = Φµ̃C and Σ̃y C = ΦΣ̃C ΦT + σ 2 I, C ∈ {1, · · · , L}.
In order to investigate the impact of mismatch in the performance of compressive classification we could start by considering the probability of misclassification, in the presence of mismatch, given by:
Perr = Perr,1 P1 + Perr,2 P2

(8.4)

where
Z
Perr,1 = P (e | C = 1) =
Z
Perr,2 = P (e | C = 2) =

p̃ (y | C = 2) P˜2
p (y | C = 1) u log
p̃ (y | C = 1) P˜1

!

p̃ (y | C = 1) P˜1
p (y | C = 2) u log
p̃ (y | C = 2) P˜2

!
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dy, (8.5)

dy, (8.6)

and u (x) represents the step function. Since the previous integrals are not
analytically solvable we could then resort to the following upper bound of the
step function u (x):
u (x) ≤ eαx , ∀x ∈ R, α ≥ 0,
(8.7)
and, therefore, write:
Z
P (e | C = 1) ≤

h

p (y | C = 1) e
Z

P (e | C = 2) ≤

h

p (y | C = 2) e

α log

p̃(y|C=2)P˜2
p̃(y|C=1)P˜1

i

α log

p̃(y|C=1)P˜1
p̃(y|C=2)P˜2

i

UB
,
dy = Perr,1

(8.8)

UB
dy = Perr,2
,

(8.9)

and
UB
UB
UB
Perr ≤ Perr,1
P1 + Perr,2
P2 = Perr
.

(8.10)

This procedure could be used to investigate under which conditions the integrals in (8.8) and (8.9) would converge, and could allow us to obtain a closed
form expression for the upper bound to the probability of misclassification,
in the presence of mismatch, that would present us a way to characterize the
impact of mismatch in a more formal, structured and comprehensive manner.
This would potentially allow us to understand the impact of mismatch in the
presence or absence of an error floor, as well as the impact of the number
of measurements on the diversity-order and measurement gain for the compressive classification problem, in the presence of mismatch, for the various
scenarios considered in this thesis work (two and multiple-class, with zeromean and nonzero-mean classes). It could also potentially reveal some new
directions for measurement kernel designs that would take into account the
mismatch in the model;
• Another possible extension of this work is to consider further optimization on
the measurement kernel designs. In view of the fact that we use the diversityorder and the measurement gain as a proxy to measure performance in the lownoise regime, we could also conceive measurement design problems where one
would first define the set of kernels that maximize the diversity-order subject
to the measurement budget and one would then define – out of the diversityorder maximizing designs - the kernel that maximizes the measurement gain.
Furthermore, one could also impose other additional constraints, such as an
average power constraint;
• Still concerning the optimization of the measurement kernels, another direction for future work can be the development of new algorithmic approaches, for
the multiple-class scenario, that would result in measurement kernel designs
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that would achieve optimal diversity-order while satisfying the constraint on
the number of measurements we take. Note that this constitutes a complicated
task because of the combinatorial nature of the analysis we propose in this
thesis work, where we base our designs, for multiple classes, in the pairwise
relation between the classes;
• One additional direction could be to evaluate the advantage of considering
approaches for the online design of the measurement kernels, i.e., considering
adaptive measurement design procedures that would take into account the
information obtained by the previously designed measurements in order to
devise the subsequent measurements. Note that this approach contrasts with
the offline approach proposed in this thesis, where the measurement kernel is
completely designed previously to the measurement task, taking into account
solely the available information about the signal model and the available
measurement budget;
• Finally, it is also relevant to remark that one possible ramification of the
asymptotic performance characterizations and results concerns dictionary learning and design for compressive classification problems. For example, if we are
allowed to jointly optimize Φ, Σ1 and Σ2 in a two-class problem with zeromean Gaussians, one can easily show that the diversity-maximizing design is


such that r12 = rank Φ (Σ1 + Σ2 ) ΦT = N and r1 + r2 = rank ΦΣ1 ΦT +

rank ΦΣ2 ΦT = r12 = N . This design procedure is in fact reminiscent of
recent state-of-the-art methods associated with learning transformations for
subspace clustering and classification, that seek to construct a linear transformation on subspaces using matrix rank via its convex surrogate nuclear
norm: concretely, the goal is to learn a linear transformation that enforces a
low-rank structure for data from the same subspace and that also enforces a
high-rank structure for data from different subspaces [177].
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[36] A. Tulino, G. Caire, S. Verdú, and S. Shamai, “Support recovery with sparsely
sampled free random matrices,” Information Theory, IEEE Transactions on,
vol. 59, no. 7, pp. 4243–4271, 2013.
[37] W. Wang, M. Wainwright, and K. Ramchandran, “Information-theoretic
limits on sparse signal recovery: Dense versus sparse measurement matrices,”
Information Theory, IEEE Transactions on, vol. 56, no. 6, pp. 2967–2979,
2010.
[38] M. Wainwright, “Sharp thresholds for high-dimensional and noisy sparsity
recovery using l1 -constrained quadratic programming (lasso),” Information
Theory, IEEE Transactions on, vol. 55, no. 5, pp. 2183–2202, 2009.
[39] ——, “Information-theoretic limits on sparsity recovery in the highdimensional and noisy setting,” Information Theory, IEEE Transactions on,
vol. 55, no. 12, pp. 5728–5741, 2009.
[40] T. Wimalajeewa, H. Chen, and P. Varshney, “Performance limits of compressive sensing-based signal classification,” Signal Processing, IEEE Transactions
on, vol. 60, no. 6, pp. 2758–2770, June 2012.
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