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Abstract

A great part of the population that is operated has to wait a long time to access the
surgical procedure, and as time elapses the condition of these patients degenerates.
On the other hand, the amount of time during which operating rooms are idle is
signi�cant. Thus, optimizing the operating theater becomes important to reduce the
time patients wait for their treatment and to avoid unnecessary waste of resources.

This dissertation presents a combination of two decision management techniques
applied to the operating theater, in order to improve the e�ciency of the surgery
scheduling problem present in healthcare institutions. The approach developed in-
tegrates a data mining model, used to predict the duration of surgeries, and an
optimization model, to handle the decision process of scheduling surgeries. The
problem primarily exists because surgeries are naturally uncertain, resulting in high
variance in the duration of surgical procedures. The inherent uncertainty of surg-
eries leads to deviations from surgeon duration estimates, disrupting schedules or
causing under-utilization of operating rooms. To avoid this problem, a combina-
tion of supervised learning techniques are used to improve the accuracy of these
estimates. Surgery scheduling is also a di�cult combinatorial problem, in which
surgeons have to �nd a time and location to operate their patients. This problem
has a strong impact in the performance of healthcare organizations and societies,
hence the importance to optimize it. This approach is based in a mixed integer
programming model, solved using exact methods and a meta-heuristic, developed
for this purpose.

This work shows that there is an opportunity to improve the performance of
the operating theater with a generalized scheduling model. On the case study con-
sidered, the method proposed beats the surgeons own surgery duration estimates
and outperforms their scheduling plans. The data mining methodology developed
was tested in ten di�erent surgical specialties and is able to increase the accuracy
of surgeon estimates by up to 44%. The optimization component was applied to
an outpatient surgery department, duplicating the number of surgeries performed
and increasing operating room utilization by at least 50% during the period of time
tested.

Keywords: Surgery Scheduling, Data Mining, Optimization
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Resumo

Uma grande parte da população que é operada passa por um longo tempo de espera
até receber o seu procedimento cirúrgico, e à medida que este tempo passa, o estado
dos pacientes deteriora-se. Por outro lado, a quantidade de tempo durante o qual o
bloco operatório está parado é signi�cativa. Assim, a otimização do bloco operatório
torna-se um problema importante para reduzir o tempo que os pacientes esperam
pelo seu tratamento e para evitar o desperdício de recursos hospitalares.

Este trabalho apresenta uma combinação de duas técnicas de investigação ope-
racional aplicadas ao bloco operatório, com o objetivo de melhorar a e�ciência do
agendamento de cirurgias. A abordagem desenvolvida integra um modelo de data
mining, usado para prever a duração das cirurgias, e um modelo de otimização, que
lida com o escalonamento das mesmas. O problema existe primordialmente devido à
variabilidade inerente às cirurgias, causando problemas de sobreposição de cirurgias
ou sub-utilização do bloco operatório. Para diminuir a incerteza, é utilizada uma
combinação de técnicas de aprendizagem supervisionada que resultam num modelo
de estimação da duração das cirurgias. O agendamento de cirurgias é um problema
combinatório complexo, em que os cirurgiões têm que determinar o tempo e o local
para operar um conjunto de pacientes. A abordagem desenvolvida para o problema
de agendamento é baseada num modelo de programação inteira mista, resolvido
através de métodos exatos e de uma meta-heurística desenvolvida para o mesmo
efeito.

Este trabalho mostra que há uma oportunidade de melhoria do desempenho do
bloco operatório através da metodologia desenvolvida. No caso de estudo conside-
rado, o método proposto supera a precisão das estimativas dos cirurgiões e os seus
planos de agendamento. O modelo preditivo desenvolvido foi testado em dez especi-
alidades cirúrgicas, e é capaz de melhorar a precisão das estimativas dos cirurgiões
em até 44%. A componente de otimização foi testada no departamento de cirurgia
ambulatória, duplicando o número de cirurgias realizadas e aumentado também a
utilização das salas de operação em pelo menos 50% no período de tempo testado.

Palavras-Chave: Agendamento de cirurgias, Data Mining, Otimização
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Chapter 1

Introduction

Human population has been growing at an accelerated pace since the industrial rev-
olution in the eighteenth century, due to technological breakthroughs, which allow
humanity to prosper and continuously outlive past generations. In the healthcare
industry, advances in medicine allow better care for the population, resulting in the
prevention of new diseases, and the treatment or cure of others. These great achieve-
ments are constantly improving our quality of life, but in contrast they increase the
demand for healthcare services in two di�erent ways: emerging and larger markets.
As new services are developed (e.g., medical treatments) new markets requesting
them emerge. As a consequence, population health improves and so does their lifes-
pan, increasing the number of individuals demanding medical services in the long
run.

This dissertation approaches the problem of supply and demand for the services
provided by operating theaters, namely the surgeries. Firstly, operating theaters
are considered by many the largest budget consumers of the healthcare provider
system, mainly due to their complexity and the resources required to run them:
medical personnel, instruments and space (Cardoen et al., 2010; Sperandio et al.,
2013; Guerriero and Guido, 2011). For those reasons, surgery planning is an increas-
ingly important factor for the operational and �nancial performance of healthcare
providers. Moreover, increasing the performance of these institutions is valuable
for the population, who bene�ts from better access to these services, at lower costs
and shorter waiting times. However, since these organizations are constrained by
their o�ering and budget, and because demand is high, there is usually a waiting
list of patients for healthcare services. In the operating theater, the waiting time
for a surgery, the period patients wait since they are indicated for surgery until its
execution, is a good indicator of hospital performance and it is a standardized way
to compare healthcare organizations.

Considering this, the ultimate goal of this project is to improve access to surgery
by enhancing its planning. The approach presented in this dissertation involves a
two-step process based on two di�erent, but related, �elds of operations research:
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data mining and optimization. The proposed solution uses data mining models to
predict the duration of future surgeries, re�ning the estimates made by surgeons;
and uses optimization to schedule patients to surgeries, increasing the throughput of
the operating theater. This methodology was veri�ed with data from a Portuguese
hospital.

This introductory chapter provides an overview of the work developed, a quali-
tative and quantitative motivation supporting the project and its goals; a de�nition
of the problem; the main contributions for the academia; and lastly, the outline of
the remainder of the document.

1.1 Motivation

Healthcare organizations that are now, more than ever, capable of providing novel
and better care to their patients, face continuous growth on the demand for their
services. As the quality of life and life expectancy increases due to better standards
of living, human birthrate in developed countries is slowing, causing population to
age faster. With ageing populations, governments, who are the biggest healthcare
providers and supporters, especially outside the United States, become severely
a�ected. Working population generating income for the public treasury decreases,
and due to the demand created by this aged population health spending increases.
In this context, monitoring and sustaining the public healthcare �nancing system
becomes increasingly important. As a matter of fact, over the past 50 years the
trend observed in OECD countries (Organisation for Economic and Co-operation
and Development) has been the steady rise in health spending as a percentage of
Gross Domestic Product (GDP). In 1960, health spending represented, on average,
under 4% of the GDP among OECD countries, but by 2009 this number rose to
9.6% (see Figure 1.1). This represents more than a two-fold increase in about 50
years (OECD, 2011). Concerning human longevity, from the early 1960's to 2014
life expectancy rose from 52 to 69 years, an increase of 32% on the worldwide average
(Bank, 2012).

Since the operating theater is regarded as one of the biggest budget consumers
in healthcare organizations, e�orts to improve its performance are frequently de-
veloped. In the operating theater, problems related to the size of waiting lists for
surgery and their waiting times have become a major priority for governments, who
thrive to provide better conditions to the population. In fact, by 2012 Portugal
along the United Kingdom ranked last among other 34 European countries in terms
of healthcare accessibility, an outcome signi�cantly a�ected by the long waiting lists
for surgery treatments (Björnberg, 2012). Nonetheless, the Portuguese healthcare
system despite being poorly ranked among its European peers, is a good example of
this improvement e�ort. Between 2006 and 2012, the Portuguese government suc-
cessfully reduced the number of patients in surgery waiting lists and, consequently,
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Figure 1.1: Health expenditure as a share of GDP, 1960-2009

the median waiting time for surgeries from 7 to 3 months (see Figure 1.2). This was
one of the results of an incentive strategy introduced in 2004 to perform additional
surgeries in an overtime regime.

The strategy introduced to increase the number of surgeries performed had a
positive impact in the Portuguese healthcare system, improving the accessibility to
the operating theater. However, overtime incentive strategies imply great costs and
lead to less e�cient systems. They may also lead to abuse, since overtime work is
�nancially rewarding to the team who operates under this regime. The solution to
the waiting list size and access times problem should be focused on the e�ciency
of the system and on its optimal dimension, not on the incentive to do overtime
work. Figure 1.3, below, shows how surgery demand and o�er has been developing
over the period when the incentive program was active, showing the gap between
the numbers of surgeries performed and new patients requiring one.

In this context, academia can contribute with novel methodologies to achieve
better and more e�cient solutions. These solutions introduce marginal costs com-
pared to overtime incentives and are capable of signi�cant improvements. Due to
the necessity to improve the Portuguese public health system, this dissertation has
as its ultimate goal the reduction of wasted time in the operating theater, by helping
healthcare stakeholders to make accurate and e�cient decisions. The economic and
social e�ects of an e�ciency improvement through accurate estimates and overall
better surgery scheduling can be quanti�ed by an increase in surgeries performed
and revenue added to hospitals. In a public health perspective, this enables the
possibility to reduce waiting lists for surgery and increase the system's e�ciency.

3



Figure 1.2: Evolution of the surgery waiting list in the Portuguese public health
system, 2006-2012

Figure 1.3: Evolution of surgeries performed and new patients waiting in the Por-
tuguese public health system, 2006-2012
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1.2 Problem

The problem tackled in this dissertation is an operational planning problem found
in the operating theater. An operating theater can have di�erent settings, but it
is usually composed by operating rooms, where surgeries are performed, anesthesia
induction rooms, post-operative recovery units and in some cases intensive care
units. Further, operating theater planning can be divided into three high level
decision phases, strategic, tactical and operational. In the following chapter, greater
insight in the composition and organization of the operating theater is provided.

The operational problem, where the surgery scheduling process lies, is where
each individual surgery is scheduled to a certain time and location in the future.
This scheduling decision happens after a patient is indicated for surgery due to the
nature of his or her diagnosis. In case there is no availability to perform the surgery
in the foreseeable future, the patient enters a waiting list for surgery, a prioritized
First in First Served (FIFS) system. Also, based on the severity of the patient
condition and the response it requires, a priority level is assigned to every surgical
case, determining the maximum allowed time until the surgery must be performed.
In the Portuguese healthcare system, when this period is over, the patient is granted
the right to have his surgery performed elsewhere with the expenses covered by the
former organization.

Usually, surgical scheduling decisions happen frequently (e.g., weekly) by a sur-
gical team that decides, based on their list of patients, who will be operated in the
upcoming period. Formally, to schedule a surgery a surgeon has to estimate how
long the procedure will take and reserve a suitable time slot in an operating room
available to him. In summary, for each surgery, a surgeon has to make three deci-
sions: how long they will take, and when and where they will take place (duration,
place and time). However, it is important to note that surgeries are unpredictable,
as there is an in�nite amount of factors that determine the outcome of a procedure,
and ultimately its duration.

Due to the uncertain nature of surgeries, deviations from estimates occur fre-
quently, originating two possible problems. A surgery can take longer than expected,
a problem of under-estimating the duration, possibly occupying the time allocated to
subsequent planned surgeries and forcing them to be postponed. In contrast, when
a surgery is faster than expected, the time gap between the completion of a surgery
and the beginning of the next is wider, increasing the operating room idle time.
Both these outcomes are negative, but have distinct e�ects. On one hand surgeries
might be postponed and schedules disrupted. On the other, time is misused, leading
to the operating theater under-utilization. The data mining methodology presented
in this dissertation tackles this problem by reducing the uncertainty associated to a
surgery.

After estimating the duration of surgeries, there is an endless amount of possible
combinations of surgeries that can be scheduled. Thus, �nding a good or optimal
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solution is a complex task. Moreover, these schedules are subject to several con-
straints, such as patient priority, operating room and surgeon availability. This is a
combinatorial problem solved by the mathematical optimization approach presented
in this dissertation.

Ultimately, since scheduling depends on surgery duration estimates, combining
the two approaches closes the surgery scheduling cycle.

1.3 Contributions

The objective of this dissertation was to develop a solution that could o�er a more
e�cient method to organize and run an operating theater. To achieve this, an
integrated data mining and an optimization process was developed, resulting in an
accurate method to estimate surgery durations and de�ne surgery schedules. The
�nal result is a framework capable of providing operating theater decision makers
an optimized and complete surgery scheduling decision process.

This methodology is split in two approaches, that coupled together achieve
greater performance. Throughout the literature no similar solution was found, either
completing the surgery scheduling process or providing a generic approach to the
problem, capable of dealing with di�erent medical specialties. Most of the research
work present in the literature is bound to speci�c medical specialties, and the data
mining and optimization approaches were never found together.

1.4 Outline

This document is divided into �ve main chapters. The second chapter provides a
review of the scienti�c literature associated to operating theater capacity planning,
giving special emphasis to the problem of surgery duration estimation. The third
and fourth chapters describe the two methodologies developed in this dissertation
and present their results. The last chapter addresses the conclusions of this project,
consolidating the �ndings and presenting directions for future work.
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Chapter 2

State of the art

Healthcare planning problems in the literature date as far back as 1933, when Pear-
son stated that healthcare institutions needed more quality and increased economy:

�The patient requires a higher standard of comfort and more individual
attention; the engineering services grow more complicated and at the
same time there is a greater desire for e�ciency and economy.�

Pearson's work challenges the previous hundred years of hospital planning prin-
ciples and his research is focused on the design of e�cient hospital layouts, aiming
to provide better and quicker access to medical facilities (Pearson, 1933). The crit-
ical thinking found in his work, and the desire to achieve better patient care and
e�ciency are the same reasons that nowadays motivate researchers to use their
knowledge and expertise to optimize healthcare services.

According to Eijkemans et al. (2010), 60% of medical patients eventually undergo
some kind of surgical procedure throughout their lifetime. Considering this, and the
fact that the operating theater is a high resource environment, it is comprehensible
how it becomes the largest budget consumer of hospital organizations (Sperandio
et al., 2013; Guerriero and Guido, 2011). Further, and to emphasize why it is im-
portant to become more e�cient, hospital organizations have been facing enormous
pressures to diminish costs and downsize their workforces (Thomas, 2003).

There has been an increasingly amount of research work done in the �eld of
operating theater capacity planning, but generic approaches to the problem as a
whole are still lacking. The remainder of this chapter covers the literature on op-
erating theater capacity planning, where optimization problems can be found, and
data mining applications to healthcare, giving prominence to the problem of surgery
duration estimation.
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2.1 Operating theater capacity planning

In order to understand the meaning of operating theater capacity planning, �rst it
is necessary to comprehend what the operating theater consists of. The operating
theater is composed by several spaces closely located where surgeries are prepared
and performed, such as: the anesthesia induction rooms where patients are given a
combination of anesthetics to prepare them for the procedure; the operating rooms
where the surgical procedure is performed; and also the recovery wards where pa-
tients recover from operations. Some operating theaters enclose intensive care units,
for patients who need to recover from major interventions and have the need for spe-
cialized care.

In sum, it is in the operating theater where patients are prepared, undergo
surgical procedures and start their recovery. Its planning requires the scheduling of
those patients, the sta� needed to treat them and the equipment or pharmaceutical
drugs to perform the surgery (Blake, 2010; Shamayleh et al., 2012; Green, 2005).
Previously, it was mentioned that the operating theater is divided in three decision
levels: strategic, tactical and operational. Decisions such as expanding operating
theaters or the allocation of one to a speci�c medical specialty fall into the strategic
decision level, as they concern high level and longer term decisions. The problem of
predicting surgery durations and scheduling patients to surgery has an operational
nature and falls in that category. The remaining part of this section explores these
problems, de�ning them and describing some of the works found in the literature.

Case mix planning: Within the strategic decision level stands an important in-
dicator that measures the mix of patients and conditions treated in a healthcare or-
ganization, the case mix index. Each treatment performed by a healthcare provider
contributes to this index according to a weight attributed by local regulations. The
case mix index not only becomes an indicator of hospital performance but also an
evenly way to fund public health institutions, an active example of activity based
costing.

Planning the case mix for an institution is a long term decision and it can be
compared to de�ning a budget of a company. Concerning the operating theater, case
mix planning leads to the division of resources and time available in the operating
theater among every surgical group. It also quanti�es the number of surgeries per
diagnostic group an institution is willing to perform in their planning horizon (Hall,
2006). Considering the expected demand for each treatment and the resources avail-
able, this becomes a problem subject to many constrains, and in the administration
perspective, it aims to maximize the revenue (e.g., public funding) while optimiz-
ing the distribution of service between existing resources (e.g., operating rooms,
medical specialties and specialized sta�). Beliën and Demeulemeester (2007); Blake
and Carter (2002), are two examples of works developed for this problem, creat-
ing optimization models that not only optimize hospital funding, but also, allow
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stakeholders to investigate di�erent trade-o�s between funding and resource allo-
cation. This problem is approached by Hughes and Soliman (1984); Robbins and
Tuntiwongpiboom (1989); Kuo et al. (2003) who use linear and integer programming
models to de�ne this problem, each presenting their own characteristics. Testi et al.
(2007), in particular, devised a methodology to integrate every decision level of the
operating theater in one framework.

Master surgery schedule planning: The tactical level of operating theater
planning de�nes cyclical schedules for each surgical specialty based on the their
allocated time. Dividing operating rooms and their available time among surgical
specialties de�nes the Master Surgery Schedule (MSS). A timetable determining
when (i.e., shift and day of the week) and where (i.e., operating room) each spe-
cialty has the opportunity to work (Beliën and Demeulemeester, 2007). Anytime
the available operating time changes (e.g., operating room closing for maintenance),
a new MSS must be de�ned, in order to allow a good balance of resources inside
and outside the operating theater.

Depending on the organization, it is possible to �nd operating rooms completely
allocated to a medical specialty where others are shared. This is mainly due to the
high setup costs of preparing operating rooms. This type of information has to be
taken in consideration during planning, as well as, the availability of surgeons and
common resources (e.g., equipment) in the operating theater. The unavailability of
such resources could cause delays, leading to performance issues. There are several
works developed to solve this problem, with solution approaches ranging from linear
to mixed integer programming, solved using exact methods (Vissers et al., 2005;
Testi et al., 2007), approximate heuristics (Blake et al., 2002) and meta-heuristics
(Beliën and Demeulemeester, 2007). Sometimes operating theaters have an acyclic
(variable) MSS, enabling authors to integrate the tactical and operational problem
in one approach, balancing the capacity allocated to each specialty on a regular
basis (Marques et al., 2012; Testi et al., 2007).

At this point, no surgeries are scheduled, but surgical groups become aware of
when and where they can perform surgeries (Blake et al., 2002). It is not entirely
visible yet how these decisions have an impact in societies, but they are considered
as important as surgeries, since they de�ne the mix of surgery procedures taking
place in the future.

Surgery scheduling: The �nal stage of operating theater planning concerns the
surgery scheduling problem, that is, when the day, hour, location and surgical team
are de�ned for a set of surgeries. This level of decision has a short-term nature
(daily, weekly), and because it deals with each individual patient, it is placed in the
operational decision level.

In surgery scheduling, it is important to take into consideration two types of pa-
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tients: elective and non-elective. The former are surgical cases known and planned
in advance, while the latter are cases that arrive to the operating theater as emer-
gencies with very high priority. It is a well-known fact that the emergency cases
cause several planning problems because their urgency can disrupt existing sched-
ules (Green, 2005; Wullink et al., 2007). Due to their urgent nature, elective cases
may have to be postponed if there are not enough surgeons or resources to per-
form them (Cardoen et al., 2010). According to Cardoen et al. (2010); Blake et al.
(1997); Guerriero and Guido (2011), who exhaustively review the operating room
scheduling literature, research on elective patient planning is rather vast compared
to non-elective.

It is also important to distinguish between two other types of surgical patients,
those who have to be hospitalized for recovery after a surgery (inpatients) and those
who are able to leave the premises in the same day (outpatients). Since inpatients
have to stay over to recover, they require more resources, namely from the recovery
ward. In these cases the recovery process becomes the bottleneck of the surgery
process, and this is rarely re�ected in the optimization approaches for this problem,
found in the literature. Outpatients on the other hand, have a simpler logic because
they do not require these resources to be considered when they are scheduled for
surgery.

Scheduling itself can follow di�erent strategies. First, it is necessary to divide the
process between o�-line and on-line scheduling. O�-line scheduling is the planning
of future cases, while on-line scheduling concerns the daily management of schedule
deviations, such as when emergency patients arrive or surgeries run late. O�-line
scheduling can be further divided into two categories: advance case scheduling and
allocation scheduling. The former, advance scheduling, consists in determining the
date and place of the surgery, and the later, allocation scheduling, de�nes the se-
quence of surgeries within a period.

Researchers have been tackling these problems with a variety of objectives, be-
ing the most common, maximizing the number of surgeries performed. Nonetheless,
minimizing patient waiting time and maximizing resource utilization objectives are
also found (Cardoen et al., 2009). Other very important goals present in the liter-
ature are: minimizing schedule disruptions, balancing nursing beds occupancy and
minimizing schedule disruptions.

Concerning the operational planning level, other operational problems related to
the operating theater exist. To achieve greater e�ciency it is important to forecast
patient demand, by predicting emergency admissions (Abraham et al., 2009) or bed
occupancy (Kumar et al., 2008), to take �nancial, operational or tactical level de-
cisions. Jones et al. (2002) �nds interesting relationships between the weather and
the number of admissions to the emergency care unit of a certain hospital and Joy
and Jones (2005) uses a hybrid ARIMA model together with a Neural Network to
forecast emergency care demand. The subject of patient admission forecast is well
covered by Oliveira (2004). Sta� scheduling is another di�cult and important opera-
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tional problem for healthcare organizations, where several constraints and objectives
are considered (Pato and Moz, 2008).

Finally, Blake et al. (1997) state that it is urgently needed to integrate operating
room scheduling techniques in healthcare management. Most approaches to solve
healthcare problems are independent from one another, decision support systems,
coupled with optimization approaches, are more than ever needed to devise better
plans and achieve higher performances (Guerriero and Guido, 2011).

2.2 Data Mining applied to healthcare

Data mining is the non-trivial extraction of implicit, previously unknown and poten-
tially useful information about data (Frawley et al., 1992). This knowledge discovery
process has been getting greater relevance on our lives and its applications extend
to any �eld, including healthcare. In order to introduce the problem of surgery
duration estimation, a brief historical perspective and applications of data mining
to healthcare will be given, beginning with John Snow's discovery.

John Snow is known to be the father of modern epidemiology. In 1854, by
using maps with early forms of bar graphs, Snow discovered the origin of a cholera
outbreak in the city of London and proved that it was being disseminated through
the city's water supply network (Tufte and Weise Moeller, 1997). Snow calculated
the number of losses and mapped the victims' addresses on the city map, discovering
that several deaths were within the radius of a speci�c water pump (see Figure 2.1).

Figure 2.1: Bar charts plotted over a map of London depicting the spatial distribu-
tion of cholera (Tufte and Weise Moeller, 1997)

Data mining techniques, ranging from visualization, clustering, classi�cation and
regression have since been extensively applied to healthcare. Still, di�erent concepts
of data mining in the healthcare literature can be found: �Some authors refer to data
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mining as the process of acquiring information, whereas others refer to data min-
ing as utilization of statistical techniques within the knowledge discovery process.�
(Wilson et al., 2004). A situation that cares for special attention, as the healthcare
community may lack the background to fully understand data mining and statistical
concepts.

Healthcare organizations are known to generate an immense amount of patient-
centric information, making it a source of very rich but at the same time very
sensitive data (Kaur and Wasan, 2006). The privacy of patient data becomes a
big barrier for the application of data mining in healthcare (Canlas, 2009). How-
ever, as more healthcare data becomes publicly available, new opportunities surface
to discover novel medical knowledge and to improve the process of care with the
application of data mining techniques(Peek, 2010).

Canlas (2009) provides a comprehensive list of data mining applications in the
healthcare sector, such as fraud detecting in claims, policy making, demand forecast-
ing and disease diagnosis. He identi�es a major challenge that data mining faces in
the healthcare sector: �(. . . ) standard data mining is concerned mostly with describ-
ing but not explaining the patterns and trends. In contrast, medicine needs those
explanations because any slight di�erence could change the balance between life and
death (. . . )�. Data mining models are often very hard to interpret and despite the
valuable results they can provide, the lack of understanding of these models is an
issue for the medical community. Other authors also express their di�culty to attain
a productive collaboration with the medical community, in order to develop better
and automated surveillance systems (Obenshain, 2004). Other applications of data
mining in healthcare problem are, for instance: anticipating adverse drug reactions
(Wilson et al., 2004), predicting cases of sepsis in advance (Vieira et al., 2013),
forecasting treatment costs (Kaur and Wasan, 2006), identifying high-risk patients
(Obenshain, 2004) and forecasting patient arrivals to the emergency department
(Jones et al., 2008).

2.2.1 Surgery duration estimation

Apart from the surgery itself, probably the most important decision a surgeon has
to make when scheduling a patient, is related to the surgery duration estimate. The
estimate becomes more important than other factors since it reserves that time in
the operating theater, the sta� and resources needed to perform the surgery. As
such, the more accurate the prediction is, the better the operating room is used.
The underlying uncertainty of the surgery a�ects the quality of the schedules, since
deviations from planning lead to either under-utilization or over-utilization of the
operating room. The duration of a surgery also has an e�ect on its cost, both con-
cerning the opportunity cost for occupying the operative suite, and the resource costs
(Dexter et al., 1995; Dexter, 2000; Abouleish et al., 2004). Bacchetta et al. (2005)
�nds that the hourly cost to run an operating room during a simple procedure can
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be as high as 900$ per hour, which justi�es why better surgery estimates can reduce
operating room costs. Another reason for the importance of these estimates is to
know beforehand what is the expected outcome, (Chu et al., 2008) �nds a correla-
tion between the surgery total duration and the recovery time patients. Having this
information in advance is useful for the preparation and planning of downstream
resources to the operating room.

There are, however, many challenges to accurately predict the length of surgeries,
being the �rst of human nature. It has been reported that surgeons purposely bias
their estimates (Macario, 2009; Spangler et al., 2004; Joustra et al., 2013), by either
underestimating their case durations to �t several cases into their allocated operating
room time, or they overestimate the duration of surgeries to keep control and block
the operating room time to other surgeons (Dexter et al., 2005). Regarding the
automated task of predicting surgeries, there are also challenges, because data is
often entered incorrectly or because some procedures are so rare that no historical
data is available for them (Zhou et al., 1999; Macario and Dexter, 1999; Dexter
et al., 1999, 2002).

As it has been highlighted, the surgical process is characterized by strong un-
certainty (Dexter et al., 1999), surgeries are stochastic processes that have many
variables a�ecting their total duration (Macario, 2009). According to Zhou et al.
(1999) the surgical procedure and the surgeon who performs it are the two most
important factors determining the surgical time. Yet, there are other uncontrollable
and unpredictable reasons for inaccurate estimations such as complications during
surgeries that cause delays. To cope with the uncertainty, doctors usually resort to
the historical data of similar procedures. According to some authors, the state of
the art in practice is the utilization of the mean historical time to forecast future
surgery durations (Dexter et al., 1999; Zhou et al., 1999; Macario and Dexter, 1999).

The application of such methods help to standardize the methodology to esti-
mate the length of surgeries (Dexter et al., 1999; Zhou et al., 1999). However, there
is a problem of surgical cases without any historical data, and those have a dispro-
portional large impact in operating room management. Also, Macario (2009) states
that despite the usage of such techniques, historical data alone can tell us little
about the future cases. �Averaging historical data case duration does not increase
prediction accuracy for newly scheduled case as one would think (. . . )�. This is
mainly due to the fact that surgical case durations do not follow a normal distribu-
tion. The distributions in surgery durations are positively skewed, where long cases
in�ate the estimated case duration average, making the statistical average estimate
less accurate for the majority of cases.

The major obstacle for accurate surgery prediction is usually the large combi-
nation of surgical procedures and the surgeons performing them. In that regard,
Macario states that �half of the cases scheduled in the ORs will only have �ve or
fewer previous occurrences of the same procedure type and the same surgeon during
the preceding year� (Macario, 2009). The literature about case duration prediction
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is divided in estimating the duration of the surgery before and during the surgery.
The latter is related to a �eld of re-scheduling, which readjusts the remaining time
of a surgery given how long has already passed. Having this information allows oper-
ating theater decision makers to adjust their teams, prepare or reschedule surgeries
more accurately.

The �rst works emerging in the literature focusing on the problem of determining
the length of surgeries dates back to 1996. Wright et al. (1996) compared the
accuracy of the surgeon estimates for surgery durations to a commercial software,
and found that the surgeon estimates were better. A, created a linear regression
model to predict the durations, leading to the �rst improvement recorded in the
literature. Although this work was focused on a small subset of medical specialties,
it was an important milestone in this �eld. First, it mentions the existence of
scheduling software able to estimate surgeries' duration, and second, it is the �rst
work that successfully applies a statistical method to this problem.

Franklin Dexter, who might be the leading researcher in this �eld, is publishing
statistical works related to surgery length since 1999. In his �rst paper, Dexter
et al. (1999), studies several statistical techniques to estimate the duration of a
set of surgeries instead of only one. They develop a linear programming model to
schedule surgeries, and use the mean duration of past surgeries as estimates for
their duration. They discuss the ine�ectiveness of the mean duration to minimize
the labor costs associated with predicting the time to complete a series of successive
surgeries. Nevertheless, they defend that it is reasonable to use the mean time if
little data is available. Finally, the importance of their method is highlighted due to
the necessity to match operating room capacity against the costs of running under
or over-utilizing them.

Macario and Dexter (1999) evaluate the accuracy of di�erent statistical meth-
ods (e.g.: mean, trimmed mean, median, geometric mean) to predict the length of
individual surgeries, when surgeons had not performed them recently. The lack of
historical data to determine future outcomes is a problem that a�ects many areas of
science. In the particular case of operating theater management, one can �nd simi-
larities between cases in order to extrapolate their outcomes and reduce the inherent
variability. He �nally concludes that when recent historical data is not available,
the mean of the durations of cases of the same scheduled procedure performed by
other surgeons is as accurate an estimate as more sophisticated analysis. For the
best model the resulting mean percentage error was 44% for surgeries that did not
have any historical case in the previous three years.

Zhou et al. (1999), studies if the usage of historical surgical times to predict the
length of future cases can minimize the mean duration of cases that �nish late. In
this work, the only concern were surgeries �nishing late (overtime), due to their
disruptive nature on subsequent surgeries. Other problems rise from these circum-
stances, such as patient and sta� dissatisfaction, work overload and the inability to
attend future appointments. In the case study considered, about 37% of the surgical
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cases did not occur in the recent past (one year time frame). Thus, reinforcing the
di�culty to predict the correct time a surgery is going to take. Concluding that
resorting to historical data from �nished surgeries alone is an ine�ective strategy,
mainly due to the low occurrences for each combination of surgeon and interven-
tions. The positive aspect that should be highlighted from his work is that as the
number of occurrences is higher, the better are the estimates for future surgeries.

May et al. (2000) evaluates di�erent statistical distributions to model surgical
times, �nding that the three-parameter form of the log-normal distribution is ade-
quate for surgical times. They defend the need to schedule e�ciently to contain the
costs of surgical services and that modeling the statistical distribution of surgery
times is the �rst step to understand their variability. In terms of prediction, the
usage of statistical distributions provides little usefulness since it only describes the
average phenomenon and not each individual case. Strum et al. (2000) also analysis
the statistical distribution of surgical times. Provided with a large data set of his-
torical data with 1 580 procedures with at least 5 occurrences each, determining if
the distribution of surgical times is closer to the normal or log-normal distribution.
As with May et al. (2000), the use of log-normal happens to be recommended and
the single most important sources of variability found in surgery durations are the
type of anesthesia used and the patient's age and gender. Later, Spangler et al.
(2004) proposes a method for systematically estimating the location parameters of
log-normal distributions to model the total surgical time. They note that time
records can be biased by those who record the observations, adjusting them to more
convenient values rather than making precise records.

The setup proposed by Dexter and Ledolter (2005) comprises the prediction of
lower and upper bounds for total surgery time. The goal of predicting the bounds
is to know in advance the dimension of possible delays (upper bound) and faster
surgeries (lower bounds). If the operating theater has enough capacity to accom-
modate time between surgeries, it is possible to consider a delay between surgeries
based on the upper bound of surgery durations. This way it is possible to avoid
longer over running surgeries and reduce the waiting time between surgeries for the
surgical team and for patients. Although this methodology does not allow a perfect
e�cient scheduling system, it allows to improve overall satisfaction. It also provides
better estimates to when patients should start preparing for surgery.

Dexter et al. (2005) proposes a statistical method to detect extreme variations
on scheduled case durations. Trying to mitigate the bias introduced by surgeons
that was reported by Macario (2009). Moreover, they consider that �Near zero bias
can be achieved in practice through the use of historical case duration data for
case scheduling and/or having schedulers and surgeons motivated to be accurate�.
For medical specialties consistently underestimating their case durations, it is pro-
posed to schedule these surgeries with statistical estimates based on historical data,
surgeons' estimates.

Ehrenwerth et al. (2006), evaluate the accuracy of surgery duration estimation

15



and anesthetic procedures, segmenting the cases according to their di�culty, and
other factors such as the procedure and patient age. They �nd a small correlation
between the scheduled time and the real duration, when only 50% of the cases are
accurately predicted. A chronic under-estimation bias is found on cardiothoracic
and transplant surgeries, and over-estimation on gynecology procedures. Their �nd-
ings conclude that anesthesiologists are prone to under-predict di�cult procedures,
realizing that there is a window of opportunity to determine anesthesia procedure
time and surgical time independently.

Dexter et al. (2006) compares the di�erences in operating times for common
procedures performed by multiple surgeons on several hospitals. The analysis of
variance (ANOVA) performed by the authors indicated large di�erences in the time it
took to perform identical procedures in di�erent hospitals, going up to 50% di�erence
in certain procedures. The reasons for that were attributed to the productivity of the
nurses and anesthesiologists, but it could also be a consequence of having academic
hospitals in the analysis pool. Leading to higher surgery times in these training
environments.

Dexter et al. (2007) assesses the probability of over-running surgeries, by analyz-
ing the scheduling behavior of surgeons, and determining if adding additional time
for surgery schedule would reduce the over-utilization of the operating rooms (or
the surgeon's under-estimation). The results of the study indicate a small chance
to reduce the under-estimation if con�dence intervals were set very high (90-95%).
Finding that under-estimation is not caused by poor decisions in extreme cases, but
instead, for small deviations in many cases.

Combes et al. (2008) develops a data mining framework to predict the duration
of surgeries comparing univariate statistics and a neural network approach. The goal
of this work was to �nd the relationship between the surgery length and a patient
pro�le de�ned by administrative data, medical history and surgical environment.
Despite the use of a data mining method, the results show that in this case study,
using the median was the best predictive model for duration estimates.

Dexter et al. (2008), reviews thoracic surgery literature to identify possible causes
for variations in procedure times. His hypothesis was that other medical record
data, related to the patient (e.g., weight) would in�uence the outcome of a surgery.
However, this work did not reveal any additional data that could be added e�ectively
to operating room information system to improve the accuracy of surgery duration
estimates, emphasizing the di�culty to estimate surgery durations.

Stepaniak et al. (2010) follow a statistical approach, using ANOVA models, to
estimate the duration of surgeries achieving a 15% accuracy improvement compared
to the surgeons' estimates. Their focus was mainly put into the discovery of the
most important factors that explained the variance of surgery duration in 30 dif-
ferent types of surgical procedures. The factors that explain most of the variance
are related to the conditions in what the surgery is performed (team composition,
experience and time of the day).
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Franke et al. (2013) explores a di�erent approach, aiming to determine the re-
maining time in a procedure by splitting the surgical process in low-level tasks. The
complexity of this split only allowed the author to perform his study on two types of
neurological interventions, and despite the reasonable results, the work was limited
to narrow set of data. He found that the uncertainty and the error generated by it
decreases as the surgery advances.

Other authors developed studies to predict the duration of speci�c procedures,
such as laparoscopic procedures, �nding that adding an extra element to the surgery
team would increase its duration on average by 15.4 minutes directing the e�orts to
a better team allocation strategy (Cassera et al., 2009).

Devi et al. (2012) focus on an ophthalmology department and rely mostly on the
surgical team experience to determine the surgery duration. This is done with adap-
tive neuro-fuzzy inference systems, neural networks and multiple linear regression
models allowing to achieve better e�ciency on a simulation model.

As it was summarized along this section, there is some research performed in this
�eld, but mostly it is narrow to speci�c approaches and cannot be generalized. Other
than that, there is also a strong presence of researchers determining the reasons
for surgery durations deviations and their consequences. However, although it is
essential to have a better understanding of the surgical process and its variability,
it is hard to use that information to determine the length of future surgeries.
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Chapter 3

Data Mining: Surgery duration

estimation

The current chapter presents the �rst stage of the surgery scheduling process, con-
cerning estimating the duration of surgeries. As it has previously mentioned, the
outcome of a surgery is unpredictable and is a�ected by many factors. These fac-
tors include the patient's age, medical history, the surgeon who is performing the
surgery, the procedure itself and even the month of the procedure has an impact
on the error caused from deviations to estimate (see Figure 3.1). This leads to a
problem of uncertainty, due to the di�culty in predicting what will happen during
a surgery and ultimately how long the surgery will take.

Figure 3.1: Error distribution by month (in minutes)

For planning purposes, it is essential to have a good estimate of surgeries' du-
ration, since it is one of the most important factors to take in consideration when
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surgery schedules are made. Also, uncertainty in estimates leads to deviations from
reality, which have consequences in the performance of the operating theater. First,
surgeries can take longer than expected and overrun upcoming surgeries, on the
other hand, they can be shorter than expected and the remaining time is wasted, as
the operating room is not in use. The uncertainty minimization problem is tackled
with a data mining approach, using historical surgery information to estimate the
duration of future surgeries. Since the target variable in this problem is continuous,
this will be addressed as a regression problem. The surgery duration (fi) will be
treated as the unknown dependent variable and the known environment settings
and patient characteristics that in�uence the duration of a surgery will constitute
the vector of independent variables (XT

i ). The data will be used to model functions
(M) able to estimate the duration of future surgery instances.

fi = M(XT
i ) (3.1)

The goal of this chapter is to provide an overview of the technical background
required to attain robust surgery duration estimates, the methodology itself and its
outcomes.

3.1 Theoretical background

The methodology developed to estimate the length of a surgery followed several
data mining modeling steps, to explore, analyze and model data. Data mining is
a relatively new scienti�c �eld that combines mathematics, statistics and computer
science to analyze data and transform it into useful information, suitable for decision
making. In general, data mining goes beyond simple data analysis and applies
mathematical algorithms to �nd correlations and evaluate the likelihood of future
events.

Data mining has been growing rapidly and is increasingly more present in di�er-
ent businesses and scienti�c settings. Speci�c cases where data mining techniques
are applied are found in market research and segmentation, allowing to identify com-
mon characteristics of customers; customer churn, determining which customers are
likely to leave a company for a competitor; fraud detection, to identify which com-
mercial transactions are likely to be from a fraudster; direct marketing, to predict
which segment will obtain the highest response rate on a campaign; market bas-
ket analysis, understanding what products are most commonly purchased together;
or trend analysis, revealing the di�erence between a typical customer in di�erent
periods.

The application and development of data mining processes are usually part of a
development framework. A popular example of this is the CRISP-DM framework
(Cross Industry Standard Process for Data Mining), containing several stages to
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develop a successful and functional data mining project. This framework has �ve
di�erent stages that divide the development of a data mining project:

i) Business Understanding

ii) Data Understanding

iii) Data Preparation

iv) Modeling

v) Evaluation

Each stage is self-explanatory by its name, but it is worth mentioning that it
is fairly common to spend at least 60% of the data mining development process
in the data preparation phase. It is probably the most important phase, since the
entire process and results will depend on the quality of the data used. Concerning
predictive data mining, there are two very important groups of problems. First, the
classi�cation type of problems, where the output variable of the model is a nomi-
nal value (class), and regression problems where the output is continuous. Other
data mining problems exist, such as clustering, sequence mining and collaborative
�ltering. This dissertation resorted solely on classi�cation, regression and ensemble
models. The section below enumerates and brie�y describes some of the algorithms
used.

3.1.1 Algorithms and models

The main outcome of this work comes from having a vast pool of data mining
models, therefore it is important to give a brief de�nition of how each model works.
The methodology developed resorted mostly to regression models, but classi�cation
models were used to ensemble the previous regression models. Even though both
models aim to predict outcomes of a speci�c problem/data set, the main di�erence
that distinguishes them lies on the type of variable being predicted.

Regression: In general, regression is a statistical analysis method used to deter-
mine the relationship between several variables. These methods are widely used for
forecasting and prediction due to its ability to determine the relationships between
dependent and independent variables, de�ning how the independent variables in�u-
ence the dependent variable. The simplest form of regression used to �t an equation
to a data set is the linear regression model, but more advanced techniques exist to
create more complex models. Some of these techniques will be explored throughout
this section.
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Classi�cation: this class of supervised learning models di�ers from their regres-
sion counterpart, essentially on the type of variable that is being predicted. In
classi�cation modeling, the goal is to discover the relationship between attributes
and nominal variables, allowing these to be determined after the relationship is
learned.

Linear Models: Linear regression models are a very well-known tool for predic-
tion and are also one of the most important tools in statistics. Linear regression
models consist in �nding the best-�tting straight line through the points of a data
set. The most prevalent method to �t regression lines is the least squares method,
where the coe�cients of linear equations are determined by minimizing the sum of
the squared residual errors.

Generalized Linear Models: The main di�erence introduced by generalized lin-
ear models (GLM) compared to linear models, is the possibility to have dependent
variables with error distribution models di�erent than the normal distribution. This
is done by introducing a link function to the dependent variable, allowing the vari-
ance of each measurement to be a function of its predicted value. GLM models
were initially proposed by Nelder and Baker (1972) to group several regression mod-
els (e.g., linear regression, logistic regression and Poisson regression). The method
consists in iteratively reweighing the least squares method for maximum likelihood
estimation of the model parameters. In GLM modeling, each outcome of the depen-
dent variables is assumed to be generated from an exponential distribution.

M5-Rules & M5P: the M5 class of algorithms, initially proposed by Quinlan
et al. (1992), is a technique to induce rules from model trees. Linear models are
created with every partition of the data, which means that every leaf of the tree has
a multivariate linear model. The nodes of the tree are chosen over the attributes
that maximize the expected error reduction. The M5P algorithm in particular,
induces trees of regression models. However, instead of maximizing the expected
error reduction at each node, the splitting criterion is de�ned by the minimization
of the intra-subset variation in the values of each branch.

Decision Stump: also known as one-level decision tree model, is an alternative
tree model that consists of one-level decision trees. These trees have one internal
node that is directly linked to the terminal nodes of the tree, which means their
predictions are only based on one feature of the data set (Iba and Langley, 1992).

REP tree: a tree algorithm to build decision or regression trees, using information
gain and variance. The decision trees are pruned with back �tting to reduce the
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error and the complexity of the decision model. In particular, this method allows
to reduces the error derived from the variance.

C4.5 and C5.0: these are another form of decision tree classi�cation algorithms,
devised after the ID3 algorithm. The C series of algorithms use information entropy
to build the model trees. Each node of the decision tree splits the data by maximizing
the normalized information gain, and recursively does it to the smaller subsets of
data. The C5.0 version of the algorithm has improvements in performance but also
increased accuracy, mainly due to its support of boosting.

Random Forests: an ensemble learning approach for classi�cation and regression
that works by constructing a large set of decision trees. The algorithm outputs the
most frequent prediction in the individual trees as predictions (mode). The method
combines Breiman's �bagging� idea and the random selection of features, introduced
independently in order to construct a collection of decision trees with controlled
variance.

Support Vector Machines: a binary machine learning algorithm classi�er, that
separates data points by maximizing a margin function between them. SVMs assume
data is linearly separable, but are applicable to non-linear universes using a technique
named �kernel trick�. This technique projects the data set to a high-dimensional
space, allowing linear hyper-planes to split the data set. New instances of the data
will be classi�ed according to which side of the hyper-plane they fall.

kNN: also known as the k-Nearest Neighbors algorithm, is one of the simplest
methods for classi�cation and regression, which uses the k closest training examples
in the feature space to determine the predicted outcome. This selection is based
on the majority vote of its neighbors (classi�cation) or the average values from the
k-nearest neighbors (regression).

Least Angle Regression: another regression model, suitable for high dimen-
sional data that uses a linear combination of covariates between the dependent and
independent variables. This algorithm is similar to forward stepwise regression,
producing a full piecewise linear model.

Multivariate adaptive regression splines: an extension of linear models, based
on recursive partitioning approaches. MARS models are able to reproduce non-
linearity in data points using hinge functions, resulting in a continuous models.
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3.1.2 Meta-learning

In the data mining context, meta-learning is the process of learning to learn. In-
formally, a meta-learning algorithm uses past experiences to change certain aspects
of learning procedures, originating new and, hopefully, better learners. This learn-
ing experience can be obtained from several ways, but it is mostly derived from
meta-data and properties of the problem:

Discovering meta-knowledge: inducing knowledge to express how di�erent al-
gorithms perform in several problems. The meta-data is made by characteristics of
the learning problem data and the performance of the learning algorithms. Then,
other algorithm learns how the data characteristics relate to the algorithms. Given
a new problem, the performance of the algorithms can be predicted.

Stacked generalization: combining a pool of learning algorithms, the meta-data
is formed by the predictions of those algorithms. A new algorithm then learns
from this meta-data to predict which combinations of algorithms performs best.
Finally, the predictions of the best set of algorithms are combined providing the
�nal prediction.

Boosting: similar to stacked generalization, boosting uses an algorithm multiple
times, where the instances in the training data set are weighted di�erently every
run, yielding di�erent predictions. Considering that each learning run is focused on
a particular subset of data, combining those predictions eventually leads to better
results.

Inductive transfer: also known as learning to learn, this method focus in im-
proving the learning process over time. Knowledge is transferred from other learning
problems, to help learning in other domains.

3.2 Methodology

This section describes the steps followed to achieve an e�ective methodology to
accurately predict the duration of surgeries. The remaining topics in this section
concern model evaluation and the model phase itself.

3.2.1 Data description

Data is considered to be the greatest asset of the XXI century and the operating
theater is a great source of information, providing valuable databases of historical
surgical data. The data available for this work comprehends a database of 5.5 years
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of surgeries from a Portuguese hospital. The �rst 4 years were used to train the
data mining models and the following year and a half to evaluate their performance.
The distribution of surgery instances can be found in Table 3.1.

Table 3.1: Training and testing data set split

Type Years Surgeries % Split

Train 4 52 129 74%
Test 1.5 18 402 26%

Total 5.5 70 531 100%

Firstly, the features used in this work concern mainly three types of charac-
teristics: the patient and his condition, the surgical team and also contextual and
environmental settings. Some of the features listed in Table 3.2 were engineered from
the original data source, and were calculated due to their relevance in the literature.
For example, Dexter et al. (2008) state that the type of procedure, the surgeon and
team performing the procedure and the type of anesthetic used are good predictors
for the total duration of a surgery. Stepaniak et al. (2010) reinforces that list by
a�rming that the most signi�cant factors to a�ect the length of a surgery are the
team composition, their experience and time of the day the surgery is performed.

The database used comprehends 10 di�erent medical/surgical specialties. The
data was split into di�erent data sets, one for each specialty, to reduce the size
and complexity of the models trained. Not only this made sense for performance
reasons, but each medical specialty has its own group of surgeons and deals with
very di�erent surgical procedures, justifying the bene�ts of isolating each medical
specialty. Figure 3.2, shows how surgical specialties di�er from each other regarding
the distribution of surgery durations1.

Finally, despite being great sources of information, operating theaters are also
a tremendous source of incorrect data, likely generated from input errors or other
circumstantial problems. Thus, the original data set had to be transformed and
cleaned. The following were removed from the data set:

• Scheduled and total durations above 10 hours, likely to be data insertion errors;

• Negative waiting times, result of listing patients after the surgery was per-
formed;

• Instances with missing values in critical variables (e.g., surgeon and procedure)

1ENT: Ears Nose and Throat, or Otolaryngology
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Figure 3.2: Distribution of surgery durations among the surgical specialties consid-
ered (in minutes)

Table 3.2: Database description

Variable Type Description Engineered Values

Patient Gender nominal Patient's gender Yes M/F
Patient Age numeric Patients' age (in years) 0-100
Surgery Priority nominal Priority attributed for the surgery L/M/H/U
Patient Waiting Time numeric Number of days a patient waited for surgery Yes 1-2700
Month nominal Month of surgery Jan-Dec
Weekday nominal Weekday of surgery Mon-Sun
Shift nominal Surgery scheduled to a morning or afternoon M/A
Disease (ICD-Code) nominal Patient's disease 4000
Procedures numeric Total number of procedures in surgery Yes 1-3
Procedure (ICD-Code) nominal Surgery's main procedure code 4000
Surgeries to date numeric Number of surgeries a patient had to date Yes 0-30
Other Specialties binary If the patient had a surgery in a di�erent specialty Yes T/F
Surgeon nominal Surgeon identi�cation Yes 300
Surgeon Gender nominal Surgeon's gender Yes M/F
S. Experience (Disease) numeric Number of surgeries performed with that disease Yes 0-800
S. Experience (Procedure) numeric Number of surgeries performed with that procedure Yes 0-2000
Other diagnosis binary If the patient has other diagnosis Yes T/F
Vascular Problems binary If patient has circulatory system problems Yes T/F
Diabetes binary If patient has diabetes Yes T/F
Recidivist binary If condition is recurring Yes T/F
Mean Duration numeric Mean historical duration of similar surgeries Yes 1-600
Scheduled Time numeric Original scheduled duration by the surgeon 1-600
Total Duration numeric The total duration of a surgery 1-600
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3.2.2 Model evaluation

In order to evaluate the quality of any data mining model, it is necessary to have
appropriate ways to measure the outcomes of the model. Given what was said
about this problem, the ideal way to assess an individual result is an error metric
(ei) de�ned by the di�erence between the real duration of a surgery (ri) and its
estimate (fi).

ei = ri − fi (3.2)

An overview of the test data, comparing the surgeons' estimates and the real
durations of the surgeries shows that there are di�erent behaviors within the several
medical specialties studied. Figure 3.3, below shows the error distribution among
surgical specialties.

Figure 3.3: Error distribution by specialty (in minutes)

Since the characteristics of each specialty di�er from each other, it is important
to have a scale-independent error measure to make a fair comparison. The relative
error for an individual instance (pi) is given by:

pi =
(ri − fi)

ri
(3.3)

Still, simple individual measurement is not enough to judge the quality of a
model as a whole, hence and aggregated view is required. Further, it is important
for these metrics to have certain characteristics to create a good perspective of the
results. Some of those properties are:
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• Scale-independence: measure independent of the series scale;

• Outlier-independence: measure not a�ected by extreme or outlier errors;

• Sensitivity: measure reactive to small changes in errors;

• Typicality: measure representative of its underlying statistical distribution.

There is a wide discussion on the most appropriate measure for regression models,
but since each metric has its advantages and disadvantages, the metrics below will
be used to measure the results.

Mean Absolute Error (MAE): In statistics, the MAE is the average of the
absolute value of the errors. It is an indicator of how close the predictions are from
its real values, and it is given by:

MAE =
1

N

N∑
i=1

|ei| (3.4)

The reason for not using the Mean Error (ME) comes from the fact that some
instances will have positive errors and other negative, canceling each other. Looking
to ME alone would be misleading as the average error would be closer to zero.

Mean Absolute Percentage Error (MAPE) : MAPE helps to understand the
relative performance of the models compared to reality. It averages the absolute
relative errors and it is given by:

MAPE =
1

N

N∑
i=1

|pi| (3.5)

Root Mean Squared Error (RMSE): RMSE results from mean squared error
(MSE), which penalizes large deviations. Using RMSE alone, frequently leads to
models with a small number of large errors but a great number of small errors.
Compared to its squared counterpart (MSE), this metric is preferred because it has
the same scale as the data:

RMSE =
√
MSE =

√√√√ 1

N

N∑
i=1

e2i (3.6)
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Pearson Correlation: This correlation coe�cient expresses the degree of linear
dependence between two variables (rxy). It takes any continuous unit value and
the closer it is to zero, the weaker the relationship between the variables. This will
indicate the correlation between the estimates and real surgery durations, and sit is
expressed by:

rxy =

∑n
i=1(xi − x̄)(yi − ȳ)√∑n

i=1(xi − x̄)2
∑n

i=1(yi − ȳ)2
(3.7)

In the context of surgery scheduling, the objective of improving the accuracy
of surgery estimations is conveyed by minimizing the error metrics described. As
the error is reduced, the correlation coe�cient is expected to be closer to one. Be-
cause the impact of over- (OE) and under-estimation (UT) is very di�erent, two
additional metrics are introduced to measure their impact, Equations 3.8 and 3.9
respectively. This is the �rst step towards a cost sensitive model evaluation (Bowry,
2010). Finally, the total waste is measured by adding Equations 3.8 and 3.9.

Over − estimation =
N∑
i=1

ei,∀ei > 0 (3.8)

Under − estimation =
N∑
i=1

ei,∀ei < 0 (3.9)

3.2.3 Modeling

The modeling phase essentially consisted in creating di�erent data mining regression
models (M), that given the vector of independent features of a surgery (XT

i ) would
be able to accurately forecast surgery durations (fi).

fi = M(XT
i ) (3.10)

Despite this high-level and rather simple description, developing this method-
ology was an iterative process. Through the development and trial phase, several
attempts were made and models tried to attain better accuracy. The data was split
into di�erent data sets, one for each medical specialty, so that each model could
be trained with only one specialty. Not only would this reduce the computational
time required to train the models, but it also simpli�ed them. In tree or rule based
models this is rather important, since it becomes easier to interpret the resulting
model. In a meta-learning perspective this is known as introducing meta-knowledge
to the problem. The training set, de�ned by the �rst 4 years of data was used to
train 22 di�erent regression models using the algorithms introduced before. Each
model was trained using a 10-fold cross validation. Some of the models built derive
from di�erent parametrization of the algorithms and were included in the results due
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to their performance di�erences. Special emphasis was given to improve the model
and in order to do so, a grid tuning approach was used. This approach enables the
data mining engine to iteratively test di�erent combinations of parameters on each
algorithm, optimizing their prediction robustness. Figures 3.4, below, depicts the
results of two optimization runs of a k-NN algorithm and a GLM network, showing
the di�erence in performance as the parameters are changed.

(a) GLM Net tuning (2 parameters) (b) k-NN tuning (1 parameter)

Figure 3.4: Sample results from tuning two data mining models

After experimenting with di�erent algorithms, the idea to use the best predictions
found and use them to create the �nal estimate, minimizing the total overall error,
emerged. A meta-learning or ensemble way of thinking, which would use the best
predictions provided by the base models to create a new and �nal estimate. To
attain this goal, two di�erent strategies were created and applied over the original
test set. This testing data set was then split in two new subsets for training and
testing purposes, result of a 70% / 30% random split of the data. At this stage, the
importance of having a chronological logic in the methodology was dismissed.

The �rst ensemble strategy was devised to predict the best performing model for
each individual surgery. To do so, and given the pool of models and results gathered
before, a new categorical variable was created and included in the data set, de�ning
the model that produced the minimum error for every individual surgery. Then,
the objective is to predict the best algorithm given the information of the surgery.
The prediction of this new nominal variable was performed with several supervised
classi�cation algorithms. No other attempts to modify the original data set structure
were tried.

The second ensemble attempt was developed by creating a new data set of meta-
features. This strategy resembles the stacking approach, where the results of several
learning algorithms are combined and a new learner is trained over this information.
The same regression modeling approach was followed but now the vector of indepen-
dent features of a surgery (XT

i ) was composed by the duration estimates gathered
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before. This method only considered the meta-features and discarded the original
data set features, originating a purely numeric data set.

3.3 Experimental results

This section evaluates the success of the methodology developed and the models
used to the problem of surgery duration estimation. The results of the models tested
will be compared against each other, and will always have as a baseline the original
surgeons' estimate and accuracy. This section presents the initial base models tested
and lastly the ensemble approach. The base model method was purely formulated
by learning predictive models from the training data for each medical specialty. In
total, 22 models were tested in 10 di�erent surgical specialties. The split of data in
training and test sets by medical specialty is given in Table 3.3, which shows that
on average 26% of the data available was labeled for testing purposes.

Table 3.3: Data set split by medical specialty

Specialty Train Test Total % Test

Dermatology 2 634 827 3 461 24%
General Outpatient Surgery 7 223 2 175 9 398 23%
General Surgery 5 071 1 363 6 434 21%
Neuro Surgery 2 237 730 2 967 25%
Ophthalmology 10 800 4 608 15 408 30%
Orthopedics 7 032 2 063 9 095 23%
Otolaryngology 4 336 1 901 6 237 30%
Stomatology 2 863 887 3 750 24%
Urology 4 687 1 870 6 557 29%
Vascular Surgery 5 246 1 978 7 224 27%

Total 52 129 18 402 70 531 26%

As explained before, the testing set represents the later years of the data set,
allowing a proper evaluation of the methodology in a chronological perspective:
using past data to predict future outcomes. To understand the original problem
properly, the performance of the original surgeon estimates is speci�ed on Table 3.4.
The table presents the metrics previously introduced and its structure will be used
throughout the chapter to quantify the results. The rank introduced, represents the
ranking of the model in terms of MAE compared to the total 22 models assessed.

The most remarkable revelation is that in a period of 1.5 years of operations,
more than half a million minutes were lost, both by over-estimated (40%) and under-
estimated (60%) surgeries. This is the equivalent to roughly 9 000 operating room
hours, which could have been available for other surgeries. Another insight shown
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Table 3.4: Surgeon estimates accuracy, ranked by MAE (in minutes)

Specialty Rank MAE RMSE MAPE TW OE UE rxy

Dermatology 2 9.2 13.4 30% 7 565 1 986 5 579 0.08
Outpatient Surgery 20 15 20.2 80% 32 722 11 448 21 274 0.67
General Surgery 22 47.2 67.5 46% 64 359 17 224 47 135 0.69
Neuro Surgery 22 76.8 102.5 43% 56 028 27 269 28 759 0.54
Ophthalmology 22 18.1 30.5 69% 83 350 36 247 47 103 0.39
Orthopedics 21 40.1 53.7 36% 82 746 60 365 22 381 0.77
Otolaryngology 22 28.4 39.9 57% 54 011 17 942 36 069 0.58
Stomatology 12 23.1 35.9 50% 20 453 4 336 16 117 0.78
Urology 21 42.7 65.5 69% 79 925 13 059 66 866 0.65
Vascular Surgery 22 31.9 48.6 53% 63 130 27 009 36 121 0.67

Total 22 29.6 47.8 58% 544 289 216 885 327 404 0.76

in Table 3.4 is that on average, surgeons estimate surgeries with an absolute error
of 29.6 minutes. In absolute terms this shows how big the average error is and
how big is the opportunity to improve. Interestingly, it is noticeable how certain
specialties tend to over-estimate the length of surgeries compared to others which
under-estimate. This is likely to be a characteristic of surgeons that compose the
specialty and the inherent di�culty of the procedures performed. Of all the 22
models tested, the surgeon estimates perform the worst with an overall rank of 22.
That is not the case for Dermatology, where the surgeon estimates perform second
best. However, in this case, the correlation between the surgeon estimates and the
total surgery duration of 0.08 is discerning. The reason for the low correlation is
the rough and round estimates surgeons make (e.g., 30, 45, 60 minutes) when in
fact the duration of a surgery is a continuous variable. Figure 3.5 plots the total
duration against the scheduled duration found in dermatology. The particular case
of Dermatology is exceptional due to the low duration of surgeries.

The results for the application of every data mining model to each specialty test
set is presented in Table 3.5, consolidated by model and not specialty. In this table
it is possible to observe how certain algorithms minimize some error measures but
not others. It is the case of the M5 Rules algorithm which has the lowest MAE but
the Decision table algorithm, which ranks 8th, has the lowest MAPE.

Comparing the best performing model against the surgeons' baseline (and also
the worst model) there is a gain of 27% in terms of MAE and 26% on total wasted
time. The absolute di�erence in time lost between the surgeon estimates and the
best model corresponds to a total of 2 414 hours. Implying that it would have
been possible to save that time if the M5 model was used to predict the duration
of every surgery performed in that period. Moreover, the total time lost due to
under estimation is reduced by 34% and over estimation by 16%, which means that
there would be a signi�cant less amount of surgeries surpassing their de�ned times,
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Figure 3.5: Error distribution by surgeon (in minutes)

Table 3.5: Results from data mining models applied to the testing set

Model Rank MAE RMSE MAPE TW OE UE Correlation

M5 Rules 1 21.7 35.4 41% 399 419 182 250 217 169 0.87
M5P 2 21.9 35.5 42% 402 856 186 254 216 602 0.87
Gaussian Processes 3 22 35.2 42% 403 827 188 281 215 545 0.87
GLMNet (ridge) 4 22.3 35.6 38% 410 788 204 602 206 185 0.87
Random Forest 5 22.3 35.9 34% 411 123 205 967 205 156 0.87
GLMNet (ridge-small) 6 23.2 37.4 59% 426 720 202 301 224 418 0.85
GLMNet (optimized) 7 23.2 37.4 46% 426 723 202 835 223 889 0.86
Decision Table 8 23.3 37.3 35% 428 546 213 026 215 520 0.85
LARS (small) 10CV 9 23.4 37.6 50% 430 783 203 044 227 740 0.85
GLMNet (small) 10 23.4 37.4 50% 430 604 201 494 229 109 0.85
GLM (small) 11 23.5 37.6 50% 430 908 203 203 227 705 0.85
Linear Model 12 23.5 37.6 50% 430 908 203 203 227 705 0.85
REP Tree 13 23.5 38.5 38% 432 446 219 684 212 762 0.85
LARS 14 23.5 37.7 50% 432 029 205 005 227 024 0.85
Median 15 23.6 40.2 39% 428 766 180 554 248 212 0.83
kNN (optimized) 16 23.6 37.5 36% 434 251 220 059 214 192 0.85
kNN 17 23.8 38.1 36% 437 876 223 184 214 692 0.85
Partial Least Squares 18 24.2 38.2 44% 445 628 222 461 223 167 0.85
Average 19 24.8 40.9 39% 456 839 235 563 221 276 0.82
GLMNet 20 25 41.1 38% 459 543 234 581 224 963 0.82
Decision Stump 21 27.9 43.3 38% 513 189 287 052 226 136 0.8
Surgeon Estimate 22 29.6 47.8 58% 544 289 216 885 327 404 0.76
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reducing the number of schedule disruptions. The correlation coe�cient that once
was 0.76 is now 0.87. The RMSE follows the MAE closely, and the M5 Rules
algorithm also shows the smallest RMSE in the group, this means the algorithm
is the most suitable to reduce the largest deviations. Those are the consolidated
results, which would be attained if only a single data mining model was used. When
the best model is selected for each medical specialty the results can be further
improved. Table 3.6 shows the best performing model results for each specialty, and
the overall result of its application.

Table 3.6: Best data mining model for each medical specialty

Specialty Model MAE RMSE MAPE TW OE UE rxy

Dermatology Median 8.4 11.5 25% 6 934 3 091 3 843 0.45
Outpatient Surgery M5P 9.8 14.5 31% 21 389 12 102 9 286 0.81
General Surgery M5Rules 34.6 47.9 26% 47 194 24 839 22 355 0.84
Neuro Surgery GLMNet 53.4 74.6 28% 38 840 21 928 16 912 0.78
Ophthalmology Gaussian Proc. 14.3 26.9 53% 65 790 25 323 40 467 0.58
Orthopedics Random Forests 28 39.2 27% 57 713 28 400 29 312 0.84
Otolaryngology Average 18.4 29.1 37% 34 910 12 807 22 103 0.77
Stomatology Random Forests 18.6 28.8 33% 16 507 6 230 10 277 0.84
Urology GLMNet 27 41.1 33% 50 567 22 603 27 964 0.85
Vascular Surgery Median 24.4 38.3 33% 48 326 21 962 26 364 0.85

Total 21.1 35.1 36% 388 169 179 286 208 884 0.87

Curiously, there are three circumstances where simply using the median or the
average outperforms any other model. The overall improvement achieved can be
seen in the total row, where a 5 p.p. MAPE di�erence is found compared to the
best overall model (M5-Rules) or a 0.6 minute di�erence in MAE. Although the
di�erence can seem small, if compared against the original surgeon estimates the
performance is signi�cantly higher, and in the long run it has a cumulative bene�t.
Table 3.7 compares, at the specialty level, the performance of the best performing
algorithm against the surgeons' estimates.

First, it is shown that using statistics and data mining models in this particular
problem allows better accuracy in surgery duration estimation. A reduction of 27%
in the error made by surgeons could potentially save them from postponing surgeries
or under utilizing the operating theater. So far, the best outcomes gathered result
from selecting the best performing algorithm for each surgical specialty. Ideally this
could be done at the individual surgical case level.

Determining the most accurate algorithm for each surgery could potentially re-
duce the errors further. To understand the gains of this hypothetical model, Ta-
ble 3.8 shows the comparison between the best model up to now and the result of
using the best model at the surgery level.
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Table 3.7: Comparison between the MAE of surgeon estimates and the best data
mining model for each specialty

Specialty Surgeon MAE Best Model MAE Variation

Dermatology 9.2 8.4 -9%
Outpatient Surgery 15 9.8 -34%
General Surgery 47.2 34.6 -27%
Neuro Surgery 76.8 53.4 -31%
Ophthalmology 18.1 14.3 -21%
Orthopedics 40.1 28 -30%
Otolaryngology 28.4 18.4 -35%
Stomatology 23.1 18.6 -19%
Urology 42.7 27 -37%
Vascular Surgery 31.9 24.4 -23%

Total 29.6 21.7 -27%

Table 3.8: Hypothetical MAE results achieved by using the best model for each
surgical case

Specialty Best Model MAE Min. MAE Variation

Dermatology 8.4 4.9 -42%
Outpatient Surgery 9.8 6.3 -36%
General Surgery 34.6 23 -33%
Neuro Surgery 53.4 40 -25%
Ophthalmology 14.3 10.2 -29%
Orthopedics 28 16.8 -40%
Otolaryngology 18.4 11.7 -36%
Stomatology 18.6 11.4 -39%
Urology 27 19.1 -29%
Vascular Surgery 24.4 16.9 -31%

Total 21.7 14.2 -35%
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3.3.1 Meta-learning results

Naturally, as more models are created, the more likely it is to �nd the right result.
But since the total duration is not known at the time of scheduling, this information
is not available. To try to achieve this result a new model was created based on
results of all the previous models. For each surgery, a nominal class was created with
the model that minimizes the error. Again, the same procedure was followed and
several models were tried over this new problem. Following the �rst meta strategy
de�ned, the results were not great, but it was possible to improve the results of
three specialties. However, the overall gain was about 1%. Table 3.9 summarizes
the results achieved comparing them to the results of the previous best model and
the surgeon estimates. Only the best resulting model is shown, and the pre�x (M),
indicates if it is a result of the meta-strategy.

Table 3.9: MAE results from the application of the �rst meta-strategy

Specialty Best Model New best Previous best Surgeon Var. best Var. Surgeon

Dermatology (M) C5.0 7.5 8.3 8.9 -10% -16%
Outpatient Surgery M5P 9.8 9.8 14.8 0% -35%
General Surgery M5Rules 34.7 34.7 48.2 0% -28%
Neuro Surgery GLMNet (ridge) 55 55 79 0% -31%
Ophthalmology Gaussian Processes 14.1 14 17.6 0% -20%
Orthopedics Random Forest 28.5 28.6 40.6 0% -30%
Otolaryngology (M) Tree Bag 18.5 19.1 28.2 -3% -34%
Stomatology Random Forest 18.5 18.5 24.2 0% -24%
Urology GLMNet (ridge) 26.8 26.8 43.4 0% -39%
Vascular Surgery (M) Random Forests 23.6 23.8 31.4 -1% -25%

Total 21 21.1 29.65 -1% -29%

A di�erent approach was followed based on meta information provided by the
�rst phase of modeling. Di�erent algorithms were applied to the outcomes of the
initial base models, creating new regression models on the meta-data, capable of
outperforming the previous approaches. Table 3.10 presents these results, indicating
the successful application of the meta-strategy in every specialty.

Although it was not possible to achieve the results sought in Table 3.8, overall
the results were signi�cantly improved from the base model learners and the �rst
meta-strategy introduced. In sum a potential uplift of 34% in the accuracy of
surgery durations was achieved, with even better results in certain specialties (e.g.,
the reduction of the MAE on the Urology specialty department by 44%).

35



Table 3.10: MAE results from the application of the second meta-strategy

Specialty Best Model New best Previous best Surgeon Var. best Var. Surgeon

Dermatology (M) GBM 7.25 7.5 8.94 -3% -19%
Outpatient Surgery (M) Linear SVM 8.86 9.63 14.75 -8% -40%
General Surgery (M) Random Forests 33.35 34.74 48.17 -4% -31%
Neuro Surgery (M) Linear SVM 53.72 55.04 79.2 -2% -32%
Ophthalmology (M) Linear SVM 13.55 14.07 17.62 -4% -23%
Orthopedics (M) Linear SVM 26.56 28.48 40.64 -7% -35%
Otolaryngology (M) Random Forests 16.92 18.53 28.19 -9% -40%
Stomatology (M) Linear SVM 16.99 18.35 24.18 -7% -30%
Urology (M) Random Forests 24.47 26.66 43.41 -8% -44%
Vascular Surgery (M) Linear SVM 21.59 23.6 31.42 -9% -31%

Total 19.7 21.01 29.65 -6% -34%
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Chapter 4

Optimization: Surgery scheduling

This chapter succeeds surgery duration estimation, and presents the methodology
developed to schedule surgeries in a planning horizon. The decision process involved
in surgery scheduling is highly constrained by the surgeons' own availability, the pa-
tient priority and the resources required to perform the procedure. Additionally,
surgeons have to take into consideration the post-operative period, when patients
start recovering from the surgical procedure. This recovery process can take a long
periods of time for each individual case, hence, it is necessary to guarantee availabil-
ity from these resources to accommodate every upcoming surgery. As constraints
are introduced, the more complex the scheduling problem becomes.

The highly constrained and combinatorial nature of the problem makes it over-
whelming, due to the amount of possible solutions. Since surgeons base their deci-
sions mostly on their experience, the solutions are hardly optimal. Thus, the intro-
duction of an optimization mechanism as a decision support system is welcomed to
aid solving the surgery scheduling problem.

In this approach, the results attained with the data mining method from the
previous chapter are used to determine the length of surgeries, which will then
be scheduled using the optimization model developed and herein presented. The
application of this method assumes the surgery duration is the estimated one, in
reality, deviations from this estimate could still occur, requiring reactive measures
during these events. The surgery scheduling approach is based in an optimization
model, which aims to determine the optimal combination of surgeries to perform in
order to maximize the throughput of the operating theater and its utilization.

The remainder of this chapter introduces the techniques used to devise the op-
timization approach, the mathematical model de�ning the scheduling problem and
the experimental results achieved with both an exact method and the meta-heuristic
that was developed.
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4.1 Theoretical background

The foundations of operations research date back to the beginning of the Second
World War, when Management Sciences / Operations Research (MS/OR) started
to become an important �eld of study. During that time, the application of MS/OR
yielded great results to the Allies front, improving the e�ciency of transportation
networks and the organization of military defensive and o�ensive fronts. Operations
research concerns the development of techniques, algorithms and models to solve
real and complex problems. Common problems found and solved in the literature
using operations research methods range from scheduling applications, allocation of
resources, �ow management, route de�nition, among many others. An overview and
description of the techniques used to solve this problems is given in this section.

Mathematical optimization: optimization is the search for the best possible
solution to a certain problem. Optimization problems are de�ned by mathemat-
ical models, which represent a reality where a decision maker wishes to optimize
a certain objective (i.e., objective function), made of several decision factors (i.e.,
decision variables) and subject to certain constraints. These problems are formu-
lated mathematically and there are usually di�erent ways to �nd solutions to them.
Solution approaches can be split into exact methods, that can prove if a solution is
optimal or not, and approximate methods, that search the solution space for feasible
solutions, but are unable to determine if one is optimal or not.

Combinatorial optimization: a particular case of mathematical optimization
that aims to �nd the optimal set of alternatives to optimize a given objective func-
tion. The main di�erence from these problems to, for instance, linear optimization
problems, is the discrete nature of the feature space. A well known instance of
combinatorial problems is the travelling salesman, which targets to �nd the optimal
route between a set of destinations. Combinatorial problems involve determining
the most e�cient way to e�ciently allocate resources. Due to the discrete nature
of the problem, the solution space grows exponentially as variables are added, be-
coming impractical to use exhaustive search to �nd feasible solutions. There are
exact approaches to solve these problems (e.g., Branch and Bound), but approxi-
mate methods and speci�c tailored algorithms can also be used to search the discrete
solution space of these problems.

Heuristics & Meta-heuristics: when optimization problems become too large
to solve with exact methods, heuristics and meta-heuristics emerge as practical ways
to solve complex problems. These are approximate methods that can take advantage
of speci�c problem logic to operate, but on the other hand cannot guarantee optimal
solutions. Heuristics are approximate procedures, specially designed for a particular
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problem. Meta-heuristics on the other hand are master strategies, independent of
the problem, by de�nition they are completely agnostic to the problem they are solv-
ing, allowing a larger number of applications. They have special features that make
them advantageous in the search for good solutions, as they have built in mechanisms
to avoid the algorithm to be stuck in local optimum solutions, performing more ef-
�cient searches over the search space. Commonly, meta-heuristics mimic discovery
processes observed in nature and are usually non-deterministic, since they incorpo-
rate random processes to support diversi�cation during the search of the discrete
solution space. They can also use forms of memory to take advantage of acquired
search experience. Genetic algorithms (GA), which are used in this dissertation, are
a population based meta-heuristic that have this capacity.

Genetic algorithms: A genetic algorithm (GA) is a method for solving both
constrained and unconstrained optimization problems based on a natural selection
process. GAs use a pool of candidate solutions and evolve them towards better solu-
tions by mimicking biological evolution, where the strongest individuals (solutions)
survive and are carried forward. In the GA perspective this happens throughout
generations (or iterations) as the �tness of each individual is assessed. The �tness
de�nes the likelihood of survival, and is de�ned the objective function of the problem
being solved. Traditionally solutions are represented (encoded) in binary, allowing to
perform a �exible and e�cient set of operations over the pool of solutions. Through
the evolutionary process, individual solutions are combined (crossover) with each
other in order to promote the search of the feature space. A second operator, muta-
tion, is also able to provide diversity to the pool of solutions by randomly changing
certain features of each individual. These algorithms stop after a prede�ned number
of generations or if a satisfactory �tness threshold is reached.

4.2 Methodology

The methodology developed and presented in this chapter solves the mathematical
model created to schedule surgeries. In the �rst experimental phase a a commercial
combinatorial solver was used. However, due to the commercial licensing aspect of
the software, a tailor-made genetic algorithm solution method was devised to solve
the scheduling problem.

4.2.1 Mathematical model

The principle of the mathematical model written tackles the advance scheduling
problem de�ned in Section 2.1, allocating patients waiting for surgery to a moment
in a time and space in the future, given the constraints that de�ne operating theater
planning.
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The model created for this problem is based on the multiple knapsack binary
model. A classic operations research problem that targets the decision of which items
should be added to a multiple knapsacks, maximizing the value of this selection.
Surgery scheduling can be seen as a multiple knapsack binary problem, considering
operating rooms as knapsacks and surgeries as items, subject to the binary decision
of being selected for an operating room or not. The classic formulation of the
problem is, succinctly, given by:

max
∑
i∈N

xiwis.t.
∑
i∈N

xiwi ≤ C (4.1)

Where the decision variable xi represents the binary decision of selection item i,
weighting wi, to knapsack constrained by its capacity C.

In the operating theater context, each available shift of an operating room corre-
sponds to a knapsack and patients are assigned to knapsacks given the availability of
the responsible surgeon. The goal is to maximize the number of surgeries performed
or the utilization of each operating room. At this point, the sequence of surgeries
in an operating room shift is neglected, since in this formulation, after selecting
patients for a operating room shift, every sequence is possible. The sequence can be
obtained using a simple naïve method.

The decision variable used to schedule patients in the operating theater form of
the knapsack problem is de�ned by xirdt, assigning patient i, to operating room r, on
day d and shift t. Another decision variable was added to simultaneously schedule
surgeons to the same time and place of their patients: yjrdt, allocation surgeon j, to
operating room r, on day d and shift t. The mathematical notation herein used is
summarized in Table 4.1.

The goal of this model to increase the e�ciency of the operating room translates,
in maximizing the number of surgeries performed, or maximizing operating room
utilization in the planning period. The �rst goal can be de�ned by maximizing the
following expression:

maxf1 =
∑
i∈N

∑
r∈R

∑
d∈D

∑
t∈T

xirdt (4.2)

Yet, increasing the number of surgeries performed reduces the utilization of op-
erating rooms due to the setup time required to prepare and clean operating rooms
between procedures. Thus, it is also important to have the ability to maximize the
utilization at the expense of having less surgeries being performed. The following ex-
pression represents the maximization of the mean utilization of all operating rooms
in the planning horizon.

Maxf2 =

∑
i∈N

∑
r∈R

∑
d∈D

∑
t∈T xirdtdi

c
∑

r∈R
∑

d∈D
∑

t∈T Ardt

(4.3)
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Table 4.1: Mathematical notation used in the optimization problem

Symbol Description

N Set of patients
R Set of operating rooms
S Set of surgeons
D Set of scheduling days
T Set of shifts (morning/afternoon)

xirdt Assignment of patient i, to operating room r, on day d and shift t
yjrdt Assignment of surgeon j, to operating room r, on day d and shift t
Pi Surgeon responsible for patient i
di Estimated duration for surgery i

Ardt Operating room r availability, on day d, and shift t
Ssdt Surgeon s availability, on day d, and shift t

u Operating room clean up time (constant)
c Shift capacity (constant)

As it was mentioned previously, surgery scheduling is a complex problem subject
to several constrains. Firstly, given that there is a surgeon responsible for each
patient, this requires a linking constrain between the patient and surgeon, which is
expressed by equation 4.4:

xirdt ≤ yjrdt,∀i ∈ N, r ∈ R, d ∈ D, t ∈ T, j ∈ S : j = Pi (4.4)

Limiting the capacity of each operating room shift is equivalent to having a sum
of surgeries' duration and their setup times assigned to the operating room less or
equal to its capacity. This constraint also determines the availability of an operating
room is a given day and shift, and it is de�ned by equation 4.5:

∑
i∈N

xirdt(di + u) ≤ Ardtc,∀d ∈ D, r ∈ R, t ∈ T (4.5)

The same availability constraint applies to the surgeons, whose availability is
de�ned in each day and shift. The constraint that denotes their availability is given
in equation 4.6:

yjrdt ≤ Sjdt, ∀j ∈ S, d ∈ D, r ∈ R, t ∈ T (4.6)

To avoid surgeons from operating in di�erent operating rooms in each shift, the
constraint de�ned in equation 4.7 was implemented. By avoiding surgeons changing
operating rooms in a shift, the sequence of the surgery can be neglected without
undermining the validity of the results.
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∑
r∈R

∑
t∈T

yjrdt ≤ 1,∀j ∈ S, d ∈ D (4.7)

Finally, equation 4.8 constraints the decision variables to a binary domain:

xirdt, yjrdt ∈ {0, 1} (4.8)

4.2.2 Meta-heuristic

Due to the mathematical complexity involved in solving the mathematical model
previously presented, and to free this work from proprietary software, this work
yielded a simple genetic algorithm able to schedule surgeries. In terms of complexity,
the multi-knapsack binary approach followed, yields 2nrdt possible solutions for each
instance of the problem, a large feature space with exponential growth.

One of the advantages of devising this meta-heuristic was the ability to ap-
ply speci�c business logic to its search mechanism, in order to improve its search
performance. Genetic algorithms' search procedure and the particular features im-
plemented are described below:

Initialization: to initialize the algorithm with a pool of good solutions, the ini-
tialization of the population was implemented so that the proportion of patients
assigned in each individual solution, corresponded to the expected number of surg-
eries performed given the operating room availability and the surgeries duration.
Additionally, priority patients were forced to be selected in half the population.

Operators: the crossover operation implemented was a simple one-crossover point
randomly selected in each generation of the algorithm. The mutation operator was
implemented so that the probability of mutation of each gene was proportional to
the number of patients waiting for surgery, allowing greater diversi�cation when
waiting lists are longer.

Selection: regarding individual selection the strategy known as elitist selection
was introduced, where the �ttest individuals of one generation are carried forward to
the next. However, elitism was only applied to a percentage of the cases, the roulette
wheel selection mechanism was implemented, de�ning the individuals' probability
of selection according to their �tness.
Since genetic algorithms do not have the ability to constraint the problem directly
as other solvers, constraints have to be incorporated in the objective function. To
comply with the constraints de�ned, a penalty function was added to the objective
function for each constraint, resulting in a soft-constraint approach.

42



4.3 Experimental results

The experiments conducted to validate the optimization methodology, were per-
formed after determining the surgery durations using the best data mining model
developed. This follows the logic encountered in the surgery scheduling process,
where surgeons have to �rst estimate the duration of a surgery and then schedule
it.

Both the exact approach and the meta-heuristic were tested in several surgical
specialties. However, the lack of information regarding post-operative necessities
and capacity to support patients after surgery, the model was limited. Due to this
circumstances, only one surgical specialty will be compared to real schedules. The
Outpatient surgery department is characterized for performing light procedures and
having the ability to let patients recover outside medical facilities. This fact enables
the comparison of its optimization results to the real schedules. Comparing other
specialties to reality would be misleading, as the optimization approach, having less
constraints, would not depict real conditions. Nonetheless, to verify the approach
developed they were included in the experiments.

The exact approach was solved using a well-known commercial solver that allows
academic usage, CPLEX, and it was modeled using IBM ILOG Optimization Studio,
version 12.6. The genetic algorithm was developed and ran under R, version 3.02.

The problem instances developed to test the two solvers simulate a real scenario,
where, in a given period, a medical specialty has to schedule an entire week of
surgeries in its allocated time. These instances are characterized by their surgeons,
the capacity allocated to them and their patient waiting list. The patients are
de�ned by their priority and the estimated surgery durations determined by the data
mining approach. For each medical specialty tested, one instance of the problem was
created. In the context of this problem, this scenario is limited to one week, because
the data available is a snapshot of the system in a given period. It would not be
feasible to create more instances as it would require simulating patient arrivals.

Finally, every instance is de�ned for having operating rooms with 6 hours shifts,
corresponding to the morning period between 8am and 2pm and the afternoon period
from 2pm to 8pm. The particular characteristics of each instance can be found in
Table 4.2.

Each instance of the problem will be solved with the objective functions previ-
ously described, one to maximize the number of surgeries performed (f1) and the
second to maximize the utilization of the operating rooms (f2). The results and
the comparison between the exact and approximate approach is given below in Ta-
ble 4.3. Since exact approaches can run for a long time, due to the discrete and
combinatorial nature of this problem, the solving procedure was limited to run dur-
ing one hour. If no solution was found in that period, the gap to the upper bound
of the optimal solution was determined. The genetic algorithm was set to run for 1
000 generations, and Figure 4.1 depicts the �tness evolution during one run.
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Table 4.2: Characteristics of the optimization instances

Specialty N. Patients N. Surgeons N. Shifts Total Available Time (m)

Dermatology (D) 52 8 6 2 160
General Surgery (GS) 224 17 9 3 240
Neuro Surgery (NS) 297 15 20 7 200
Orthopedics (ORT) 197 8 7 2 520

Otolaryngology (ENT) 505 17 8 2 880
Urology (URO) 289 20 11 3 960

Vascular Surgery (VS) 1 057 20 7 2 520

Outpatient Surgery (OS) 394 8 5 1 800

Figure 4.1: Fitness evolution throughout 1 000 generations
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Table 4.3: Optimization results for the constrained surgery specialties

CPLEX Genetic Algorithm

Instance # Surgeries Utilization Gap # Surgeries Utilization Var. Cplex

D-F1 19 79% 0.0% 19 79% 0.0%
D-F2 17 85% 0.0% 17 85% 0.0%
GS-F1 51 72% 0.0% 28 84% -43.1%
GS-F2 18 90% 1.0% 29 86% -4.2%
NS-F1 57 83% 7.6% 39 91% -31.6%
NS-F2 40 90% 1.1% 39 91% 0.6%
ORT-F1 35 75% 0.0% 23 85% -34.3%
ORT-F2 14 90% 0.0% 23 85% -5.9%
ENT-F1 45 70% 3.4% 27 84% -40.0%
ENT-F2 17 88% 1.9% 23 85% -3.4%
URO-F1 68 70% 0.0% 43 81% -36.8%
URO-F2 22 89% 1.3% 42 80% -10.8%
VS-F1 35 74% 0.0% 31 81% -11.4%
VS-F2 14 89% 0.0% 33 80% -10.4%

Although the results cannot be compared to the real schedules, they are im-
portant as they show that both approaches achieve feasible and apparently good
solutions. These results also demonstrate that the exact approach can obtain op-
timal solutions most of the time. There is only one instance (NS1-F2) where the
genetic algorithm outperforms the exact approach. However, CPLEX could not
achieve an optimal solution in the proposed running time. The genetic algorithm
was able to achieve the same solutions as CPLEX on the two instances of Derma-
tology. This is likely related to the fact that Dermatology has the lowest mean
surgery duration, which may determine the di�culty to solve the problem. It is also
possible to observe, as expected, that having a greater number of surgeries leads to
a smaller utilization of the operating room due to the setup time between surgeries.
This is a consequence of scheduling shorter surgeries when maximizing the number
of surgeries, and longer surgeries when utilization is maximized.

Finally, to compare this approach to reality, Table 4.4 below, presents the results
concerning the outpatient surgery department.

Table 4.4: Optimization results for the outpatient surgery specialty

Reality CPLEX Genetic Algorithm

Instance # Surgeries Utilization # Surgeries Utilization # Surgeries Utilization
ODF1 18 40% 36 61% 29 52%
ODF2 18 40% 15 84% 14 79%

These results show a signi�cant gain in performance compared to reality, and
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both solving approaches could beat the real outpatient department schedule. The
outcomes of this optimization run indicate a two-fold increase in surgeries performed
when using CPLEX and an increase in utilization of at least 50%. The same obser-
vation still applies, indicating that having less but longer surgeries leads to higher
utilization due to the reduction of preparation time between surgeries.
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Chapter 5

Conclusions

Although the overtime work incentive introduced by the Portuguese government in
2006 helped to reduce waiting times for surgery, this measure carried an excessive
cost and didn't achieve a real e�cient system. This work addresses a problem of
optimizing operating room surgery schedules with the integration of data mining
and optimization techniques in the scheduling process. The methodology developed
resulted in an ensemble data mining model able to estimate surgery durations and a
mathematical model representing the operating room scheduling process. Further,
to solve this mathematical model, an evolutionary meta-heuristic was devised and
compared against an exact optimization approach.

The novelty introduced in this work derives from the integration of these two
techniques and its ability to be applied to any surgical specialty. The results in-
dicate signi�cant gains in the performance of the operating theater, an outcome of
reducing the over- and under-estimation errors in surgery durations, and increasing
the throughput and utilization of the operating theater. This chapter summarizes
the conclusions from this work and suggests topics for future research.

5.1 Surgery duration estimation

In this work, several data mining models were assessed to compare their prediction
performance of surgery durations.

This assessment led to an ensemble of the entire pool of models tested, creating
a new learner based on the results of the initial base models. The results of the en-
semble were used to estimate the �nal duration of surgeries. The performance of the
models was compared against the estimates made by surgeons and the real surgery
durations, showing improvements of up to 47% compared to the mean absolute er-
ror of the surgeon estimates. These results also reduce extremely large deviations,
shown by the decrement of the root mean squared error of the estimates.

Despite the generalized error reduction of every surgical specialty, this approach
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presents weaknesses, due to the fact that it relies on manually input data. The data
used in this predictive work is likely the most important component of the method-
ology, as such, missing values, wrong and false data could undermine the power of
the solution. The literature has shown, that surgeons have been found manipulating
the duration estimates to accommodate their own needs. Having this methodology
implemented in a real scenario would require strong data governance and data qual-
ity processes to guarantee the accuracy of the data used by this predictive data
mining model.

It is known that the deviations from estimates can either generate idle time
in the operating room or delay subsequent surgeries, but ultimately, time is money.
Better time management could lead to �nancial bene�ts, since the operating theater
represents a signi�cant part of hospital budgets. However, in this approach, no
costs were attributed to running operating rooms or to individual surgeons and
interventions. Doing so would enable a cost-sensitive approach to this problem. To
accommodate this analysis, two error metrics were introduced to measure the time
lost by either under- or over-estimating surgeries' duration.

5.2 Operating theater schedule optimization

Prior to scheduling surgeries, an estimate of their duration is required. After this
estimate is made, and accomplished with the data mining methodology developed,
surgeons have the complex task of scheduling surgeries. The operating theater is a
complex system that demands meeting several requirements and the planning of sev-
eral resources in parallel. In particular, when scheduling surgeries, surgeons cannot
simply assign the maximum number of surgeries possible to one schedule. Down-
stream resources, such as recovery wards, need to have capacity to accommodate
the patients that undergo surgery.

This work focused on the scheduling of surgeries taking into account the avail-
ability of surgeons and operating rooms for each medical specialty. Other resources
were not considered due to the lack of information regarding the patient' needs or
the available capacity. Nevertheless, the integration of the surgery duration estima-
tion and its scheduling was prepared and the proposed solution was tested in a set
of specialties. Only one medical specialty was compared against reality, obtaining
signi�cant improvements both in terms of surgeries performed and operating room
utilization.

The result of this optimization approach is not only the mathematical model
that de�nes the scheduling process but the genetic algorithm developed to solve the
problem. The scheduling model was tested in a set of surgical specialties and the
performance of an exact approach obtained through the commercial CPLEX Solver
and the genetic algorithm was compared. The results indicate that the GA still
needs improvements as it still falls behind the performance achieved by the exact
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approach. The advantages of the genetic algorithm relate to the lack of licensing
costs and as it is improved, the capacity to handle more complex and non-linear or
continuous objective functions.

5.3 Future work

The performance gains shown in this work encourage its development and applica-
tion to a real scenario. One of the problems identi�ed in this dissertation is the
fact that it relied on a relatively small sample of data that did not allow the full
understanding of medical or hospital constraints.

The optimization approach in particular requires more constrains and better
understanding of the patient �ow throughout the operating theater. Undoubtedly,
the inclusion of downstream resources following the operating room is needed to
enable a fully capable capacity planning system. Moreover, both methodologies
developed could use a cost based input. If either time or the surgical procedures
could be quanti�ed in terms of costs and revenue brought to hospitals, this work
would be enhanced.

The Portuguese public health sector lacks the technologies and decision support
systems required to make good decisions. There is a great latency between taking
decisions and receiving feedback from its performance, due to the lack of these sys-
tems. It is easy to witness surgeons using di�erent tools such as spreadsheets or
online calendars to organize their work. The problem of those is the lack of inte-
gration with central services and limited visibility on the impact of their decisions.
Ideally this approach would be integrated into a fully operational surgery schedul-
ing decision support system, allowing it to gain intelligence from the methodology
developed. One of the concerns during this development was the independence of
the data mining and optimization approaches, allowing them to work in separate.
This way, decision makers could choose only to use the information provided by the
predictive algorithm or resort to the scheduling optimization method to aid them in
the process.

Finally, the success of the results presented regard only one particular Portuguese
hospital. Further experiments could be conducted with publicly available data to
assert the e�ectiveness of the models devolved in di�erent realities. There are some
institutions that provide access to anonymized data (New York State, 2014) and
others who provide smaller instances of the problem such as speci�c interventions,
cardiac mainly (Research, 2014). Hopefully the results of this work can be applied to
achieve improvements in the e�ciency of operating theaters. Further, it is expected
that this work provides a new perspective on the application of OR/MS to the
planning of one of the most important sectors of our societies.
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