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José Silva Matos

INESC Porto,

Faculdade Engenharia

Universidade do Porto

Rua Dr. Roberto Frias, s/n

4200-465 PORTO, Portugal

jsm@fe.up.pt

Abstract—The advantages of dynamic reconfiguration can only
be exploited if devices, tools and design flows are available
to support the partial reconfiguration of FPGA-based systems.
For a number of applications, enabling the swap of cores at
run-time, under software control, is an essential feature that
allows tailoring the system response to the needs of different
methods, standards and power/performance requirements. The
paper proposes a method to support the exchange of intellectual
property (IP) cores during system operation. The approach is
based on the definition of a base system, with reserved or dynamic
areas, where different cores may be plugged in, providing time-
sharing of the system resources. It is shown how bitstream-level
IP cores can be used in a design flow that allows different cores
to be used in one or more host areas, with minimal intervention
from the designer. A demonstration system along with example
applications are presented to illustrate the approach.

I. INTRODUCTION

Designers of complex reconfigurable systems have often

relied on pre-designed intellectual property (IP) cores to attain

good performance within the bounds of acceptable develop-

ment times. Both programmable core generators from FPGA

providers and individual IP cores from third parties are avail-

able. Typically, hard IP cores are delivered as netlists of low-

level FPGA building blocks, together with VHDL or Verilog

wrappers and simulation models, and are imported into the

regular design flow supported by standard development tools.

The use of IP cores from multiple sources in dynamically

reconfigurable systems [1] is impractical today, due to the

lack of support for swapping cores with different physical

dimensions and terminal positions during system operation (at

run-time). Such a capability would allow the running system to

adapt precisely to the applications needs at any given time. For

instance, a system might support different encryption methods

or multiple communication standards without the need to have

hardware dedicated to each supported alternative simultane-

ously on chip. The paper tackles the problem of providing

support for IP core swapping. It considers the situation where a

region of the reconfigurable circuit is reserved as a “dynamic”

area, with a fixed interface to the rest of the system. IP cores

can be loaded to this area on the fly under software control
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Fig. 1. Generic system organisation.

(see figure 1). The software may be running on an embedded

processor or on an external CPU, and the reconfigurable device

must support partial reconfiguration. The tools described in

this paper target the Virtex-II Pro family from Xilinx, but

similar approaches are applicable to other device families.

The use of IP cores in dynamically reconfigurable designs

requires solving the problem of adapting the IP core to the

dynamic area. Requiring all exchangeable IP cores to have

exactly the same interface (i.e., the same types of terminals

at the same physical positions) would severely limit the user’s

choice. Instead, we choose to adjust the IP core to the dynamic

area, by creating the required interconnections to the dynamic

area interface as needed. In this way, IP cores with different

interfaces at the physical level can use the same dynamic area.

The IP core is still required to fit in the dynamic area, which

should be sized for the largest core to be used.

The method described in this paper is built around a tool

that takes partial bitstreams of IP cores (plus some additional

information) and generates a new partial bitstream that can

be used to configure a predefined dynamic area. The new

bitstream includes any connections necessary to adapt the

core to the dynamic area interface. This means that cores

with different physical layouts can be “inserted” in the same

dynamic area. The use of reserved areas (or slots) for hosting

different circuits at run-time is standard: the main issues are

discussed in [2], together with an extended example. The

exploitation of partial dynamic reconfiguration in the context



of car electronics (but with wider applicability) is described

at length in [3].

The concept of bitstream-based IP cores has been treated

previously in [4] where IP cores are merged with the base

design and are required to have matching terminals at specific

positions. The whole design is then loaded to the FPGA.

Run-time reconfiguration is not considered. In [5] [6] [7] the

use of IP Cores on a dynamically reconfigurable system is

tackled: each work presents a solution for a communication

interface between the reconfigurable IP Cores and the rest of

the system. They have in common the restriction of requiring

matching terminals at specific positions. In our approach the

designer creates a base system with one or more dynamic areas

for dynamic reconfiguration using standard design tools. The

interface between dynamic areas and the base system included

in this design is fixed. Our bitstream manipulation tool is then

used to create the bitstreams used for partial reconfiguration

of the dynamic areas.

This approach has the important advantage of allowing the

base design to be used with cores from different providers,

and even with cores that become available after the base

design is finished. Furthermore, providing design information

in bitstream format increases the level of protection for the

intellectual property involved. In addition, the process allows

easy integration of watermarking techniques for intellectual

property protection [8].

A relevant aspect of this approach is its capability to allow

connecting together two or more IP cores in the same dynamic

area. This is useful for systems that comprise several stages

that can be used in different combinations. Instead of having as

many different cores as possible combinations of the different

stages, it is more flexible to provide several compatible cores

and let the designer generate the required combinations as

necessary for a given project. Again, it is not necessary for the

cores to have compatible layouts, since the interconnections

can be generated as required. Our tool is also capable of

handling this task.

The rest of the paper is organised as follows: Section II

elaborates on the use of IP cores for dynamic reconfiguration,

the associated opportunities and requirements, and the features

of the proposed approach. Section III discusses how IP cores

may be used from a designer’s perspective. Design flow issues

area addressed, as well as run-time management requirements.

Section IV provides mores details on the automatic tool

that processes the bitstreams of IP cores and adapts them

to the dynamic area. Restrictions on the architecture of the

core imposed by the bitstream manipulation process are also

addressed there. Section V presents the implementation of a

simple base system on a Virtex-II Pro FPGA and examples

of IP-core-based dynamic reconfiguration applications running

on the system. Section VI presents some concluding remarks

and closes the paper.

II. BITSTREAM-LEVEL IP CORES

The present paper is concerned with the use of run-time-

exchangeable IP cores for dynamically reconfigurable systems.

It is assumed that the system’s logic remains unchanged during

execution, except for an area of the FPGA, which is reserved

for components that are loaded at run-time (see figure 1). The

loading and unloading of components occurs under control

of a program, possibly running on an embedded processor.

The FPGA is assumed to support partial reconfiguration.

This setup is easily implemented with platform FPGAs like

the Virtex-II Pro from Xilinx (or other current or future

FPGA families with similar characteristics). Alternatives with

more than one dynamic area, specially designed configuration

controllers or, even, reconfiguration of whole chips may be

envisioned, but do not appreciably change the issues addressed

here. The discussion is framed in terms of a Virtex-II-Pro-

based system, because that is what was used in our proof-of-

concept implementation.

Under the arrangement described, the interface between

dynamic area and base system must remain fixed. It may be

connected to the processor bus or it may be part of a dedicated

communication channel.

In the simplest use scenario, different IP cores are loaded

(non-simultaneously) onto the dynamic area, effectively time-

sharing its logical resources. The IP cores must be compatible,

in the sense that they must have similar inputs and outputs

that functionally match the interface of the dynamic area. For

instance, if the dynamic area interface implements a simple

connection to a 32-bit bus, the IP core may have up to 32

inputs and 32 outputs, and must operate within the timing

constraints of the bus. Which IP core is in use at a given time

may be determined by the application according to the current

inputs; alternatively, the cores may be exchanged according to

some predefined schedule.

Dynamic reconfiguration may be used to exchange function-

ally similar cores in many situations. Application areas where

support for multiple implementations is interesting include

encryption and digital message signing, data compression,

signal filtering and video acquisition. Alternatively, it may

be advantageous to have different version of the same basic

function with different implementation tradeoffs (e.g., for

power management purposes).

In any case, requiring that the IP core’s terminals match

the physical terminals of the dynamic area interface imposes

a severe restriction on the core, limiting the opportunities

for re-utilisation. The approach proposed here to alleviate

such a stringent requirement is to let the designer adapt the

terminals of the IP core to the dynamic area interface. This

can be done by creating connections between both sets of

terminals. The automatic tool developed by the authors can

take a specification of a dynamic area (its dimensions and the

position of the terminals) together with the partial bitstream

defining an IP core (plus information on the terminals) and

produce a new partial bitstream that combines the IP core and

the new interconnections (see figure 2). In the process, the

core’s bitstream is relocated to the position of the dynamic

area. The new bitstream also ensures that the whole dynamic

area is correctly configured (i.e., any previous contents are

effectively erased).



Fig. 2. Examples of using different cores in the same area. Case b) illustrates
a setup where one core may be common to several different configurations.

A second, more complicated scenario considers combining

two or more cores in the same dynamic area. In order to

illustrate the usefulness of the concept, consider the problem

of providing hardware support for encryption. NIST standards

define 3 different block cipher algorithms (AES, Triple DES

and Skipjack) which can be used in 7 modes of operation.

Instead of providing 21 different cores implementing all the

possible combinations, it is possible to provide the 10 building

blocks and let the designer generate the required combinations

for a specific application.

In this case, again, it is too restrictive to demand that

all the cores have matching terminal positions. The solution

is to expand the “adaptation” required in the first scenario

to full-blown “linking” of different cores (see figure 2b)).

The tool described in this work is capable of carrying out

the placement and routing necessary to achieve this goal. In

this scenario, the IP provider may deliver a complete line of

logically compatible cores, which can be combined as needed

by the system designer.

The greatest limitation of the approach just described is

that it does not contemplate the inclusion of additional “glue

logic” that may be needed for functionally adapting cores

that were not designed with the intent of being combined. A

possible solution is to allow the designer to create his/her own

small core implementing the needed glue logic functionality,

and then to combine it with the other IP cores. Since the

procedures for designing IP cores use the same tools as the

standard design process (see Section IV), it is easy to define

a streamlined design process for creating small components

with simple timing constraints.

III. SYSTEM DESIGN WITH BITSTREAM-LEVEL IP CORES

This section describes the process of creating a base design

for a system that takes advantage of dynamically reconfig-

urable bitstream-level IP cores. The base design will typically

consist of two sections: the static section, which will remain

unchanged throughout the application’s lifetime, and the dy-

namic section that is time-shared between IP cores at run-time.

The dynamic section consists of one or more reserved areas

(dynamic areas) that must take into account the characteristics

of the different IP cores that will be used: besides the size of

the areas, the relative positions of the basic FPGA resources

(configurable logic blocks, RAM blocks, etc.) have to be

considered. The reserved areas must be completely empty: no

logic resources or interconnections in the area can be used in

the base design.

In addition, the designer has to account for the architectural

limitations of the specific platform in use. As an example,

devices of the Virtex-II Pro family (like other Xilinx devices)

are reconfigured by frames. A frame is a set of configuration

bits that control a column of configurable resources. Each such

column covers the entire height of the device. Therefore, the

reconfigurable area would ideally have a rectangular shape,

extending over the full height of the device. However, in some

practical situations this can be difficult to achieve. In effect,

even allowing for rectangular shapes that only occupy part of

the device’s height may not be enough, and it may be necessary

to use several piecewise rectangular areas.

There are two main reasons for this situation. First, the inter-

nal architecture of the FPGA is not completely homogeneous,

with some areas having specific modules. For example, Virtex-

II Pro devices may have several PowerPC cores that “interfere”

with the area available for configuration.

A second problem is presented by design constraints, which

may include constraints on the position of the primary in-

put/output connections (used to connected to external com-

ponents like DRAM and communication ports), or internal

restrictions deriving from the use of specific modules like the

ICAP (Internal Configuration Access Port) or JTAG interface.

The demonstration system described in section V illustrates

the use of piecewise rectangular areas.

Whereas the preceding discussion illustrates device-specific

limitations, it is always necessary to pay close attention to the

interface between the fixed region and the dynamic area. For

Xilinx devices, the most common approach is to use a hard

macro, a block that has been previously routed and placed [9].

The use of such a “bus macro” avoids the need for routing and

allows a clear separation between interconnection and logic

at design time. The original implementation of bus macros is

described in [9]. In that approach, the communication between

IP cores and the base system is done through unidirectional

long lines connected to the output of tri-state buffers. An

alternative approach is to use LUTs for the implementation

of the fixed-point connections [10] (see figure 3). Bus macros

can be thought of as fixed connections that are split: half of

the connection belongs to the fixed system and the other half

must be included in the core. At run-time, the core is placed on

the device in such a way that its part of the interface abuts the

corresponding part of the core’s bus macro. In this approach,

IP cores must have the same connection interface as the system

design and the re-usability of the IP cores is reduced.

In order to have a more flexible solution, the proposed

approach is centered around a bitstream manipulation tool

that is used to place a core inside a reserved area and to

create the necessary interconnections. This is done using the

bitstream of the base system, the partial bitstream of the core

and a specification of the connection endpoints (in the dynamic

area interface and in the IP core) to create a partial bitstream

adapted to the specific dynamic area (see Section IV).



Fig. 3. A bus macro: half of the bus macro belongs to the IP core and half
belongs to the base system interface (or to another core).

The connection endpoints are defined as either inputs or

outputs, and the number of endpoints of each type defined in

the base design has to be compatible with the IP core interface.

The interfaces do not have to be the same: some endpoints on

either interface may be left unconnected (or, in the case of

input terminals, connected to constant logic values) as long as

this is functionally acceptable.

For Xilinx devices the base system design can be done

with the tools provided by the vendor. These support a design

flow called “Modular Design” [11], whose main objective

is to reduce the overall development time by constructing a

complete design from independently developed modules. The

same design flow can be used to create designs with reserved

areas for the IP cores. The main steps of the design flow are

the following:

• Specification of the base design, using any supported

method (i.e. Verilog, VHDL , EDK etc.)

• Definition of the connection interface, including the

definition of input and output terminals (position and

number).

• Dimensioning of the reserved area by specification of

an appropriate set of constraints to avoid placement and

routing in the reserved areas.

• Generation of the bitstream for the base design (after

mapping, placement and routing).

A demonstration base system is described in section V.

IV. BITSTREAM ASSEMBLY

Our bitstream-processing tool does the integration of the

design with the IP Cores. It was originally developed to au-

tomatically build full or partial bitstreams from the bitstreams

of individual components and is targeted at Virtex-II-Pro-

based reconfigurable systems [12]. The program is written in

Java and uses the JBits library [13] for low-level bitstream

processing tasks. It can produce partial bitstream for dynamic

reconfiguration, as well as full bitstreams combining the base

system and IP cores. The last option allows the construction

of complete, static designs from a base system and several

IP cores for situations where dynamic reconfiguration is not

necessary. The tool takes as input the bitstream of the base

system and the partial bitstreams of the IP cores. Additional

information about the connection points must also be provided

by the user. The following is a summary of the functions that

can be performed:

• The IP cores can be relocated from their initial position

to compatible areas.

• Multiple IP cores can be used in same design and the

same core can be used multiple times.

• Area compatibility tests between the IP cores and the

desired locations are carried out.

• The tool creates the connections between an IP core

and the base design, and between several IP cores.

This involves placing the IP cores in the dynamic and

automatically routing the interconnections between them.

The user starts by specifying the bitstreams for the base

system and for all IP cores. For each core, the user may define

a location or may allow the program to perform the placement.

The program checks if the core’s destination area is suitable

(it must have the same logic resources as the original area).

After the placement steps, the interconnections are routed, if

necessary (some cores may just connect by abutment). The

routing algorithm performs a breadth-first, exhaustive search

to establish the route for each successive connection. This

ensures that the shortest path for each connection is found, but

it does not ensure that a global optimum for all connections

is obtained. Placement or routing may fail if not enough

resources are available in the dynamic area. The user can

make manual adjustments to the placement to facilitate another

possible route.

For the work described here, the tool was extended to

handle piecewise rectangular regions, possibly connected by

“bridges”. The previous version could only handle single rect-

angular dynamic areas, whereas the newest version supports

multiple areas of different piecewise rectangular shapes.

The final stage of the process builds the output bitstream.

This may be either a full bitstream for the whole assembly

or a partial bitstream suitable for reconfiguring the dynamic

area (without affecting any other circuitry above or below the

target area).

In general, several different partial bitstreams must be

produced, each corresponding to a possible combination of

IP cores. For each one, the above process must be repeated.

A slight optimisation is possible if the partial configurations

have common sections (e.g., a multi-core setup where one core

appears in all configurations, see figure 2b). In this case, it is

possible to first extend the base system by merging in a given

core’s partial bitstream. The remaining cores are then placed

and routed with respect to that extended base system.

The IP cores can be created with the standard design tools

provided by the vendor; no further tools are required. However,

some issues must be taken in consideration in the process. The

most important one is that inputs and outputs of the core must

belong to the configurable logic blocks on the periphery of

the core, since our tool does not inspect the interior of the

cores. The core designer should also note that using dedicated

resources like block RAMs and multiplier blocks imposes

more severe restrictions on the placement of the core. Core

designs must be restricted to a specific area of the device

by specifying the appropriate constraints to the vendor tools.

The exact position of the area is not relevant, as the core



will be relocated as needed. After the final bitstream has been

generated, the partial bitstream corresponding to the specific

core must be extracted. In our case, a special version of the

tool is used to extract the partial bitstream together with some

additional information that is required for later use of the

core. The information about a core is stored in a file that

contains, in addition to the bitstream data, the following items

of information:

• size of the core (width and height);

• relative position of input and outputs;

• clock lines and clock frequency.

This file may be encrypted in order to provide extra security

when deploying the IP core.

V. A BASIC DEMONSTRATION SYSTEM

This section presents a simple base system and demonstrates

a possible use of dynamically reconfigurable IP cores. The

demonstration system is built on a development board (XUP

Virtex-II Pro Development System) equipped with a Xilinx

XC2VP30-7 FPGA and 512 MB of external memory (DRAM).

The FPGA contains two embedded PowerPC (PPC) 405

processor cores, but only one is used.

The static area of the system contains the following mod-

ules:

• A memory interface unit: the external memory is used to

store both the reconfiguration data for dynamic modules

and application-specific data.

• A reconfiguration control unit that performs reconfig-

urations using the Virtex-II Pro Internal Configuration

Access Port (ICAP).

• A serial communications unit responsible for transferring

data to/from external devices (for instance, a controlling

computer).

• A dynamic area control unit that supports the communi-

cation with the modules in the dynamic area. It includes

a DMA controller, two input FIFOs and one output FIFO.

• A sound controller that enables communication to the on-

board AC’97 audio codec.

The Xilinx Embedded Development Kit (EDK) was used

for the first stage of system design. The implementation

of the design was made using Xilinx Integrated Software

Environment(ISE) and Xilinx PlanAhead.

As shown on Fig. 4, the choice was made to concentrate the

majority of the static design on the left site of the FPGA, next

to the external connection to the DRAM. Two channels were

created, in order to connect these modules to the ICAP and

JTAG port. The bottom channel is used for the connection

to ICAP and the channel above the CPU occupied by the

connections to the JTAGPPC module (and the JTAG port).

The JTAG connection to the unused CPU is necessary for the

overall JTAG-based debug infrastructure to work properly.

The audio control unit is also placed on the right hand side

of the FPGA, near to the pins that are connected to the external

AC’97 codec. This unit is not directly connected to rest of

the static design, but will rather work properly only when the

Fig. 4. Floorplan of base system with piecewise rectangular dynamic area.

required logic is present in the dynamic area. The final system

design has a dynamic area divided in two parts, one with a

rectangular shape and the other with a U-like shape.

A “bridge” was included in the base system in order to

connect the two regions of the dynamic area. The connection

interface used to build this bridge is based on the same

principles used to define the connection interface between the

static an dynamic area.

The general characteristics of the system are as follows. The

CPU operates at 300 MHz, and the processor local bus (PLB)

and on-chip peripheral bus (OPB) use a 100 MHz clock. All

the measured timings reported in this paper were obtained with

this setup. The audio controller configured in the static area is

connected to an external chip (National Instruments LM4550)

present on the development board. The LM4550 implements

revision 2.1 of the AC’97 codec specification. The controller

accepts 32-bit-wide input data, corresponding to left and right

16-bit PCM audio channels, and produces audio data in the

same format when recording external audio signals.

For the current example, the following individual IP cores

were developed for use in the dynamic area:

• A tone generator that can be configured to different

frequencies. This component has two stages: one contains

the signal sample and the other one sets the output fre-

quency by controlling the periodic sweep of the samples.

• Three different 16-bit filters: band-pass, low-pass, and

high-pass filters.

• An audio input controller with a FIFO for the storage of

input sound samples.

The IP cores may be combined in several ways (see Fig. 5).

The following three simple example applications were imple-

mented and tested:

• A tone generator is loaded to the dynamic area and then

reconfigured to generate tones at a different frequency,

by changing the second stage.

• An audio sample generated by the CPU (from data kept in

the external DRAM) is sent through two different filters



Fig. 5. Placement of components for RTR assemblies.

TABLE I
ASSEMBLY TIMES AND NUMBER OF PROCESSED INTERCONNECTIONS FOR

THE THREE EXAMPLES OF FIG. 5

connected in series.

• The audio input controller is used to record an external

source; the resulting stream is passed through a filter and

sent to the output.

Figure 5 shows the placement and the main connections

flow for the three examples. The filter blocks may be any of

the three available ones.

For these examples the tool placed the components as

expected (matching the positions in Fig. 5) and generated

the partial bitstreams for the corresponding RTR assemblies.

A simple driver application, written in C, allows the user to

switch between the available RTR assemblies.

The assembly time taken for each example is shown in

Tab. I, together with the number of interconnections processed.

The times were measured on a PC with a 1.6 GHz AMD

Athlon and 512 MB of main memory using the J2SE 1.4 Java

distribution. The number of frames is the same for all gener-

ated assemblies (528 frames) and, hence, the reconfiguration

time is also the same (7.5 ms).

In the first example, partial reconfiguration is also used

to change one of the stages of the tone generator, thereby

changing the frequency of the generated tone. Three different

implementations of that stage B are available. Therefore, our

tool can be used to create three additional bitstreams, that

can be used to reconfigure only the corresponding part of the

dynamic area. These bitstreams are smaller (132 frames) and

the associated reconfiguration takes only 1.9 ms.

The assembly times are very small compared with the

time that would be necessary to produce the partial bitstream

using the traditional design flow. The generated assemblies

functioned correctly when loaded to the development board.

VI. CONCLUSION

This paper addressed the problems of swapping IP cores in

dynamically reconfigurable systems. In contrast to the tradi-

tional approach that requires the IP cores to match exactly the

terminal positions of the base system interface (thus strongly

restricting the reuse of IP cores from different sources), we

propose a solution centred around a tool that places an IP

core in a reserved area of the dynamic system and routes all

the required interconnections. This tool is also able to connect

together multiple cores in the same area. This capability can

be used to put together systems from two or more cores and

to include any “glue logic” required. The tool only requires

the bitstreams of the base system and the partial bitstreams

of the IP cores, plus information on the relative positions of

the terminals to be connected. All other tasks required to put

together a system or to create IP cores can be performed using

standard vendor tools. The fact that only raw bitstreams are

required for the assembly process may be used to increase the

protection against IP loss.

The paper closes includes a small demonstration of the

proposed approach, illustrating its flexibility and the results

that can be obtained by its application.
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