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Sumário

A visualização interactiva de ambientes virtuais é um problema actual. Uma diversi-
dade de aplicações tais como os sistemas de simulação, os sistemas de realidade virtual
e mista, os jogos, etc., requerem cada vez maiores ńıveis de realismo e maiores ńıveis
de interacção.

Deste requisito resulta, por um lado, a complexidade dos modelos a tratar, e
por outro lado, a complexidade dos algoritmos envolvidos. Em todas as fases do
processo, incluindo, nomeadamente, a modelação, a śıntese de imagem, a transmissão
e a navegação nos modelos, são identificáveis situações que podem comprometer a
obtenção de soluções satisfatórias para o problema de visualização enunciado. Assim,
as soluções obtidas passam muitas vezes por um compromisso entre a qualidade obtida
e os recursos dispońıveis.

A grande evolução verificada, ao longo dos últimos anos, ao ńıvel das unidades
de processamento gráfico, quer em termos de poder computacional, quer em termos
da sua crescente flexibilidade nas suas mais recentes capacidades de programação,
criou oportunidades ao ńıvel do desenvolvimento de novos algoritmos e também da
transferência de tarefas computacionalmente intensivas para estas plataformas.

Neste contexto, este trabalho contribui para a obtenção de melhores soluções no
âmbito da visualização de ambientes virtuais, fazendo-o essencialmente a dois ńıveis:
desenvolvimento de novos algoritmos direccionados para unidades de processamento
gráfico e desenvolvimento de uma metodologia e respectivas ferramentas de suporte,
conducentes a uma melhoria das soluções obtidas, relativamente a abordagens exis-
tentes.

Uma primeira contribuição consiste no desenvolvimento de três algoritmos orig-
inais para a compactação de dados nas unidades de processamento gráfico. Esta
tarefa, embora de baixo ńıvel, permite a obtenção de melhores desempenhos para
computações posteriores, assim como uma utilização mais eficiente das comunicações
entre a unidade de processamento gráfico e a unidade de processamento central. Os
algoritmos desenvolvidos permitiram obter, em várias situações, melhores resultados
do que os algoritmos existentes.

Uma segunda contribuição baseia-se na observação de que, para muitos dos prob-
lemas associados à visualização de ambientes virtuais, a utilização de ferramentas de
optimização pode desempenhar um papel relevante numa perspectiva de se conseguir
maior qualidade das soluções em função dos recursos dispońıveis. Esta observação
tem suporte num estudo de problemas associados à visualização de ambientes virtuais,

9



nomeadamente aqueles para os quais se identificam benef́ıcios decorrentes da utilização
de mecanismos de optimização.

Neste contexto, apresenta-se uma inovadora metodologia de optimização, supor-
tada pela implementação de um conjunto de ferramentas de software que apresenta
duas caracteŕısticas fundamentais.

A primeira caracteŕıstica consiste na utilização de uma classe de métodos in-
teligentes de optimização, também conhecidos por metaheuŕısticas. Esta classe de
métodos, embora não garanta a obtenção de soluções globalmente óptimas permite,
por um lado, obter soluções de muito elevada qualidade num tempo relativamente
reduzido e, por outro lado, ser aplicada de uma forma relativamente independente do
problema a resolver.

A segunda caracteŕıstica consiste na possibilidade de permitir, com um ńıvel de
esforço reduzido, uma integração da metodologia proposta em diferentes sistemas
existentes. Para o efeito, optou-se por efectuar a separação entre o processo de
optimização e os processos convencionais associados à visualização. Assim, o sistema
de optimização proposto funciona como um módulo autónomo que comunica com o
sistema de visualização utilizando um protocolo especificamente desenvolvido para o
efeito.

A metodologia de optimização proposta foi aplicada e testada em dois problemas.
Um primeiro problema permitiu testar a metodologia no contexto da selecção de um
conjunto optimizado de vistas. Num segundo problema verificou-se experimentalmente
a utilidade da metodologia de optimização na selecção e configuração automática
de algoritmos de compactação de dados por unidades de processamento gráfico. A
análise dos resultados permite mostrar a aplicabilidade e a eficácia da abordagem aqui
proposta.

Relativamente a outras abordagens existentes, a metodologia aqui proposta tem
como principais vantagens: a possibilidade de aplicação a uma maior gama de proble-
mas, dado estar baseada em métodos de optimização genéricos; e a capacidade de poder
separar computacionalmente o processo de optimização da aplicação de visualização.
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Abstract

Interactive visualization of virtual environments is an active research topic. There
is a multiplicity of applications such as simulation systems, augmented and mixed
reality environments, computer games, etc., which endlessly demand for greater levels
of realism and interaction.

From the demand for greater levels of realism results a growth on model complexity,
and from the interaction requirements results the need to accomplish image synthesis
at high frame-rates and low latency times. At every stage of the process, including
modeling, image synthesis, transmission and navigation, there are identifiable cir-
cumstances which may compromise the achievement of high quality solutions for the
posed problems. Therefore, solutions are mostly achieved by finding the best trade-off
between the desired quality and the available resources.

During the last years, huge evolution and important developments have been
observed concerned to graphics processing units (GPU). So, major evolutions occurred
in terms of their available computational power and programming capabilities. Such
developments created new research opportunities in the area of algorithm’s develop-
ment and also on the transference of computationally intensive tasks into the GPU.

This thesis aims to contribute to the achievement of better solutions on the
domain of visualization of virtual environments. The contributions are twofold: a first
contribution is made on the development of original parallel algorithms intended to be
executed by GPUs.; the second major contribution comprises the development of an
optimization methodology and a supporting software framework, which may conduct
to the achievement of increased quality solutions, in respect to existent approaches.

The first contribution consists on the development of three original algorithms
for parallel stream compaction on programmable graphics processing units. Stream
compaction, although being a low level operation, allows for savings both, in sub-
sequent computations and on communications between the graphics processing unit
and the central processing unit. Experimental results demonstrate that the proposed
algorithms have, for many situations, superior performance than the state of the art
algorithms.

The second major contribution was based on the observation that, for many
problems related to the visualization of virtual environments, an effective use of opti-
mization tools can play a major role in order to achieve solutions with better quality.
This observation is supported by a study conducted in order to identify problems
related to the visualization of virtual environments focused on the identification of
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possible benefits from the adoption of optimization tools.

In this context, an innovative optimization methodology and software framework is
proposed and implemented. This optimization methodology has two major principles.

A first principle is based on the utilization of a class of intelligent optimization
methods, also known as metaheuristics. This class of methods, although does not
always guarantee the achievement of globally optimal solutions, is able to quickly
achieve near optimal solutions. Moreover, it can be applied with minor dependencies
in respect to the concrete problem.

The second principle comprises the possibility to integrate, with reduced effort,
the optimization tools with existent applications and systems. For this purpose, we
aimed at decoupling the optimization process from the visualization application. Thus,
the optimization application may operate as an independent process in respect to the
visualization application. Communication between the two applications is achieved by
means of a specifically developed message based protocol.

The proposed optimization methodology was applied and tested using two distinct
problems. A first problem comprised the computation of an optimized set of views
over a given scenario. A second set of experiments was conducted in order to obtain an
optimized algorithm selection and configuration for GPU based stream compaction.
Both experiments and results analysis demonstrate the utility and efficacy of the herein
proposed methodology and supporting tools.

With respect to existent approaches, the proposed methodology has a potentially
wider domain of application, as it is based on general purpose optimization method-
ologies. As another major advantage, it has the possibility to completely separate the
optimization process from the visualization application.
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Résumé

La visualisation interactive d’environnements virtuels est un problème actuel. Une
diversité d’applications comme les systèmes de simulation, les systèmes de réalité
virtuelle et mélangée, les jeux, etc., exigent de plus en plus de hauts niveaux de
réalisme et de plus hauts niveaux d’interaction.

Il en résulte, la complexité des modèles à traiter d’une part et de l’autre la
complexité des algorithmes impliqués. Dans toutes les phases du processus, y com-
pris, notamment, le modelage, la synthèse d’image, la transmission et la navigation
dans les modèles, des situations qui peuvent compromettre l’obtention de solutions
satisfaisantes pour le problème de visualisation énoncé, sont identifiables. Ainsi les
solutions obtenues passent souvent par un engagement entre la qualité obtenue en
fonction des ressources disponibles.

La grande évolution vérifiée, tout au long des dernières années, au niveau des unités
du traitement graphique, soit en termes de pouvoir informatique, soit en termes de
croissante flexibilité dans ses plus récentes capacités de programmation, a créée des
opportunités au niveau du développement de nouveaux algorithmes et du transfert de
tâches informatiquement intensives pour ces plates-formes.

Dans ce contexte, ce travail prétend contribuer à l’obtention de meilleures solu-
tions en relation à la visualisation d’environnements virtuels. Ces contributions sont
principalement à deux niveaux : développement de nouveaux algorithmes dirigés à
des unités de traitement graphique et d’une méthodologie et respectifs outils de sup-
port favorisant une amélioration des solutions obtenues, relativement à des abordages
existants.

Une première contribution consiste au développement d’algorithmes originaux
pour la compactation de données dans les unités de traitement graphiques. Cette
tâche, bien que de bas niveau, permet l’obtention de meilleures performances pour
des calculs postérieurs ainsi qu’une utilisation plus efficace des communications entre
l’unité de traitement graphique et l’unité de traitement central. Les algorithmes
développés ont permis d’obtenir dans beaucoup de situations de meilleurs résultats
que les algorithmes existants.

L’autre contribution se base sur l’interprétation dont, pour beaucoup de problèmes
associés à la visualisation d’environnements virtuels, l’utilisation d’outils d’optimisation
peut jouer un rôle important dans une perspective de réussir une meilleure qualité
des solutions en fonction des ressources disponibles. Cette interprétation se base sur
une étude de problèmes associés à la visualisation d’environnements virtuels, notam-

13



ment, ceux pour lesquels on identifie des bénéfices liés à l’utilisation de mécanismes
d’optimisation.

Dans ce contexte, nous présentons une méthodologie innovatrice d’optimisation,
supportée par la mise en œuvre d’un ensemble d’outils de logiciel, qui comporte deux
caractéristiques fondamentales.

La première caractéristique consiste en l’utilisation d’une classe de méthodes in-
telligentes d’optimisation, connues aussi par métaheuristiques. Bien que cette classe
de méthodes ne garantisse pas l’obtention de solutions globalement excellentes, elle
permet d’obtenir des solutions de très haute qualité dans un temps relativement
restreint d’une part, et être appliquée d’une façon relativement indépendante du
problème à résoudre, d’autre part.

La deuxième caractéristique consiste en la possibilité de permettre, avec un niveau
d’effort réduit, une intégration de l’architecture proposée dans de différents systèmes
existants. À cet effet, nous avons choisi d’effectuer la séparation entre le processus
d’optimisation et les processus conventionnels associés à la visualisation. Ainsi, le
système d’optimisation proposé fonctionne comme un module indépendant qui com-
munique avec le système de visualisation en utilisant un protocole spécifiquement
développé à cet effet.

La méthodologie d’optimisation proposée a été appliquée et expérimentée dans
deux problèmes. Un premier problème a permis de tester la méthodologie dans le
contexte de la sélection d’un ensemble optimisé de vue. Dans le deuxième problème,
nous avons expérimentalement vérifié l’utilité de la méthodologie d’optimisation dans
la sélection et la configuration automatique d’algorithmes de compactation de don-
nées par unités de traitement graphique. L’analyse des résultats permet de montrer
l’applicabilité et l’efficacité de l’abordage proposé.

En comparaison avec d’autres abordages existants, la méthodologie proposée a
comme principaux avantages : la possibilité d’application à une plus grande gamme
de problèmes, étant donné qu’elle est basé sur des méthodes d’optimisation génériques
; et la capacité de pouvoir séparer informatiquement le processus d’optimisation de
l’application de visualisation.
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1.1 Scope

Interactive visualization and navigation of three dimensional (3D) models is an ac-

tive and important research topic in Computer Graphics [SC02, AMH02, LRC+03,

COCSD03]. The continuous quest for increased realism results in an increased com-

plexity of the image synthesis algorithms. Concurrently, the request for detail and an

increased number of objects directly results in the enlargement of the models datasets.

Applications such as simulation, scientific visualization, computer aided design,

image based medical diagnosis, several systems within the reality-virtuality contin-

uum, urban planning, etc., in conjunction with recent developments of 3D scanning

technologies, handle models comprising hundreds or even thousands of millions of

primitives. Three-dimensional models of cities [WW07], engineering plans of ships

[Dou07], plains [GM05] or industrial plants [Pow07], as well as 3D scans of cultural

27



28 CHAPTER 1. INTRODUCTION

Figure 1.1: The Digital Michelangelo Project: 3D Scanning of Statues. ([LPC+00])

heritage artifacts [LPC+00] are just some examples of such large and complex models.

As an example of such large models, Figure 1.1 shows a huge model obtained in the

context of the Digital Michelangelo Project [LPC+00]. In the figure it can be observed:

at the top-left image, the detail of the 3D scanning process; at the top-right image, a

computer rendering from a 2.0mm precision model with 8 million polygonal primitives

(the high resolution model - 0.29mm - has 2 billion primitives); and at the bottom

images, the detail on David’s eye and the corresponding polygonal mesh displayed in

wireframe mode.

The request for interactivity requires that image generation and display must be

done at high frame rates and with severe latency requirements. Systems based on

virtual environments pursue the common goal of creating a convincing and immersive

experience to the user. Therefore, such systems must synthesize images fluently and

quickly respond to the user inputs. In this sense and in order to be effective, interactive
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systems must display at least 6 frames per second (fps) [AMH02, LRC+03]. With

respect to model navigation applications (e.g. walkthrough), the frame rate should

desirably stand above 20 fps [ACW+99]. Although very important, the minimum limit

on the frame rate is not the unique criterion to consider when defining an application

as being interactive. Another critical aspect is latency, i.e. the time delay between

the moment at which the user makes some action (input) and the moment at which

he or she senses the corresponding effect. Studies show that users perceive delays in

the order of 15 ms [RMRK99]. Also relevant is the frame rate constancy because high

variability in the framerate may be very annoying to the user.

A significant research effort has been devoted to the development of strategies

and techniques to accelerate the image rendering process and other tasks related to

the interactive visualization process [AMH02]. Important contributions were made in

several sub-areas such as, amongst many others: modeling and model representation

and organization [LW85, KB04, Hop96, Sam06, Gar99], model compression [Dee95,

TR98], geometric-based and perception-based model simplification [LRC+03], image

based rendering and modeling [DTM96, GGSC96, LH96], out-of-core adapted data

structures and algorithms [SC02], cache coherent data-layouts and algorithms [BG02,

YLPM05], and visibility culling [COCSD03, BW03].

During the last decade, dedicated graphics hardware has played a major role in

the improvement of the rendering capabilities for graphics applications. Initially,

hardware acceleration was limited either on functionality, as few processing stages

were hardware accelerated, either on flexibility, as the available functionality was fixed

due a hard wired implementation of the graphics accelerator. Evolution has turned

graphics acceleration hardware into a technology exhibiting high degree of parallelism

and computational power.

The more recently introduced GPU programming abilities constituted an impor-

tant evolutional step as it enabled the change from a completely fixed functionality

hardware into a flexible and programmable graphics processing unit (GPU). Hence,

traditional algorithms and intensive computational tasks are being transferred to the



30 CHAPTER 1. INTRODUCTION

GPU, exploiting the opportunity to increase the performance of the overall visualiza-

tion and rendering applications.

Due to its recent nature and rapid evolution, GPU programmability has not

reached stable stage. Therefore, the performance of GPU-based algorithms is likely

to highly depend on the particular underlying architecture (eg. number of parallel

processors, internal hardware implementation, exposed functionalities, etc). Tuning

the algorithms parameters and configuration is a major requirement in order to exploit

at most the computational power provided by the GPU.

Despite the fact that the performance of graphics processing units is growing

at rates superior to the Moore’s Law1 as it applies to computer processing units

(CPUs) for the last recent years [Man05], there are applications where demands

for interactivity is still very difficult to attain. There are no strong evidences or

conjectures that this situation can dramatically change in the near future.

Many of these algorithms and model organization techniques enclose optimization

problems. For some of them, usage of optimization and heuristics algorithms is

frequently not deeply described or too much entrenched to the proposed solution.

Two relevant observations can be made in this context. The first is that there

is not a general methodology to permit a systematic usage and testing of available

optimization techniques on the visualization and related problems. The second is that

developing such problem-dependent algorithms is very time consuming, as it requires

an almost complete re-design and implementation of the application; furthermore, it

demands for a high degree of expertise and, therefore, increasing the performance and

quality of some visualization tasks is a very costly process.

1Moore’s Law is the empirical observation made by Moore in 1965 [Moo65] that the number of
transistors on an integrated circuit for minimum component cost doubles every 24 months [Int07a].
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1.2 Motivation

At the time this research project was started, our belief, based on the facts and work

mentioned above, was that a significant number of problems on the visualization and

related domains could benefit from a general optimization methodology.

Also noticed was the importance and opportunity to exploit the increasing power

and capabilities of modern GPUs, namely those made available by the more recently

available programmability features. The study and preliminary experiments with

GPUs revealed the opportunity to make original contributions on this area. As a result

from these contributions, it was noticed that an optimized selection of an algorithm

and related parameters was difficult as the performance varies with the input data and

also with the underlying architecture.

These research opportunities motivated the work herein presented to be focused

on the purpose to devise a methodology with application on visualization and related

problems. In order to enable increased problem independence, and consequently, wide

applicability, the methodology was devised to be supported by a software framework

making use of intelligent optimization techniques.

These optimization techniques have some attractive properties such as: problem

independence (to a certain extent); applicability to several problems, from low-level to

high-level, with small effort; ability to find high quality solutions very quickly, and, for

the most of them, they can provide a best-so-far solution at anytime, thus becoming

very interesting from the point of view of time-budgeted computation.

1.3 Research Goals

The research work herein presented, has two major goals. The first is to study

how GPU programmability and GPU based algorithms can improve performance

and quality of visualization related problems. The second major goal is to study

the applicability of intelligent optimization strategies to visualization problems. To
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achieve these general goals, several more specific goals are pursued, namely:

• To study relevant problems related to visualization of virtual environments. This

study is intended to be performed at an adequate extension in order to include

problems from different stages of the process. These stages include: modeling,

rendering, visualization, and communication (as for the case of remote rendering

or navigation setups).

• To study, develop, test and compare GPU based algorithms contributing to a

better overall performance of applications. The research is particularly focused

on stream compaction algorithms as they enable, by exclusion of non-relevant

data, savings on further computational, better memory footprint and better

bandwidth utilization.

• To identify some problems, in the context of visualization of virtual environ-

ments, that can be solved, at least partially, by stating them as optimization

problems and by adopting an adequate optimization technique.

• To devise an optimization methodology and design a supporting software frame-

work, based on intelligent optimization methods such as simulated annealing,

tabu search, iterated local search, evolutionary computing, amongst others.

Besides aiming a high level of conceptual decoupling in respect to the problem,

this methodology also aims to allow a seamless integration and interoperation

with external applications.

• To implement and test the mentioned optimization framework, in order to vali-

date and demonstrate the efficacy and utility within the visualization domain of

application.

• To generalize, within certain limits, the proposed concepts to other application

domains.
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1.4 Thesis Outline

The remaining chapters of this dissertation are organized as follows. In Chapter 2 we

present a general overview about the problems associated with modeling, rendering,

including remote rendering, and visualization of three dimensional models. In this

presentation we particularly stress on problems that may benefit from an optimization

approach. Also presented are the GPU and its programming model, as an enabling

technology for new algorithms and opportunities in order to increase both, the quality

and the performance of visualization related tasks.

Chapter 3 introduces fundamental concepts about optimization problems and

algorithms. A survey and classification of the most relevant metaheuristics is then

presented, including Simulated Annealing, Tabu Search, Iterated Local Search, Greedy

Randomized Adaptive Search Procedures, Ant Colony Optimization and Evolutionary

Computing.

In Chapter 4, a main contribution of this thesis is presented. We review prior

work and introduce original work on GPU stream compaction. Specifically, three new

algorithms are presented: Jumping Jack; Run Lengths of Zeros; and the Binary-Tree.

The algorithms are tested and compared against state of the art algorithms making

use of different datasets. Main conclusions and achievements are summarized at the

end of the chapter.

In Chapter 5 we propose and describe an optimization methodology based on

intelligent optimization techniques. We devise a software framework and describe its

major concepts, design goals and implementation. For test and validation purposes,

experiments conducted on two distinct domains are presented. The approach is applied

to a visualization problem in the context of visualization problems in the RoboCup

Rescue Simulation domain. The presentation of the achieved results is preceded

by a brief introduction to the application domain. A second set of experiments

was conducted in order to achieve an optimized selection of algorithm and related

parameters in the context of GPU stream compaction applications. The chapter
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concludes with major conclusions from result analysis and criticism about the proposed

methodology.

This dissertation is concluded in Chapter 6 with a summary of the developed work,

its main achievements and contributions. Major conclusions and directions for future

work are also presented.
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2.1 Introduction

Interactive and real-time rendering of large models is a challenging and active topic in

the computer graphics field. The continuous demand for image realism leads to larger

datasets, comprising more objects with increased level of detail, rendered at higher

resolutions.

Thus, three main performance goals are pursued [AMH02]: more frames-per-

second (fps), higher resolutions and more (and more realistic) objects in the scene.

The unbounded nature of scene complexity is a foundation for the persistence of scenes

surpassing graphics systems capabilities to interactively render them.

A great deal of research has therefore focused on techniques that aim at the

acceleration of the rendering process. A strategy to tackle this problem is to minimize

the volume of data sent to the pipeline whilst accomplishing an appropriate level

of visual fidelity. Such goal can be accomplished by generating and selecting the

most appropriate representations of the objects as a function of their contribution to

that view. Therefore, level of detail (LOD) management, image based impostors and

visibility culling are major approaches to the problem [MRdS06b]. An underlying

desired behavior, associated to these approaches, is the output sensibility of the

rendering algorithms; namely, these should ideally have a runtime complexity that

depends on the number of visible primitives rather than on the input [Cla76].

As current models comprise a huge number of primitives, individual processing of

those primitives does not lead to the desired performance (e.g. interactive rendering).

Thus, model re-organization techniques, such as hierarchical model partitioning are

proposed in the literature as a mean to reduce search complexity and, as a conse-

quence, to allow faster identification of groups of primitives without contribution to

the computation. Hierarchical models are also a fundamental structure to support

multi-resolution algorithms, such as those used in the generation of representations

with levels of detail. They are also fundamental when the datasets do not fit in main

memory, thus requiring specialized out-of-core algorithms and data-structures.
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Optimizing the order by which primitives are processed is also a major issue.

As current computing architectures are supported by cached memory hierarchies,

optimized data-layouts and cache-aware algorithms are able to greatly increase the

system performance.

We also refer the importance of accelerated graphics hardware or graphics pro-

cessing units (GPU), namely by the opportunities enabled by its evolution during the

past decade. As of today, accelerated graphics hardware is a fundamental component

for 3D interactive rendering. Beyond computational power and graphics performance,

recent evolutions focused on programmability which is opening new opportunities to

develop new algorithms and techniques, not only for graphics but also for general

purpose computation on GPUs (GPGPU).

Another class of problems arises when remote visualization is desired, for instance

by accessing and displaying using mobile inter-networked devices. A major problem

within this context is to display the best image under several constraints such as

desired framerate, memory, bandwidth, graphic display abilities, latency, etc.

A final problem that has been studied is about the computation of best views

which can be very important to several more global problems such as guided naviga-

tion, assisted visualization of complex phenomena or data, light design, image based-

rendering, etc.

The following sections start with a description of the graphics rendering pipeline,

where fundamental concepts widely used along the text are introduced. The chapter

proceeds by presenting and discussing some of the aforementioned problems and pro-

posed solutions found in literature. The selection of topics herein presented was guided

both, by the overall importance of the associated problem, and by an identification

of those problems whose solution may, up to a certain extent, benefit from the use of

an appropriate optimization strategy. Finally, in a last section, major conclusions are

summarized.



38 CHAPTER 2. VISUALIZATION OF VIRTUAL ENVIRONMENTS

2.2 The Graphics Rendering Pipeline

This section presents the fundamental and typical architecture of 3D interactive (and

real time) graphics systems, commonly known as the graphics rendering pipeline. The

herein presented pipeline is the most widely used for interactive 3D rendering and it

is supported by commodity graphics hardware. It establishes on polygonal primitives,

rasterization (or scan-line conversion) and hidden surface removal based on hardware

implemented z-buffer algorithm. Other approaches to rendering exist (e.g. ray-tracing

and radiosity) but they are not so tightly supported by commodity graphics hardware

and are computationally demanding than rasterization, which limits their adoption

for interactive rendering purposes, although the achieved image correctness may be

greater.

The ultimate goal of the graphics rendering pipeline is to generate or render a two

dimensional image, given a three dimensional (3D) description of the objects (models),

a camera specification, light sources and possibly other elements (such as textures).

CPU GPU
APPLICATION

STAGE
GEOMETRY

STAGE
RASTER
STAGE

model & view

model & view

model & view

collision
detection, culling, 

etc.

lighting

lighting

lighting

z‐buffer

shading

shading

shading
rasterization

shading

projection

projection

projection

clipping
screen
mapping

per‐vertex operations per‐fragment operations

Figure 2.1: The 3D rendering pipeline

At a high level, the rendering pipeline can be subdivided into three main conceptual

stages or subsystems: application, geometry and raster, as illustrated by Figure 2.1

[AMH02]. Both the geometry stage and the raster stages are commonly hardware

implemented by specialized graphics processing units (GPUs). Each of these stages

can be further subdivided on substages which can be parallelized. Modern GPUs have

(partially) parallelized pipelines both at the geometry and at the raster stages.
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The application stage is implemented in software and typically runs on the CPU,

although with the advent of GPU programmability, some tasks earlier always executed

on the CPU are being transferred to the GPU, due to increased performance (e.g.

physics related computations, collision detection, animation). The 3D models of

objects to render, in conjunction with view parameters and lights, are the fundamental

outputs of this stage.

The geometry stage operates on the received geometry and therefore most of

its operations are per-vertex and per-polygon operations. This stage can be fur-

ther subdivided in the following sub-stages: Model and View Transform, Lighting,

Projection, Clipping and Screen Coordinate Conversion (or screen mapping). The

Model Transform converts the coordinates from the model space into the world space

by means of a combined geometric transform (e.g. scale, rotation or translation)

in order to place objects at a desired position. A subsequent transformation, the

View Transform, is done in order to change the coordinate system in a way that the

camera becomes placed at the origin, pointing to the negative z-axis, with positive

y-axis pointing upwards, and the positive x-axis pointing to the right (although other

conventions are possible). This latter space is known as the camera space (or eye

space). The Lighting stage computes how the light will affect the objects appearance.

For this purpose, a simplified lighting equation is used to compute a color for each

vertex of the model (later on the pipeline, these colors will be interpolated and

extended to the corresponding polygonal surface). The Projection stage applies a

projection method, perspective or orthographic, transforming the view volume into a

cube. Next, primitives (or parts of them) lying outside the transformed view volume

are removed by the the Clipping sub-stage. Finally, a last sub-stage performs a

transform, mapping the x and y coordinates into screen coordinates (the z coordinated

is not affected). The screen coordinates, together with the z coordinate are sent into

the last Raster stage of the pipeline.

At the Raster stage, the geometric description is directed towards a process known

as rasterization (or scan line conversion), which converts the polygonal surfaces into a



40 CHAPTER 2. VISUALIZATION OF VIRTUAL ENVIRONMENTS

two dimensional image (grid of cells with color information). This process comprises

three fundamental steps: determining which elements of the regular grid are covered by

the polygons; assigning colors (shading) to each of these grid elements, by interpolation

of vertex colors and texturing, and updating the final image accordingly to the visibil-

ity. Each of these generated elements is known as a fragment, and comprises a location

on the grid, a color, depth and possibly other properties, such as texture coordinates.

The image is formed at a color buffer that is updated after resolving fragment visibility.

A depth buffer supports z-buffer algorithm to resolve visibility. Other buffers may

exist to assist other per-fragment operations, such as the accumulation and stencil

buffers. The whole set of buffers is generally referred as the framebuffer, although

only information of the color buffer is retrieved in order to be used to form the image

at the output device.

Early GPUs have been fixed function hardware implementations of the last two

stages of the pipeline. As it will be discussed later in this chapter, modern GPUs

offer programmability resources for vertex and fragment operations, specifically on

the Model and View Transform and Lighting stages for vertex operations and at

Raster Stage (e.g. shading) for per-fragment operations [FH08]. Programmability and

computational power supported by high levels of parallelism, opened new opportunities

as they enabled an efficient alternative to the fixed functionality pipeline, resulting in

a myriad of emergent GPU based rendering techniques that can be efficiently imple-

mented at interactive frame rates and achieving stunning visual realism [Hai06, LH07].

2.3 3D Modeling and Model Organization

Individual processing of millions or billions of primitives does not allow for interactive

framerates. Even when linear time algorithms are available, individual processing

can easily become a bottleneck. Visibility determination, collision detection or ray-

polygon intersection are examples of processing tasks likely to turn into bottlenecks
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if a primitive by primitive based approach is used. On the other side, the type and

sequence of primitives by which a model is represented have impact on the systems

performance.

The following sections are focused on two major topics on how model re-arrangement

can lead to increased performance: model organization by partitioning and hierarchies,

and rendering sequences and data-layouts, respectively.

2.3.1 Model Organization

The fundamental strategy to increase performance is to avoid individual processing of

all primitives comprised in a model, namely by early rejection of those that do not

contribute to a given task (e.g. they are invisible). The fundamental technique is to

group primitives and then design quick rejection tests on these groups. These rejection

tests are usually conservative in the sense that if the test succeeds, then one can be

sure that any of the grouped primitives will contribute to the processing task; if, by

the contrary, a test failure occurs, it indicates the possibility that at least one of the

enclosed primitives has a contribution to that task.

Thus, model re-organization plays a major role in such a strategy. It is expected

that one can quickly avoid processing large groups of primitives. A common option is

to organize the model into a hierarchical structure. Initially, the higher levels of the

hierarchy are tested with the expectation of rejecting larger groups of primitives as

soon as possible. For those non-rejected groups, the algorithms proceed hierarchically,

testing the smaller (more refined) sub-groups of the next hierarchical level.

There are different options on how to group the primitives. As it will be described

in the following text, this option may influence the performance of the algorithms.

Two fundamental approaches exist on how to group primitives: bounding volume

hierarchies (BVH) and spatial partitions (SP).

The first approach, bounding volume hierarchies, uses the available semantic and

structural information about objects to hierarchically group them. After grouping, a
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bounding volume is used to conservatively represent the space occupied by the enclosed

objects. Hierarchical algorithms test the bounding volumes to decide if the enclosed

group can be rejected or has to be further examined or processed.

Several aspects must be taken into account when choosing or designing a bounding

volume, such as: building computational complexity; tightness of the bounding ap-

proximation in respect to the enclosed objects (primitives); update computational cost;

and complexity of geometrical computations. Typically, there is a tradeoff between

the tightness of the bounding approximation and the cost associated to the geometric

complexity of the bounding volume.

There are several commonly used bounding volumes such as (loosely sorted by geo-

metric complexity): spheres, axis-aligned bounding boxes (AABB), oriented bounding

boxes (OBB), k discrete oriented polytopes (k-dop); and swept-sphere volumes (SSV).

Several approaches exist to build bounding volumes hierarchies. Two fundamental

strategies exist: top-down and bottom up. The top-down building process is usually

faster but results in poor tightness. Alternatively, bottom up strategies have better

fitting properties but are computationally more expensive.

When the model is essentially static or does not require frequent updates, the

building process may not be a critical issue, as it can be done off-line or amortized in

a (expected) large number of frames.

Spatial partitions (SP), divide the space in volume cells using, as the criterion,

the spatial location to group the primitives. These cells can be subject to further

subdivisions originating a tree-like hierarchical spatial partition. There are several

commonly used spatial partitions, such as: uniform grids; hierarchical grids; quadtrees

and octrees; binary spatial partitions (BSP); and kd-trees.

Ray-casting based algorithms and visibility determination usually take more bene-

fit of spatial partitions as spatial locality is a key issue. Conversely BVHs, being more

object-centric, exhibit some spatial redundancy. Therefore they are better suited to

object based computations such as collision detection.
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As spatial partitions are a space centric approach they usually exhibit object

redundancy, i.e. the same original object (or primitive) can take part in more than one

spatial cell. In this case, a primitive (e.g. polygon) lying across a subdivision plane

must be split in two other primitives in order to obtain a disjoint representation;

alternatively, a special handling scheme must be designed (e.g. by tagging) to avoid

duplicate processing. Splitting the crossing polygons can hugely increase the number

of primitives of the model. Thus, spatial partitions that adapt in order to minimize

polygon splitting are likely to perform better than blind methods, as for instance

uniform spatial partition methods (e.g. octrees).

Other desired features are pursued such as: a balanced hierarchy, good projection

properties, efficient traversal, easy update, etc.

The overall characteristics of the model re-organization problem allow it to be

modeled as an optimization problem, as the work by Meißner et. al. [MBM+01] which

presents and compares several algorithms to spatially divide models in the context of

visibility culling application field.

Despite the large number of approaches on how to organize the model, there is no

general theory on how to build the optimal organization for visualization purposes.

This is due to several factors. Firstly, the choice for a particular approach is likely to

be problem dependent. Secondly, there are many uncontrollable variables, such as, for

instance, the specifications of the graphics accelerator (e.g. memory or bandwidth),

that may commit a particular model organization.

2.3.2 Large Model Issues

As previously stated, the quest for increased levels of image realism in conjunction to

developments of acquisition, modeling and simulation technologies lead to very large

and complex 3D models.

An usual form to represent such models is based on triangular meshes. The choice

of this representation is favored by current graphics hardware which is optimized to
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process polygonal models, specifically triangles. Meshes of such large and complex

models can commonly afford hundreds of millions of triangles. Such larger datasets

do no fit in the fast memories (caches) of the CPUs or GPUs, so they have to be

accessed from storage memory devices, such as hard disks, which have much slower

access times.

To overcome the problems associated with imbalanced access times, current com-

puter architectures make an extensive use of memory hierarchies. Such hierarchies

typically contain multiple levels of memory between the lowest level (e.g. disks) and

the top level (CPU registers). The lower the level, the higher the capacity, but with

slower access times.

This kind of memory organization aims at avoiding the latency due to the gap

between processor speed and access times of bottom level memories, which generally

differ by several orders of magnitude. Each of these levels acts as a cache for the

next level. Data is moved between consecutive levels whenever a cache miss occurs,

i.e. the desired data is not present at the immediate lower level. In order to amortize

transfers costs and presuming some locality of reference, data is transferred in blocks

of consecutive memory positions between adjacent levels. Cache efficiency is measured

as a function of the cache misses, and a commonly used metric is the average cache

miss ratio (ACMR).

The evolution of graphics acceleration cards, namely by the introduction of the

Graphics Processing Unit (GPU), enabled to transfer several stages of the rendering

pipeline to the hardware. Beyond hardware accelerated hidden surface removal and

scan conversion, current graphics accelerators do also process the geometrical data

(e.g. geometrical transformations, shading calculations, etc).

Being the model geometry described as a mesh of triangles, vertex data can

require 32 bytes of information as it may include position, normal, colors, and texture

coordinates. On average, each vertex is shared by six adjacent triangles, which means

that it will have multiple accesses during the mesh processing. Thus, finding an

appropriate order by which the vertices are processed, minimizing the cache misses
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(ACMR), will contribute to the performance increase of the rendering system. Such a

problem can be modeled as an optimization problem.

Figure 2.2: Cache hits and misses when rendering a simplified Stanford bunny model.
([BG02])

.

Universal Rendering Sequences [BG02] aim the just mentioned goal. Figure 2.2 vi-

sually depicts the number and corresponding locations of cache misses when rendering

a simplified Stanford bunny model using a vertex cache of size 16. In the left bunny

(a) uses the sequence found in the original VRML model. For this ordering there is

an average cache miss ratio of 2.65. By optimizing the rendering sequence, the ACMR

decreases to a more appropriate value of 0.71.

A cache oblivious data-layout has the design goal to perform well independently

of the cache size. This is an appropriate solution when one wants to distribute an

optimized model for use with unknown hardware or with a large diversity of platforms.

Yoon et al. [YLPM07] proposed such an algorithm for which the fundamental concept

is illustrated in Figure 2.3: all edges that join two consecutive vertices in the layout

are drawn with black line segments depicting those with the smallest edge span. In

the figure a smooth ramp from orange (first triangle) to white (last triangle) is used

to depict the order by which triangles are to be sent to the rendering (or processing)

pipeline.
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Figure 2.3: A cache-oblivious layout of the Stanford bunny model. ([YLPM07])

2.4 Level of Detail - LOD

When synthesizing imagery from geometrical models, it can be observed that, for many

objects, there are views where the enclosed detail in their geometrical representation

is not fully perceivable. Several factors can affect how detail is perceived: view-

dependent (e.g. projected size, distance and visibility), environment-dependent (e.g.

illumination) and perceptual (e.g. eccentricity, depth of field and semantics).

Introduced by Clark [Cla76], level of detail (LOD) tries to better balance the

effort put into rendering with the actual perceived contribution, by avoiding drawing

unnecessary detail whilst preserving visual fidelity.

Three main problems are addressed within LOD management: generating rep-

resentations with different LOD, selecting the most appropriate ones and switching

seamlessly between them. This concept is illustrated in Figure 2.4 where several levels

of detail, created by polygonal simplification, are represented. As depicted at the

bottom part of the figure, the different representations can be used accordingly to a
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function of the object contribution to the final image (e.g. distance to the viewer)

without major impact in the image quality and with a huge save on the primitive

count used to render the images.

Figure 2.4: Levels of detail for the Stanford bunny model. ([Lue01])

For the purpose of LOD management, three major frameworks exist: discrete

LOD, continuous LOD and view-dependent LOD [LRC+03]. The discrete (a.k.a.

static) framework [Cla76] consists in creating, for each object, a set of representations

comprising distinct LODs. At runtime, the appropriate LOD is chosen to render each

object as a function of its contribution (e.g. visibility or distance to the viewer).

Continuous (a.k.a. progressive) LOD [Hop96] builds a data structure comprising a

continuous spectrum of detail from where an appropriate representation is extracted

at runtime. The view-dependent framework extends continuous LOD by including

view-dependent criteria in the process [XV96] (e.g. coarser detail at distant portions

and refined detail at silhouette and nearby portions).

Geometric simplification algorithms are fundamental tools in order to generate

the LOD representations (see [HG97, Lue01]). Traditionally, LOD management has

been guided by geometrical criteria. However, these are not necessarily the most

perceptually appropriated. Although prior work exists (e.g. [FS93]), Reddy [Red01]
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firstly presented a LOD framework based on principles founded on the human visual

system. Recently, more research effort has been focused on perception issues (e.g.

[LH01, WWH04, CB07]).

Advances in graphics processing units (GPUs) allowed for recent GPU-sided LOD

management implementations with benefits in rendering acceleration and load bal-

ancing (e.g. [JWLL05, AH05]). Current implementations are essentially based on

image-like representations for geometry [GGH02] and on the programmability of the

vertex and shader processors.

For a deeper coverage of LOD management techniques and algorithms, the book

by Luebke et al. [LRC+03] must be referred.

2.5 Visibility Culling

Currently, almost all interactive visualization applications use the ubiquitously avail-

able on commodity graphics accelerators hardware z-buffer [Cat74] to solve the hidden

surface problem [SSS74]. Z-buffer presents a linear complexity in respect to the number

of polygons and solves visibility at the fragment level (i.e. pixel level). Although the

performance of the hardware implemented algorithm does not suffice whenever large

scenes exhibiting some depth complexity are the case. Several algorithms pursue

output-sensibility, i.e. a performance that depends linearly on the number of visible

polygons [SG96].

Visibility culling aims at avoiding processing what is not visible, discarding, as

soon as possible, the invisible geometry, in order to save computational and band-

width resources in subsequent stages of the graphics pipeline. There are three main

independent techniques: view-frustum culling, back-face culling and occlusion culling.

These three concepts are illustrated in Figure 2.5 where, for the given scene and view

parameters (i.e. location, direction and field-of-view), all the geometry represented by

dotted segments does not contribute to the final image as it is not visible.



2.5. VISIBILITY CULLING 49

Figure 2.5: The three visibility culling techniques ([COCSD03])

Back-Face Culling

Back-face culling rejects those primitives that are not facing the viewer and it is

commonly available in modern graphics APIs. A simple test for evaluating if a polygon

is back-facing the viewer comprises computing the dot product between the polygon’s

normal, and a vector defined by the viewer’s position and one point on the polygon.

Negative product values correspond to angles greater than Π
2
, between the two vectors,

and therefore such polygons are not facing the viewer. Although the simplicity of the

test, efficiency can be improved by taking into account temporal coherency and by the

use of an appropriate clustering and/or hierarchical partitioning [KMGL96, ZH97].

View Frustum Culling

View-frustum culling rejects primitives outside the view frustum. Efficient algorithms

draw on hierarchical partitions, temporal coherence and optimized intersection tests

[Cla76, AM00]. The choice for a spatial or object driven hierarchy depends on the

more static or dynamic nature of the scene, respectively.
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Occlusion Culling

Finally, occlusion culling aims at an early discard of occluded entities (objects or

primitives), i.e. those that are undoubtedly hidden by other entities. Occlusion culling

is of key importance whenever the scene exhibits high depth complexity [COCSD03].

Even though the linear time complexity of the z-buffer, the performance of the ren-

dering algorithm can be ruined in the presence of large scenes exhibiting high depth

complexity.

3D visibility is a hard problem due to the complex and global interactions between

objects [PD90]. Depending on whether visibility is computed for a single viewpoint

or for a region (view-cell), algorithms can be classified in from-point and from-region.

From-point occlusion culling is generally used as an online technique. In order to be

efficient, it exploits temporal coherence. In contrast, from-region algorithms subdivide

the viewpoint space in view cells and compute a potential visible set (PVS) for each

cell. Objects included in the PVS are those determined to be visible from, at least,

one point in the view-cell and are subject to rendering whenever the viewpoint lies on

the corresponding cell.

As the PVS is typically computed in a pre-process stage, its use is limited to static

scenes. Therefore, from-point approaches are better suited to dynamical environments.

Fetching policies and compressed encoding of the PVS are suitable techniques to im-

prove performance, particularly in remote systems [Sch97, TL01]. Since the viewpoint

changes smoothly, the computation and transmission effort is amortized over a number

of frames.

Concerning on how their output relates to the actual visible set, occlusion culling

algorithms can be classified as exact, conservative, approximate and aggressive. Exact

algorithms output the exact visible set (VS). Conservative algorithms overestimate the

VS by inclusion of false positives for which the actual contribution to the image (their

actual visibility) is deferred to the Z-buffer algorithm. On the other side, aggressive

methods underestimate the VS by erroneously rejecting some visible geometry. Ap-
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proximate approaches exhibit both false positives and negatives. Both aggressive and

approximate methods lead to image errors, but they are still useful if the application

is error-tolerant (errors are perceptually acceptable) and efficiency is a main concern.

Exact methods offer optimal performance on sending geometry to the pipeline but

they typically suffer from huge amount of pre-processing. Conservative approaches

are the most common. They offer sub-optimal performance but they do not induce

image errors and usually exhibit good computational efficiency.

Hardware Assisted Culling

A very useful mechanism for occlusion culling is the hardware accelerated occlusion

query (HOQ). This feature is natively supported by recent graphics accelerators. A

hardware accelerated occlusion query consists in testing the visibility of an object

(bunch of primitives) against the current contents of the z-buffer. The occlusion query

mechanism scan converts the primitives to be tested but does not update the buffers

nor renders them to screen. Current HOQs return the number of fragments that would

cause an update of the z-buffer (i.e. visible at that moment) if the primitives were

actually rendered.

To be effective, occlusion queries are not usually applied on a primitive by primitive

basis but on arbitrarily large groups of primitives. As the occlusion query has the cost

of rasterization of the tested primitives, the common strategy is to test a bounding

polyhedron instead of the primitives themselves. This strategy results on greater

conservativeness but leads to faster tests. As in many rendering algorithms, a spatially-

based hierarchical partition of the scene is used to efficiently exploit spatial coherency.

The common use of occlusion queries proceeds as follows. The hierarchical parti-

tion is traversed in a roughly front-to-back order. For each partition cell (hierarchy

node), an occlusion query is issued about its bounding box. The bounding box is

rasterized, without updating the buffers, and the fragments are tested against the

current contents of depth buffer. The query returns the count of (potentially) visible

fragments: if a zero count is returned, then all the contents of the cell are culled away
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Figure 2.6: Scene configuration where a multiple occlusion query will result in (a) no
redundancy; (b) possible redundancy. ([SBM03])

from rendering; else the test proceeds hierarchically. If a leaf cell fails the test, its

content is sent to rendering [HSLM02].

A major issue relating to occlusion queries is the latency introduced in the pipeline

as a result of the time delay between issuing a query and getting its result. This triggers

undesirable effects such as CPU stalls and GPU starvation which can ruin the overall

application performance [BWPP04]. Current hardware implementations provide the

encapsulation of occlusion queries in query objects, which allow grouping multiple

queries and the asynchronous retrieval of results.

Therefore, a careful algorithm design shall ensure that the latency time is filled

with other tasks, for instance, by interleaving the queries with the rendering of visible

geometry. Complementarily, the algorithm shall take the maximum benefit from

occlusion queries by minimizing the number of queries (while maximizing the discarded

geometry). As shown in Figure 2.6, there are situations for which making occlusion

queries for all bounding volumes or spatial cells is likely to result in high redundancy

with severe implications in the application performance. Thus, temporal and spatial

coherence are critical issues to attain optimal performance.

Spatial and temporal coherence play a major role to achieve such goal. A simple

strategy consists, for the current frame, on the early rendering of all those cells that

were visible in the previous frame. Acting in such a way allows simultaneously a good
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initialization of the z-buffer and avoidance of queries for geometry that is very likely to

be visible. The works of Bittner et. al [BWPP04] and Kovalcik et. al. [KS05] extend

this simple idea by using appropriate data structures and heuristics to optimize the

use of hardware occlusion queries.

Hardware based occlusion queries exhibit several other important features. A

main feature is their generality associated with the fact that they do not need any

pre-computation. i.e. objects from the original geometry can be used as occluders or

as occludees, though simple bounding geometry can be used for the sake of efficiency.

Occluder fusion in image space is provided for free as HOQs use the intermediate states

of the hardware z-buffer during the rendering process. They exploit the parallelism

and power of modern GPUs, avoiding reading back the z-buffer or using alternative

depth buffer software implementations. Finally, HOQs are simple to use and integrate

well on rendering algorithms.

2.6 Image Based Rendering

Image based modeling and rendering (IBM&R) approach uses the image as the fun-

damental primitive. An IBM&R technique usually proceeds as follows: it takes a

collection of images as input, builds a representation of the scene’s radiance and uses

it to synthesize new images from arbitrary viewpoints [MB95, LH96, GGSC96].

These techniques became as an alternative and also as complement to geometric

based methods as its rendering cost mostly depends on the number of pixels rather

than on the complexity of the represented geometry, exhibiting the so desired output-

sensitive behavior.

A widespread technique to achieve this purpose is based on the replacement of

a set of complex geometry by a generated image representation, commonly named

impostor [MS95]. Textured polygons are used for this purpose. In Figure 2.7 a special

kind of image impostors, known as billboards, consisting on a set of textured polygons

(outlined), are automatically oriented as a function of the view direction in order to
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visually replace complex geometry (the clouds) in the context of a flight simulator

application.

Figure 2.7: Image based impostors oriented to the viewer. ([Har02])
.

Impostors are well suited to model simplification, intrinsically provide object fusion

and take advantage from modern graphics hardware capabilities. However, due to

their view-dependent nature, have limited validity and require very frequent updates.

Image warping allows limited extension to the lifetime of the impostor [MMB97] and

hierarchical image caches [SS96, SLS+96] provide a suitable framework to efficiently

explore temporal coherence.

The use of a bounded number of impostors has, as consequence, the emergence

of noticeable artifacts such as: bad parallax, disocclusion, distortion and resolution

mismatch (e.g. pixelization). To overcome these problems several techniques have

been developed usually by incorporation of depth information. Meshed impostors

[SDB97, DSV97] make use of a textured triangle mesh, assuming space-continuity of

the represented objects. Layer depth images (LDIs) [SGwHS98, PLAdON98] allow for

several depth and color values for the same pixel. LDIs exhibit greater flexibility but

they do not take advantage from current GPUs. Layered impostors [Sch98, DSSD99]
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and layered environment map impostors [JWS02], which are depth-sliced representa-

tions, are better suited to hardware acceleration.

Billboards are a special form of image impostors frequently used to replace very

complex geometry such as trees. Billboarding basically consists in keeping one quadri-

lateral texture map with transparency perpendicular to the view direction (or two

quadrilaterals arranged as a cross), but they can suffer from poor representation for

close viewpoints and from noticeable parallax artifacts.

Decoret et al. [DDSD03] describe a technique referred as Billboard Clouds (Figure

2.8), which is an image based representation, specifically suited to render extremely

simplified models, using images (textures) to mitigate the lack of geometric detail.

Its mains achievement is the automatic generation of an optimized set of impostors

to represent the objects. Figure 2.8 shows how a geometric based model with 5138

polygons can be replaced by 32 textured polygons. The the geometric model is shown

in (a) and can be compared to the billboard render of the same object in (c). Such

render is obtained using the 32 polygons outlined in (b) and depicted side by side in

(d).

Figure 2.8: Billboard Cloud([DDSD03])

Surface detail can be efficiently represented and rendered [POC05] using relief tex-

ture mapping [OBM00]. Recent extensions allow representing more general geometry

[PO06, BD06].
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2.7 The Graphics Processing Unit

Interactive 3D rendering is the most computationally demanding consumer-level ap-

plication [PLK+08]. During the past decade, driven by the requirements of computer

game industry, graphics processing units (GPU) experienced a huge evolution and

became ubiquitous at commodity computational systems. This huge evolution turned

the GPU, alongside the CPU, one of two major computational components of com-

modity computers [Man05], not only for graphics purposes but also for general purpose

computation.

Modern GPUs are programmable parallel platforms which provide high computa-

tional power with very large memory bandwidth at low cost. This latter aptitude lead

to a relatively new research area, focused on mapping general purpose computation

to graphics processing units - GPGPU [Man05, OLG+07, GPG08]. The high levels

of parallelism and performance, in conjunction with its large availability at low costs,

allow the GPU to be considered as the first widely deployed parallel desktop computer

[LH07].

The evolution of GPUs into programmable platforms empowered graphics re-

searchers and developers to design new GPU-based algorithms and techniques. Ben-

efits in efficiency and performance arise from exploitation of the intrinsic parallelism,

pipelined organization and vector-processing functionalities. As a consequence, many

computer graphics tasks have transferred their execution platform from the CPU into

the GPU. We refer to Haines [Hai06] to a deeper presentation and discussion of how

the GPU evolution influenced interactive rendering of 3D scenes.

As a consequence, the aforementioned GPUs became an essential requirement for

interactive rendering purposes [Hai06] and made them compelling, not only under the

graphics domain, but also for computationally intensive general purpose tasks.
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2.7.1 GPU Evolution

Primordial GPUs were designed to be co-processors specialized on 3D graphics oper-

ations. The first GPUs were hardwired fixed function implementations of few stages

of the graphics rendering pipeline 2.2. The chosen rendering algorithm for hardware

acceleration is based on rasterization as it is highly parallelizable.

The first generation of commodity GPUs, as the 3dfx Voodoo Graphics card

in 1996, offered basic triangle scan conversion and visibility resolution via a depth

buffer. Later on, more stages of the graphics rendering pipeline have been incorporated

into the graphics hardware, such as transform and lighting operations (T&L) on the

nVIDIA 256 GPU in 1999.

An important evolution step initially occurred with the introduction of programmable

vertex (nVIDIA GeForce3, 2001) and programmable fragment processors (ATI Radeon

9700, 2002). Programmability constituted an alternative path to the fixed pipeline

allowing new rendering effects and algorithms to be developed. Further improvements

were achieved by the introduction of support for longer programs, increased number

of registers, enhanced flow control primitives and better precision on the numerical

representation.

The next significant evolution became with the introduction of unified shader

architectures, with the GPU being comprised of several (tens to hundreds) of indistinct

processor cores (firstly released in 2005 with the ATI Xenos GPU for the Microsoft

XBox 360 game console and later, in 2007, with nVIDIA GeForce 8 series GPUs

for the PC platform). By the same time, the geometry processor, was the last

programmable unit to be exposed to GPU programmers, allowing for data dependent

rejection or creation of geometric primitives. In these unified architectures, processors

are dynamically assigned to each pipeline stage as a function of the workload. This

mechanism has the ability to mitigate bottlenecks that might arise from the fixed

apportionment of processors to pipeline stages.

Alongside and inter-dependently with the functional evolution, GPUs evolved in
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other several aspects, namely on their computing power and graphics performance.

Since 1996 until 2008, and comparing 3dfx Voodoo Graphics (1996) with 2 million

transistors and 50×106 texels/s with nVIDIA GeForce GTX 280 (2008) with 1.4 billion

transistors and 48.2 × 109 texels/s, one can observe that the number of transistors

increased roughly by 700× and texture fill rates by 1000×. As of 2008, the latest

released single GPU present features such as 800 stream processors, performing one

Tera FLOPS (floating point operations per second) with 128 bit floating point precision

(AMD/ATI HD 4870). Dual GPU cards and interconnection platforms such as ATI

CrossFireX or nVIDIA SLI also enabled the possibility to have multiple GPUs working

together in order to improve performance.

As a natural evolution, in the near future it is expected the wide availability

of 3D programmable graphics acceleration in portable computing platforms such as

game consoles, media players, smart-phones, PDAs, etc. Another expectable mid term

evolutional trends will be the convergence of CPUs and GPUs into a unified parallel

architecture, such as the recently unveiled Intel Larrabee [SCS+08] and the design of

heterogeneous multicore processors (integrating units such as CPUs, GPUs and media

processors) as proposed by AMD’s next generation microprocessor design - Fusion

[AMD08].

This evolution thread will lead the CPU and GPU, or some combination of them,

into a more flexible parallel platform with a less restrictive programming model,

allowing for instance to concurrent read concurrent write (CRCW) comparing to

concurrent read exclusive write (CREW) model of current GPUs. Another current

issues, such as bandwidth bottlenecks due to GPU↔CPU communication, are likely

to disappear as unified or tightly integrated devices will be able to address the same

memory.

Evolution is also expected at the programmer side, by the development on lan-

guages with high abstraction of the underlying hardware architecture and with support

for efficient parallel execution on heterogeneous computational resources. A very

recent example is the Open Computing Language (OpenCL) working group which
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Figure 2.9: A simplified scheme of the current programmable pipeline. Dotted paths
and units have limited support

aims to specify an open standard for programming heterogeneous parallel computing

at the intersection of GPU and multi-core CPU capabilities [Khr08, LHB+08].

2.7.2 GPU Programmability

The current OpenGL specification (OpenGL 2.1) exposes two GPU programmable

units: the vertex and the fragment processors. GPUs are designed with several vertex

and fragment processor units enabling high levels of parallelism. A simplified scheme

of this pipeline is presented in Figure 2.9. A third programmable unit, the geometry

processor, was recently exposed through OpenGL extensions [Ope08] but it has limited

support and it is only available on very recent GPUs.

A vertex program processes each vertex independently. The vertex processor has

the ability of modifying the vertex positions, which can be used to redirect the output

to a desired position, giving it scattering abilities (memory random-access store capa-

bility). Processed vertexes are sent to subsequent pipeline stages. Gathering (memory

random-access load capability) is possible at the vertex processor through texture

fetching. Although conceptually interesting, due to the traditional reduced number of
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vertex processors, associated to limited support for texture formats and unoptimized

read accesses (with big latency), the gathering mechanism impose limitations on its

practical utility.

At the fragment processor, each fragment is processed independently, i.e. without

any knowledge of other fragments. The fragment position is determined before the

fragment is processed and can not be modified by the fragment program. Therefore

the fragment processor does not have scatter abilities. However, gathering is possible

through texture fetching. A fragment program is also able to render to texture (RTT),

enabling it to easily re-use results from one pass to another. The ability to render

to multiple target buffers (MRT), allowing the distribution of results along several

buffers, is commonly supported. Rendering directly to the vertex buffer (RTVB) is

not a widely supported mechanism, although it can be indirectly achieved in several

ways.

As noticed before, GPU manufacturers recently adopted the so-called unified

architecture model, where the GPU is comprised of several (dozens to hundreds) of

indistinct stream processors. Global load-store memory, shared memory for threads

running on the same multiprocessor and synchronization mechanisms, are some of nec-

essary and available capabilities. However, these capabilities have only been exposed

through proprietary application programming interfaces and tools (e.g. such as nVidia

CUDA [NBGS08]).

GPU programming typically requires expertise on the graphics domain and on

parallel computing. As the GPU evolved from graphics devoted hardware, GPU pro-

gramming usually requires that the programmer has knowledge about the underlying

graphics pipeline. Another issue is that, although becoming more flexible, the GPU

programming model imposes several limitations when compared to general purpose

serialized CPU programming. The programming model exposed to developers is a

concurrent read exclusive write (CREW) parallel random access machine (PRAM).

Recent architectures allow for MIMD vertex processing but SIMD was the rule. Frag-

ment processors follow a limited single program multiple data (SPMD) execution
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style. Actually, due to performance and architecture issues, GPUs execute batches

of fragment threads in single instruction multiple data (SIMD) style. Therefore,

branch efficiency highly depends on the batch size (aka branch granularity) and on the

branch coherency. Notice that, if for a given batch, a thread follows a different path

relatively to the others, execution will be predicated and all of them will execute both

execution paths. Other aspects diverge from conventional CPU programming such

as poor data dependent branch control, absence of virtual memory, no disk access,

register addressing, and limited scatter support.

GPUs can be programmed in several languages, from specific assembly-like lan-

guages to high levels languages such as Cg [FK03], HLSL [Bly06, Mic08] and GLSL

[Ros06, Kes06]. As GPU-based applications require both the CPU and GPU to oper-

ate, additional bindings between languages must exist to integrate the functionalities.

Programming non graphics specific tasks (even in a graphics application context) still

requires mapping traditional computational concepts into their GPU counterparts

[Har05]. This motivates for a continued effort to develop languages and libraries that

pursue high levels of abstraction from the GPU intricacies, in order to provide a more

unified language. Some examples include the languages Brook for GPUs [BFH+04],

Sh [MQP02, MT04], OpenCL [Khr08], and libraries such as Glift [LSK+06].

2.8 Remote Rendering Issues

Most of the systems used to render large models are essentially based on local render-

ing, i.e. each visualization host is provided with a copy of the dataset (model), and

then a completely local 3D graphics pipeline is used to process it in order to generate

the desired imagery, allowing for the visualization and/or exploration.

Alternatively to local rendering, remote rendering finds its fundamental usefulness

when data replication is not desired or it is not possible. There are several identified

scenarios for which the use of a local rendering pipeline is not the most suitable

approach.
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An obvious scenario comes about when one is in presence of an intrinsically

distributed model. In such setting several (partial) models are stored in distinct hosts,

but the application allows for an exploration of a more global model for which more

than one of those partial models should be merged. This is the case of distributed

virtual environments.

Model size issues are also relevant due to the limitations of storage and transmis-

sion and associated time delay (due to bandwidth). Nevertheless, for many situations,

only parts of the model contribute to the views to be generated. Consequently, at

each moment (view), only relevant portions of the model (e.g. the visible parts) need

to be available. Also relevant is the fact that some models can possibly do not fit in

the storage memory of the client, as for low-end terminals such as smart-phones or

personal digital assistants (PDAs) or even for consumer level workstations when very

huge models are used.

For models that are frequently subject to changes (e.g. dynamic environments, col-

laborative environments, etc), the proliferation of local copies makes the management

of such models much more complex. Thus a central repository at a model provider

allows for a better management and consolidation of its contents.

Finally, remote rendering can also be of interest when the content has usage

restrictions and copies cannot be made available directly to the users (as for instance

due to copyright or security issues) [LF01, KTL+04, KL05].

Remote rendering pipelines are not too different from local pipelines respecting

to the stages involved. The main difference is that, at some point, data has to be

transmitted from a server to its clients. The exact point (and consequently the kind

of data) where this transmission occurs, relatively to the traditional pipeline, can vary

according to the remote rendering system design or to some policy aware of the client’s

state and available resources.

Optimization can be used associated with a streaming system in order to maximize

the user experience with respect to the available resources. From this broad goal one
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can derive the main requirements of such a system:

Optimized Quality - The system should optimize the streamed data in order to

achieve the best picture quality with respect to the client specificities (e.g.

memory, rendering capability, bandwidth). To achieve such a goal, the streaming

server must be informed about, or alternatively should be able to properly

estimate such parameters.

Latency Immunity - In such a client-server system there is always an increased

latency due to transmission and communication. The use of caches, motion

prediction and pre-fetching policies are usual techniques that attempt to mitigate

such latency issues.

2.9 Computation of Best Views

Automatic computation of best views is an important problem and has applications in

several fields, such as: automatic object [VS03] and scene [AVF04, SS02] exploration,

virtual cinematography [DZ95], image based modeling and rendering [VFSH03] and

also in the improvement of rendering algorithms such as ray-tracing and radiosity.

Also, there are several computer graphics applications that can take benefit from

the automatic computation of best-views. In medical applications, best views can be

usefully used as starting points for 3D model inspection. In games, best-views can

assist camera control by weighting objects with importance values. Using best-views

as informative image descriptions for 3D model repositories can lead to very significant

resource savings (e.g time and bandwidth) in the search and retrieval process.

2.9.1 Best Single View

A fundamental concept in best view computation is viewpoint quality. Intuitively,

viewpoint quality can be defined as a measure of how pertinent is the obtained view
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to scene understanding. Although intuitive, viewpoint quality does not have a precise

definition. Sbert et al. [SPFG05] state that a measure of viewpoint quality must

consider: the number of visible surfaces, their area, orientation, and distance with

respect to the view parameters (e.g. position, direction, orientation and field-of-view).

Despite their usefulness, purely geometric criteria may be insufficient to accurately

estimate the goodness of a view. Inclusion of non geometric information should

improve the results [SPT06a]. Examples of such information are object’s importance

to the user / task, perceptual factors (e.g. relative position in the obtained image)

and lighting conditions.

In the context of object recognition, Weinshall and Werman [WW97] introduced

the concepts of View Likelihood and View Stability. View Likelihood is the probability

that a given view of an object is observed. View Stability measures how the projected

view is changed as an effect of a viewpoint perturbation. The authors suggest the use

of these concepts to identify generic views of an object.

In Kamada et. al [KK88], the authors describe a method which aims at minimizing

the amount of degenerated faces with respect to an orthogonal projection. Degenerated

faces are those where edges project over the same straight line or their projections cross

each others. For this purpose they suggest the minimization, over all the faces, of the

maximum angle deviation between the normal vectors and the line of sight. Although

the method performs interestingly for wireframe display, it has a major drawback for

more realistic rendering: as it is not aware of visibility, it does not take into account

the amount of detail visible in the solution. Barral et al. [BDP00] present an extension

of Kamada’s method, which mainly consists in taking the amount of visible detail into

account.

Vázquez et al. [VFSH01] introduced Viewpoint Entropy as a metric for viewpoint

quality. The viewpoint entropy concept is borrowed from Information Theory and

the method aims at selecting the more informative view, i.e. the one with maximum

entropy. For this purpose, the scene is bounded by a sphere and then a dense set

of viewpoints, located over the bounding surface and pointing to an interior point
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(typically the center), is defined. The entropy is then computed for every viewpoint

and the one with a maximum evaluation is selected as the best viewpoint.

Accordingly to Vázquez the viewpoint entropy function, for a given scene S and

viewpoint p, is defined as :

I(S, p) = −
Nf∑
i=0

Ai
At

log
Ai
At

(2.1)

where Nf is the total number of faces of the scene, Ai denotes the visible projected

area of face i, At is the total area of the sphere and A0 the projected area of the

background over the sphere. Thus, Ai/At represents the relative projected area of face

i.

In this formulation, information probabilities have correspondence on the ratio

between the face projected area and the area of the enclosing sphere surface where

all viewpoints lie. Inherently the method takes into account the amount (number and

size) of visible detail present in the solution.

For each viewpoint, the scene is rendered assigning a different color to each

individual face. The resulting image is then read-back from the color buffer. From

that image a color histogram is built enabling the identification and estimation of the

visible faces and corresponding projected areas.

As brute force strategies are very time consuming, Vásquez et. al developed an

adaptive algorithm based on a heuristic search supported by a conservative viewpoint

entropy predictor [VS03]. Later [VS04], the same authors, explored graphics hardware

acceleration facilities to achieve an on the fly best view detection. These concepts were

extended to the visualization of volumetric data by Takahashi et. al. [TFTN05].

Stoev and Strasser [SS02] present a different technique more suitable to the vi-

sualization of terrain models. As normals in terrain models present great uniformity,

maximizing the projected area does not necessarily conduct to visually interesting

results. The authors present an approach in which the depth of the scene is also
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subject to maximization.

Based on low level human visual system cues, Lee et al. [LVJ05] introduced mesh

saliency as perceptually-driven measure for viewpoint quality. They state that their

measure is able to better capture visually interesting regions, thus allowing for more

visually pleasant results compared to those obtained using purely geometric measures

of shape, such as mesh curvature ([Far03]). The method is based on maximization of

the visible saliency. In order to find optimized viewpoints, a multi-start local search

approach is used. A recent work by Feixas et al. [FSG07] proposes an integrated

framework for viewpoint entropy and mesh saliency.

Figure 2.10: Viewpoint selection for the Octopus and the Stanford Dragon
models.([LVJ05])

A comparative viewpoint selection for the octopus and the Stanford dragon models

is depicted in Figure 2.10. The top row of pictures ((a) to (d)) shows viewpoints se-

lected by maximizing visible saliency, and the bottom row ((e) to (h)) shows viewpoints

selected by maximizing visible mean curvature. The computed saliency is depicted in

(b) and (d), and the mean curvature in (f) and (h). Notice that, accordingly to the

authors, while the saliency based best view for the octopus is more pleasant, the same

does not occur with the dragon. This suggests that more features may have to be

integrated to achieve more satisfactory and robust results.
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2.9.2 Best Set of Views

There are situations or problems where a (best) single view over an object or scene

does not suffice to completely inform the viewer about its contained information. This

is likely to occur, for instance, when in presence of large scenes, multiple objects, occlu-

sions. In such cases a single view may not be enough to allow a correct understanding,

as a single view will probably miss relevant objects and features.

For complex scenes, unguided exploration can result on poor explorations, namely

by missing relevant parts of the scene. An interesting problem is the automatic

generation of navigation path through the scene. It is expected that the generated

path will provide an optimized continuum of views over the most relevant aspects of

the scene. An approach to solve this problem consists in the computation of a best

set of views over the scene and then, if a smooth exploration is desired, generating an

exploration path by interpolation. Such concept is illustrated in Figure 2.11, where

an exploration trajectory of the Utah teapot model is computed by interpolation of

the previously computed minimal set of views (represented by black dots) that cover

all visible teapot surfaces [SPT06b].

The problem of determining the optimal set of views is an optimization problem

related to the art-gallery problem [O’R87] and to the aspect graph [GM90] and is

NP-Hard [Stu99]. Stuerzlinger [Stu99] uses an hierarchical approach with a simulated

annealing to find a set of good viewing regions from which the best set of viewpoints

is derived. Vázquez et. al. [VS03] and Sokolov et. al. [SPT06b] both use greedy

algorithms.

The best set of view problem has many other interesting applications such as:

automatic light positioning and light design [Váz07] and image based modeling [CSF99,

VFSH03].
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Figure 2.11: Exploration trajectory for the Utah teapot model based on the minimal
set of views.([SPT06b])

2.10 Conclusions

In this chapter we have described important problems related to visualization of virtual

environments. We focused the presentation on problems that use or can benefit from

the use of intelligent optimization techniques.

The analyzed problems range from modeling to automatic best view computa-

tion. We described the main approaches found on the literature and identified those

situations for which a higher level and generic optimization tool could be useful.

In the next chapter optimization techniques that may be useful for this problem

are described in detail. The focus is on intelligent optimization techniques as they

show problem independence but, at same time, they seem appropriate for tackling

this sort of problems.
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3.1 Introduction

There are several situations where one has to deal with problems of growing complexity.

These problems arise in diverse areas of knowledge. Often, the problem to be solved

can be expressed as an optimization problem where, for each particular instance, the

goal is to find a solution which minimizes (or maximizes) a given objective function.

Optimization problems are commonly divided into two main categories: those

where solutions are encoded as real numbers; and those where solutions are encoded

as discrete values. Amongst the latter class, a prominent group is that of combinatorial

optimization problems, where the objective is to find an optimal combination of

solution components from a finite (or possibly countably infinite) set.

For some optimization problems either there is no knowledge on how to definitively

find a global optimum or the known algorithm has no practical usefulness due to its

computational effort. These problems are known as being of difficult optimization. For

such cases, approximate algorithms play an important role. Although they (generally)

do not guarantee that a global optimum would be found, they (usually) are able to

find sub-optimal solutions within small time resources.

For discrete problems, several heuristics have been developed, along the years,

in order to produce high quality solutions. Most of them were conceived to solve

particular problems. Thus, some of the considerable effort invested in the development

and refinement of such heuristics is more likely to be wasted if a (slightly) different

problem has to be solved.

Metaheuristics are algorithmic frameworks that, up to some extent, can be applied

to a multiplicity of problems without major modifications. They are in fact general

high-level heuristics that guide an underlying search strategy in order to intelligently

explore the solution search space and return high quality solutions.

The present chapter continues with a presentation of generic optimization problems

which aims to introduce the major concepts and terminology related with the field

(Section 3.2). The most prominent approach to solve combinatorial problems is based
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on search. Section 3.3 presents different search paradigms and discusses how they

relate and their more important properties.

Metaheuristics are generically presented and discussed in Section 3.4. Following, in

(Section 3.5), a survey on several of the most prominent metaheuristics is presented.

Section 3.6 presents several criteria to classify and compare metaheuristics. Major

conclusions are drawn in the last section (3.7).such as: Simulated Annealing (Section

3.5.1); Tabu Search (Section 3.5.2), Iterated Local Search (Section 3.5.3); Greedy

Randomized Adaptive Search Procedures (Section 3.5.4); Ant Colony Optimization

(Section 3.5.5) and Evolutionary Computing (Section 3.5.6).

3.2 Optimization Problems

Several problems aim at finding the best configuration of a set of parameters to achieve

a goal (or some goals). The goal is either to minimize or to maximize some quantity.

This quantity is a function f of one or more variables known as the objective function.

The independent variables that can change in the quest for optimality are known as

the decision variables. If the goal is to minimize f , then f is known either as the

cost function or the penalty function. Conversely, when the goal is maximization,

f is referred as the benefit function or utility function. These problems are termed

optimization problems and are of both theoretical and practical importance. For some

problems, the values that the decision variables can take are further specified through

a number of conditions - the constraints.

The search space of a problem is defined as the set of all candidate solutions. A

candidate solution corresponds to an instantiation of the decision variables. For some

problems or algorithms it may be useful to distinguish between partial candidate solu-

tions and complete candidate solutions. A partial candidate solution has instantiations

for some, but not for all, of the decision variables. Complete solutions can be built

from partial solutions by properly adding solution components. If a candidate solution

satisfies all the constraints of the problem then it is called a feasible solution or just a
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solution. The solution space is the set of all feasible solutions. An optimal solution is a

feasible solution for which the objective function evaluates to an optimum (minimum

or maximum).

An optimization problem can be either a minimization or maximization problem.

A maximization problem can be turned into a minimization problem by symmetry,

i.e. maximizing an objective function f is the same as minimizing its symmetric −f .

Thus, for the sake of simplicity and without loss of generality, on the following text

we will refer to optimization problems as minimization problems, except if otherwise

stated.

These few concepts suffice for a more formal statement of an optimization problem

as follows:

Definition 1 (Optimization Problem)

An Optimization Problem P = (X ,D, C, f) can be defined by:

- a set (or vector) of decision variables X = {x1, . . . , xn};
- variable domains D = {D1, . . . , Dn};
- a set of constraints among variables C = {c1, . . . , cn};
- an objective function f to be minimized, where f : D1 × . . .×Dn → <+;

Definition 2 (Solution Space)

Solution Space S is the set of all feasible solutions:

S = {s = {(x1, v1), . . . , (xn, vn)} |vi ∈ Di, s satisfies ∀ci ∈ C}

To solve an optimization problem one has to find a feasible solution s ∈ S for

which the objective function takes the minimum value. This leads to the definition of

a globally optimal (minimal) solution.

Definition 3 (Global Optimum)

A Global Optimum (or globally optimal solution) s∗ of P is such that

f(s∗) ≤ f(s) ∀s ∈ S.
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The set of all optimal solutions s∗ is denoted by S∗ and referred as the optimal set

.

When the variables that encode the solutions are discrete, the problem is known

as a Combinatorial Optimization (CO) problem.

Many algorithms exist for solving CO problems. According to the guarantees

of optimality they offer, they are classified either as complete or as approximate

algorithms. Complete algorithms are able, in a time bounded by a function of the

instance size, to return an optimal solution or determine if the problem instance is un-

solvable. Since the best known solutions for many CO problems have exponential time

complexity in the worst case, finding a guaranteed optimal solution is not practical.

On the other hand, approximate algorithms do not offer any guarantees with respect to

optimality or solvability, even if they are allowed to run for an arbitrary finite amount

of time. However, approximate algorithms can generally find high quality solutions in

polynomial time. So, in practice, they are more useful than exact approaches for such

hard problems.

3.3 Search Paradigms

A conspicuous approach for solving hard combinatorial problems is based on search

paradigms. The fundamental idea behind search algorithms is to iteratively generate

and evaluate candidate solutions. The better known algorithms to solve hard CO

problems require a run time that can grow exponentially with the instance size. Yet,

evaluating solutions can generally be done in polynomial time. The main differences

between search paradigms are found on the way they generate candidate solutions

[HS05].

One of the more trivial methods to find an optimal solution is to generate and

evaluate all the candidate solutions, returning that (or those) for which the value of

the objective function has the minimum value amongst all the others. This complete
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enumeration method is also known as exhaustive search or brute-force search. Exaus-

tive search is typically very simple to implement as its only requirement is a systematic

generation of all the candidate solutions.

Although being a complete algorithm, exhaustive search often does not have

practical applicability due to its time complexity. As in many problems, the search

space grows very quickly as the instance size of the problem grows, e.g. exponentially.

Thus, practical use of exhaustive search is limited to the following situations: small

problem instances with manageable search spaces; search in small subsets of the

search space (e.g. search in a neighborhood or search after a cut-down on the search

space using some set of high level rules); and to serve as reference method (e.g. for

benchmarking).

Exhaustive search is a member of a broader class of search algorithms based on

the systematic search paradigm. Systematic search algorithms are characterized by

performing a traversal of the search space in a systematic manner which guarantees

their completeness. Beyond pure exhaustive search, there are algorithms that reduce

the number of evaluated solutions without compromising their completeness. Their

common strategy is to systematically prune the solution space by discarding those

parts for which there is evidence that optimal solutions can not be found within them.

Popular methods are: branch and bound [LW66], the A∗ algorithm [HNR68], and

dynamic programming [Bel58, Bel03]. Despite their usefulness and improved efficiency

over exhaustive search, there are instances of problems for which they are not able

to find optimal solutions in a reasonable amount of time, thus limiting their practical

applicability.

Another trivial method of search is the uninformed random picking (also known as

pure random search). This method uniformly samples the search space by randomly

picking, at each iteration, a candidate solution. In its pure form, due to the lack of

heuristic guidance, uninformed random picking is of little utility and is generally more

inefficient than exhaustive search.

As there is not a determined number of iterations that guarantees a complete



3.3. SEARCH PARADIGMS 75

coverage of the search space, the applicability of random search is limited to problems

for which one can recognize when the optimal solution is found (e.g. the objective

function evaluates to a known optimal value). In such cases, uninformed random

picking can take some advantage over brute-force search, if the systematic generation of

solutions is costlier than the overhead introduced by the uninformed random sampling.

Many algorithms make use of uninformed random picking for generating their initial

solutions.

The use of randomized decisions in generating or selecting candidate solutions

is the foundation of a search paradigm known as stochastic search. As previously

discussed, pure stochastic search is of little utility, but combined with other search

paradigms, which provide some higher-level guidance, form the root mechanism for

many of the more successful methods for solving hard CO problems. A notable class

of such methods are those known as stochastic local search [Stü98, HS05] where the

introduction of random or probabilistic decisions results in increased performance and

robustness. Many popular and successful metaheuristics fit in this class, such as

Simulated Annealing, Ant Colony Optimization, Greedy Randomized Adaptive Search

Procedures, and Evolutionary Computation.

Somewhat opposed to systematic search, local search (LS) is a search paradigm

that explores the neighborhood of a given solution in order to find a better solution.

Local search, although its simplicity, is one of the most successful approaches to solve

hard combinatorial problems [MAK07].

A neighborhood is defined as the set of all feasible solutions that are close, under

some given neighborhood relation (or neighborhood structure), to the present solution.

The choice of the neighborhood relation is generally critical to the success of a LS

algorithm. A transition from a solution to one of its neighbors is commonly referred

as a move or search step.

Definition 4 (Neighborhood Relation)

A Neighborhood Relation is a function N : S → S∈ that assigns to every s ∈ S a set
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of feasible solutions (neighbors) N (s) ⊆ S. N (s) is called a neighborhood of s. The

size of a neighborhood |N (s)| is defined, for each s, as the cardinality of N (s).

The neighborhood relation imposes restrictions on how the solution space can be

traversed. The neighborhood graph of a problem instance maps the possible moves

between solutions under a given neighborhood.

Definition 5 (Neighborhood Graph)

The Neighborhood Graph of an instance of a combinatorial optimization problem P

with a given neighborhood relation N is a directed node-weighted graph G = (V , E),

where V represents the nodes, where each node represents a solution and E represents

the connections between nodes,i.e. the arc set, and it is defined such that (i, j) ∈ E if

and only if j ∈ N (i). The weight of a node is defined as the cost of the corresponding

solution. If the neighborhood relation is symmetric then the directed graph can be

converted to a undirected graph where the arcs (i, j) and (j, i) are replaced by an edge

(i, j).

The definition of a neighborhood leads to the definition of locally optimal solutions,

or simply local optima. A local optimum is a feasible solution whose objective function

is optimal in respect to a given neighborhood, i.e. none of its neighbors have a better

evaluation of the objective function.

Definition 6 (Local Optimum)

A Local Optimum (or locally optimal solution) ŝ with respect to a neighborhood

structure N is a feasible solution such that ∀s ∈ N (ŝ) : f(ŝ) ≤ f(s). If ŝ is such

that ∀s ∈ N (ŝ) : f(ŝ) < f(s) then ŝ is called a strict local optimum.

The most obvious local search strategy is iterative improvement (II), commonly

known as hill-climbing in the case of maximization. Given an initial solution and

a neighborhood relation, the iterative improvement strategy executes a move to a
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neighbor if and only if it corresponds to an improvement of the objective function.

The search process continues from the better solution found and iterates until no

improvement is possible. The algorithmic skeleton of iterative improvement is depicted

in Algorithm 1.

Algorithm 1: Iterative Improvement

begin
s←− GetInitialSolution()

repeat
s←− PickImprovedSolution(N (s))

until no improvement is possible
return s

end

The procedure GetInitialSolution either initializes the current solution with a

provided initial solution or, more usually, with a randomly generated or heuristically

constructed solution. The iterative cycle repeatidly calls PickImprovedSolution to

search the set of neighborhood solutions. The latter procedure returns a solution with

a better evaluation of the objective function than the current solution. The (pivoting)

rules that determine how the neighboring solutions are inspected and returned orig-

inate different blends of iterative improvement. If PickImprovedSolution inspects

the neighborhood in a deterministic manner and returns the first improving solution it

originates a method known as best first search. If the entire neighborhood is inspected

and it returns the best improving solution, then the method is known as iterative best

improvement (also known as steepest ascent hill climbing for maximization).

A very important drawback of iterative improvement is that it may get trapped in

local optima, i.e. the search process reaches a point where no better neighbor solutions

exist. This can be a major issue when it gets trapped in poor quality solutions. Several

strategies can be used to deal with this problem such as: accepting non-improving

solutions; restarting the search from another point (outside the current neighborhood);

and changing the neighborhood size.

Another relevant aspect to the effectiveness of local search algorithms relates to the

existence of large plateaus in the search space. A plateau is a connected region (given
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the neighborhood relation) where all solutions have equal (or at least, very similar)

values for the objective function. Basic local search strategies do not have guidance

mechanisms to deal with such situations. As a consequence, a resulting undesirable

effect is cycling through solutions at the plateau. The introduction of memories, that

remember the recently visited solutions, is a typical approach to overcome the cycling

problem (as used, for instance, in Tabu Search).

Beyond the quality of the solution found, the performance of iterative improvement

algorithms also depends on the computation effort needed to reach a locally optimal

solution. This latter factor is related with two aspects: the size of the neighborhood

and the potential of the transition graph. The first aspect relates with the time needed

to move from one solution to another. Thus, the neighborhood size (i.e. the number

of solutions that can be reached from a given solution) must not be too large. The

second aspect relates with the number of solutions that have to be visited before

reaching a locally optimal solution. For a given problem instance and neighborhood,

the potential of a solution is given by the minimal number of improving transitions

needed to reach a local optimum. The potential of the solution graph is given by the

maximum potential over all solutions. Thus, it is important to choose a neighborhood

which leads to graphs with small potential [MAK07].

Another relevant concept is the neighborhood strength. A strong neighborhood

is such that produces local optima whose quality is largely independent of the initial

solution. On the other side, a weak neighborhood produces local optima highly cor-

related with the initial solution. The strength of the neighborhood is often correlated

to its size. As shown, and despite the importance of the neighborhood’s strength, it

is critical for performance to keep its size within manageable limits.

In general, local search algorithms are incomplete. However, this is not a critical

issue to many practical applications. There are many problems to which it is known

that a solution does exist. Consequently, in such situations, one is more interested

in finding a high quality solution than proving the solubility of the problem. But

if one is interested in the optimal solution, systematic search approaches are usually
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mandatory due to their completeness. Another interesting feature of local search is

the usual and continuous availability of solutions since the beginning or since very

early stages of the search process (e.g. the best-so-far solution). This is particularly

relevant for real time applications where reasonably good solutions are expected to

be available at any time or within very restrictive time budgets. In contrast, many

important systematic search algorithms do not compute complete solutions early in

the search (e.g. dynamic programming) limiting their real-time applicability.

Another classification among search paradigms is based on the distinction between

constructive search and perturbative strategies. In the constructive search paradigm

one starts from an empty partial solution and iteratively, guided by some (construc-

tion) heuristic, individual components are added until a complete solution is obtained.

Used alone, constructive search heuristics usually suffer from greediness which typically

results in poor solutions. Constructive search can be considered as local search on the

space of partial solutions.

Perturbative search methods iteratively traverse the search space by modification

of one or more components of the current solution. This modification is known as a

perturbation. Local search methods are often based in perturbative search.

3.4 Metaheuristics

Exact search algorithms, such as exhaustive search, branch and bound, A∗ or dynamic

programming, may degenerate to complete enumeration of the solution space. This

behavior disallows the practical applicability of such algorithms beyond small or

moderately sized problem instances due to the exponential laws that rule the increase

of computation time and memory as the instance size grows.

Approaches of more practical value are those that can find good solutions in a

reasonable amount of time. Heuristics fall in this class. They differ from exact

algorithms as they do no guarantee that a global optimum will be reached, but they are

able to produce high quality solutions with acceptable or manageable computational
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cost.

A definition of heuristics which captures its intuitive nature and the tradeoff

between complexity and effectiveness is that of Pearl [Pea84]:

.̈ . . heuristics are criteria, methods, or principles for deciding which

among several alternative courses of action promises to be the most effec-

tive in order to achieve some goal. They represent compromises between

two requirements: the need to make such criteria simple and, at the same

time, the desire to see them discriminate correctly between good and bad

choices. A heuristic may be a rule of thumb that is used to guide one’s

action. ¨

Another commonly accepted definition of heuristics is that of Reeves [Ree93]:

”technique which seeks good (i.e. near-optimal) solutions at a reason-

able computational cost without being able to guarantee either feasibility

or optimality, or even in many cases to state how close to optimality a

particular feasible solution is.”

Heuristics use a ”rule of thumb” in the quest for a solution but are generally

very problem-dependent. Thus, a particular heuristic can be of great utility when

solving one problem but, more often than desired, it cannot be used for other classes

of problems (at least with major modifications). This led to the development of

more high-level strategies which could be applied to a wider class of problems and

applications.

These strategies are known as metaheuristics. The term metaheuristic was firstly

introduced by Glover [Glo86] to refer to methods that combine higher level strategies

with local improvement procedures in order to escape from local optima and to perform

a robust search of a solution space [GK03]. Today it refers to a broad class of strategies

for optimization and problem solving.
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Metaheuristics have proved to be effective particularly in real world combinatorial

problems. Despite the fact that metaheuristics do not offer any guarantee about

optimality, exact algorithms are often incapable of finding solutions whose quality is

close to that achieved by the leading metaheuristics in a reasonable time. Note that

an exact algorithm is theoretically able of guaranteeing such optimality, although such

capability may require a very long run of the procedure.

Another evidence of the utility of metaheuristic has been the success achieved by

exact methods which incorporate metaheuristic strategies.

Metaheuristics are often inspired in concepts from (apparently) very distinct fields

such as: biology, genetics, neurology, physics, artificial intelligence and mathematics.

Despite the wide use of the term, there is no commonly adopted definition for

metaheuristic. Instead, several definitions can be found in the literature. Osman and

Kelly [OK96] define the term metaheuristic as:

”A meta-heuristic is an iterative generation process which guides a sub-

ordinate heuristic by combining intelligently different concepts for explor-

ing and exploiting the search space using learning strategies to structure

information in order to find efficiently near-optimal solutions.”

Glover and Laguna in their book about tabu search [GL97] define a metaheuristic

as follows:

”A meta-heuristic refers to a master strategy that guides and modi-

fies other heuristics to produce solutions beyond those that are normally

generated in a quest for local optimality. The heuristics guided by such a

meta-strategy may be high level procedures or may embody nothing more

than a description of available moves for transforming one solution into

another, together with an associated evaluation rule.”

Another definition is provided by Voß et al. [VMOR99] as:
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”. . . an iterative master process that guides and modifies the operations

of subordinate heuristics to efficiently produce high quality solutions. It

may manipulate a complete (or incomplete) single solution or a collection

of solutions at each iteration. The subordinate heuristics may be high

(or low) level procedures, or a simple local search, or just a construction

method.”

Finally, a more encompassing definition is found at [Met07]:

”A metaheuristic is a set of concepts that can be used to define heuristic

methods that can be applied to a wide set of different problems. In other

words, a metaheuristic can be seen as a general algorithmic framework

which can be applied to different optimization problems with relatively

few modifications to make them adapted to a specific problem.”

From the above discussion and definitions, some fundamental properties can be

summarized [BR03, DPST06]. Hence, metaheuristics:

• are strategies that guide the search process. They encompass techniques that

range from basic local search procedures to complex learning processes;

• are defined at a high level of abstraction, thus they are not problem-specific,

although, at lower levels of abstraction, problem-specific knowledge may be used

and is often needed;

• have as a goal the efficient exploration of the search space in order to find an

optimal or near-optimal solution. They are approximate methods and usually

non-deterministic;

• may use forms of memory in order to benefit from acquired search experience;

• are, up to some extent, stochastic as they incorporate randomized processes in

order to promote diversification, to increase robustness and to counterbalance

the huge number possibilities;
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• are often inspired by analogies with real phenomena (biological, physical, etho-

logical, etc).

Beyond the solution of hard problems, there are other rationales to consider

metaheuristics as an option:

• There is not any exact algorithm known for solving the problem;

• An exact method exists, but it is computationally very expensive;

• The metaheuristic is more flexible than the exact algorithm, allowing to incor-

porate conditions that are hard to model.

Despite the fact that even a quick and dirty implementation and application

of a metaheuristic, to a given problem instance, is usually able to get fairly good

results, there are two main aspects, which may entail significant effort, that have to

be considered in order to obtain state-of-the-art results. The first is concerned with

the injection of problem specific knowledge into the lower levels of the metaheuristic.

This is a critical issue given that if, for a particular problem instance, an ad-hoc

heuristic exists it will generally outperform an out-of-the-box implementation of a

metaheuristic. The second aspect is related to parameter tuning. Metaheuristics

performance is usually very sensitive to the change of the parameters values. Despite

the importance of this tuning process, there is not much work devoted to the field.

Usually, the approach to the tuning process is based on some sort of trial and error

process possibly guided by some rules of thumb or by the practitioner’s experience

[BSPV02]. Specifically there is a lack of formal and automatic tuning methods in

the literature with some recent and notable exceptions (as for instance the work of

Birattari [Bir04]).
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3.5 A Survey of Metaheuristics

This section presents a brief overview of some of the most relevant and successfully

used metaheuristics found in the literature.

3.5.1 SA - Simulated Annealing

Simulated Annealing (SA), also known as Monte Carlo annealing and statistical cool-

ing, is a stochastic local search metaheuristic. It was independently proposed as an

optimization algorithm by Kirkpatrick [KGV83] and by Cerný [Cer85] and further

studied in detail by Aarst, Laarhoven and Korst [AvL85, AK89, AKvL97] among other

researchers. It was one of the first algorithms incorporating an explicit mechanism

to escape from local optima. Simulated annealing is referred as one of the oldest

metaheuristics and has many appealing features, such as [AKM05]: performance (i.e.

running time vs solution quality) conceptual simplicity; ease of implementation; large

flexibility and wide applicability. These features made SA one of the most successful

metaheuristics [RSV91, AKM05] either performing standalone or as a component of

other metaheuristics [BR03].

Its motivation arises from the physical annealing of solids. Annealing is a thermal

treatment applied to some materials (e.g. steel, brass, glass) in order to alter their

microstructure, affecting their mechanical properties. The annealing process starts by

initially raising the temperature of a substance to high values (melt point). At this

state the particles of the substance are arranged randomly. Then, carefully proceeds

with a slow cooling process spending long times at temperatures in the vicinity of

the freezing point. This process allows the substance to solidify with a crystalline

structure, a perfect structure that corresponds to a state of minimum energy - the

ground state.

SA uses the physical annealing analogy to solve optimization problems. In this

analogy, the candidate solutions of the optimization problem have correspondence with

the physical states of the matter, where the ground state corresponds to the global



3.5. A SURVEY OF METAHEURISTICS 85

optimum (minimum). The objective function corresponds to the energy of the solid at

a given state. As time passes (and the iteration count increases), the temperature

is dropped from an initially high value to the final (freezing point) value. The

specification of how the temperature decreases along the search process - the cooling

schedule - has a major influence on the behavior and performance of the algorithm

[BR03]. The cooling schedule has three main components: an initial temperature T0,

a rule to know how the new temperature is obtained from the previous one and how

it relates with the iteration count, and a termination condition.

The fundamental idea of SA is to make a walk based on a local search strategy but

allowing to accept solutions worse than the current one (i.e. allows for up-hill moves).

This provides the algorithm with a mechanism to escape from local optima. The

probability of doing such non-improving moves depends on the current temperature.

This probability is higher at the first iterations (higher temperatures) and decreases to

lower values during the search process. As a result, one can observe that SA behaves

differently during its run time. At early stages (higher temperatures), it behaves more

like a random walk (keeping the best-so-far solution), allowing for a wider exploration

of the search space thus. As the search evolves and the temperature decreases, SA

slowly decreases its propensity to accept non-improving moves. Finally, at the last

stages (lower temperatures) it behaves like an iterative improvement algorithm leading

to the convergence to a local (hopefully global) optimum. An algorithmic skeleton of

the simulated annealing metaheuristic is given at Algorithm 2.

GetInitialSolution(): The algorithm needs to be provided with an initial

solution. Two main strategies apply: random generation and heuristic generation

(e.g. by a greedy construction strategy).

PickAtRandom(): For each iteration, a solution in the neighborhood of the current

solution is randomly picked.

AcceptanceCriterion(): The randomly picked solution is then evaluated and

subject to acceptance. The acceptance criterion is based on the following probability

distribution p.
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Algorithm 2: Simulated Annealing

begin
s←− GetInitialSolution()

T ←− T0

while termination conditions not met do
s′ ←− PickAtRandom(N (s))
if f(s′) < f(s) then

s←− s′

else
s←− AcceptanceCriterion(s, s′,T)

UpdateTemperature(T)

return s
end

paccept(s, s
′, T ) = e

f(s)−f(s′)
T (3.1)

If the solution is better than the current one it is accepted (p = 1). Otherwise

the acceptance probability varies accordingly to the temperature T and the energy

difference(f(s)− f(s′)). This probability follows the Boltzmann distribution (adapted

from the physical properties of the cooling process).

UpdateTemperature(T): implements the updating scheme of the cooling schedule.

One of the most used updating schemes follows a geometric law: Tk+1 = αTk, with

α ∈ ]0, 1[ (generally in the range 0.8 ≤ α < 1). It is also usual to spend a fixed number

of iterations at each temperature level, instead of updating the temperature after each

iteration.

Theoretical results state that, under a suitable cooling schedule, SA converges

asymptotically to the global optimum (see for instance [Haj88, RSV91, MAK07]).

The relevance of these results is the proof of the effectiveness of the search strategy

applied by SA. Although, convergence is only guaranteed after an infinite number of

iterations, which is rather worse than a simple exhaustive search which guarantees

convergence in finite time, for a finite search space [MAK07]. In practice, finding an

effective cooling schedule is crucial to the performance of the algorithm [RSV91] and

usually corresponds to a tradeoff between the available time to get a solution and the
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quality of the solutions obtained, as fast cooling schedules have smaller probabilities

of reaching global optima.

Thus, a significant effort of the research community has been devoted to study and

characterize cooling schedules, namely finite-time schedules which allow for practical

implementations of SA [SK91, AKvL97, CF99, OJ02, HJJ03]. Besides their finite or

infinite-time nature, schedules can also be classified with respect to their monotonicity

and to their static or dynamic nature. Non-monotonic schedules allow for reheating

phases which can change the bias between intensification and diversification. Dynamic

(or adaptive) schedules allow parameters to vary accordingly to the evolution of the

search process. Thus, it can be considered that they introduce some kind of memory

into the algorithm (note that the original formulation of SA is memoryless) as they

choose a new temperature in respect to the observed quality of the already visited

solutions. This kind of scheduling can achieve superior performance in respect to

static schedules [ECF98, AKD99] and can also be used to adaptively control the bias

between intensification and diversification.

3.5.2 TS - Tabu Search

Tabu Search (TS) was originally proposed by Glover [Glo86, Glo89, Glo90] in 1986

based on earlier ideas introduced by the same researcher in 1977 [Glo77]. It is one

of the most popular metaheuristics [BR03], being for many practical problems among

the best performing metaheuristics [HS05]. Conversely to most metaheuristics, TS

explicitly incorporates and systematically uses memories of the search history to guide

the search process.

Tabu Search (TS), in its simplest form, is a deterministic local search strategy

(however, it is possible to incorporate probabilistic elements in the basic formulation,

turning TS to a stochastic local search metaheuristic [Glo89, HS05]). At each iteration,

the best solution in the neighborhood is selected. In contrast with pure iterative

improvement methods, this step is done even if the neighbor solution is worst than
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the current one. This aggressive behavior allows TS to escape from local optima. To

ensure that the search process will not cycle and trace back to the same local optimum

it has just escaped from, TS disallows solutions (moves) that reverse the effect of recent

moves. This purpose is attained by declaring these solutions as tabu. Tabus are stored

in a short-term memory implemented as a tabu-list. The search in neighborhood is

then restricted by exclusion of those neighbors present in the tabu-list.

Although fundamental to TS, sometimes the tabu mechanism arises too restrictive

preventing moving to attractive regions of the search space, even when there is not

any risk of cycling. As a result, an overall stagnation of the search process can occur.

To counteract this undesirable effect an algorithmic mechanism is usually included.

This mechanism consists in a set of conditions known as the aspiration criteria and

has the faculty of revoking the tabu status over some distinctive moves. A widely used

aspiration criterion consists in revoking the tabu status over moves leading to improved

solutions in respect to the best-so-far solution (given that it becomes obvious that they

have not been previously visited). A key rule when designing aspiration criteria is that

if there is no risk of cycling, tabus can be revoked [Glo89]. Thus, when searching TS

readmits into the admissible neighborhood those solutions that see their tabu status

revoked by some aspiration criterion.

The algorithm stops when termination criteria are met. Typical termination

criteria include: a limit number of iterations; a limit CPU time; a limit on the number

of consecutive iterations without improvement and reaching a given threshold value

of the objective function [Gen03]. There is also the possibility of termination due to

emptiness of the allowed neighborhood (i.e. there are not any non-tabu or aspirant

solutions in the neighborhood). An algorithmic outline of Tabu Search, as described

above, is depicted in Algorithm 3.

Tabus do not last forever, they prevail for just a limited number of iterations. The

life-time of a tabu is known as the tabu tenure and figure as an important tuning

parameter. Different choices for the tabu tenure value influence the behavior of the

search process. For small values of tabu tenure the search tends to concentrate on
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Algorithm 3: Tabu Search

begin
s←− GetInitialSolution()

s∗ ←− s
TabuList←− ∅
while termination conditions not met do

Ñ (s)←− {z ∈ N (s)|z /∈ TabuList or AspirationCriteria(z) is true
}
s←− ChooseBestOf(Ñ (s))
if f(s) < f(s∗) then

s∗ ←− s
Update(TabuList)

return s∗

end

small regions of the search space with risk of cycling. Conversely, large values of

the tabu tenure, leads to a broader exploration due to the forbiddance applied on a

high number of solutions [Gen03] but impose severe restrictions on the search path

[Stü98]. Setting the value for the tabu tenure can be critical to the performance of the

algorithm. Good settings are usually found empirically, which requires a considerable

effort. Thus, different approaches to make the choice of the tabu tenure more robust or

to adjust it dynamically have been proposed. Robust Tabu Search (RoTS) proposed by

Taillard [Tai91] is such an approach that increases robustness by repeatedly changing

the tabu tenure value based on a probabilistic event. Another approach by Battiti

and Protasi is called as Reactive Tabu Search [BT94] and uses the search history to

dynamically adapt the tabu tenure.

The exploitation of intermediate-term and long-term memories of the search pro-

cess is used to increase the TS efficiency. These memories record information during

significant periods or the whole search process, respectively. The recorded information

is usually based on four principles: recency, frequency, quality and influence [GL02].

This information supports two fundamental forms of strategic guidance of the algo-

rithm: regional intensification and global diversification [Glo89].

Intensification guides the algorithm to carefully examine specific (promising) areas

of the search space in order to find higher-quality solutions [HS05]. This can be
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achieved by recovering elite complete solutions or solution components. Intensification

mechanisms are usually based on some sort of intermediate-term memory. An example

is the use of recency memory, which records the number of consecutive iterations that

various solution components have been present in the current best-so-far solution. An

intensification phase can be designed to recover an elite solution (e.g. the best-so-far

solution), identify its more promising solution components, fix their values (disallowing

changes) and restart the search process there.

Diversification is a strategy somewhat opposite to intensification. Due to its

local search nature TS suffers from getting stuck at restricted regions of the search

space. Consequently TS can miss important regions where better solutions may exist.

A diversification strategy tries to alleviate this problem by guiding the search to

unexplored regions of the search space. Usually diversification relies on some kind of

long-term memory, such as frequency memory, in which the frequencies of occurrence

of solution attributes or components are recorded. Based on these frequencies, new

(unseen) and infrequent combinations of attributes are identified and the search process

is then forced (e.g. by restart) or guided (e.g. biasing the objective function) to move

into the corresponding regions of the search space.

Several diversification and intensification mechanisms have been proposed over the

years to increase TS efficiency. They commonly exploit some kind of intermediate or

long term memory of the search process. Remarkable examples of such developments

are: strategic oscillation [Glo77]; path relinking [GL97] and adaptive memories [RT95].

3.5.3 ILS - Iterated Local Search

As stated, a major problem of local search strategies is to get trapped in local optima.

This undesirable event happens when there are not improving solutions in the local

neighborhood. Thus, in order to give the search process chances to find better

solutions, an action should take place to allow moving the search focus to some

point outside the influence of the currently found local minimum. For instance,
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Simulated Annealing and Tabu Search allow moves to worsening solutions in the

neighborhood. Other strategies exist such as re-starting the search process from a

new generated solution (as for instance in multi-start hill climbing). Most restart

methods use randomly generated solutions or constructed solutions accordingly to

some greedy heuristic. Iterated local search systematically uses the restart principle

but, distinctively, the next starting point is generated by modification of one of the

previously found local optima. It is expectable that by using modified solutions ILS

performs better than restarting the local search from a randomly generated solution.

Another important feature is that ILS does not state the use of any particular local

search optimizer. Thus, ILS can be easily implemented on top of any existing local

search heuristic.

The Iterated Local Search (ILS) metaheuristic exhibits the fundamental properties

of a metaheuristic: it is simple, easy to implement, robust and highly effective [Stü98,

LMS01, LMS03].

Algorithm 4: Iterated Local Search

begin
s←− GetInitialSolution()

ŝ←− LocalSearch(s)
while termination conditions not met do

s′ ←− Perturbation(ŝ,history)
ŝ′ ←− LocalSearch(s’)
ŝ←− AcceptanceCriterion(ŝ, ŝ′, history)

return ŝ
end

An algorithmic outline of ILS is depicted in Algorithm 4. As can be observed

there are four basic procedures within an ILS algorithm that must be defined. The

first is a GetInitialSolution procedure which returns a feasible solution that will be

used as the initial solution. The second component is a LocalSearch procedure which

given a feasible solution returns a locally optimal solution. A third component is a

Perturbation procedure which given a locally optimal solution moves the focus of the

search to a feasible solution outside the influence of the current local optimum. The

last component is the AcceptanceCriterion which decides whether a new solution
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should replace the current best found solution.

The ILS does not focus the search on the full search space but on a smaller subspace

defined by the solutions that are locally optimal in respect to a given optimization

engine. Thus, ILS can be thought as a random walk in the space of solutions that are

locally optimal: Ŝ.

Beginning with a generated initial solution, ILS makes use of its embedded heuris-

tic to search for a locally optimal solution. At this point, ILS makes a kick-move in

the search space with the purpose to escape from this local optimum and, hopefully,

find a better solution. This process is known as a perturbation.

The perturbed solution acts as input for the embedded heuristic for a new quest

for a local optimum. A common perturbation mechanism consists in randomly choose

a solution from a high order neighborhood than the one used in local search. Increased

efficiency can be achieved using more elaborated perturbation strategies, namely by

making use of memories of the search history.

When found, the two locally optimal solutions are compared and one is accepted

as the better (or, at least, the most promising one). This process iterates until the

termination conditions are met. The last accepted solution is returned as a result of

ILS.

Accordingly to [LMS03] there two main points that make an algorithm to be

considered as belonging to the ILS family. The first point is that it must be a single

point method, i.e. a single chain is followed in the search for the solution. The former

statement excludes population based algorithms (Section 3.6.2). The second point is

that the search for better solutions occurs in a reduced space defined by the output

of a black box heuristic, typically a local search heuristic, but it can be any optimizer

deterministic or not.

From the above discussion, ILS can be taught as an algorithmic framework. There

are several methods proposed in the literature under distinct names which perfectly

fit in the ILS framework. Notable examples are markov chains [MOF91], chained local



3.5. A SURVEY OF METAHEURISTICS 93

optimization [MO96] and simple variable neighborhood search [MH97, HM03].

3.5.4 GRASP - Greedy Randomized Adaptive Search Proce-

dures

Greedy Randomized Adaptive Search Procedures - GRASP, is a class of methods

developed on the late 80’s by Feo and Resende [FR89] with the purpose of solving set

covering problems. The name GRASP was later introduced by the same authors in

1995 as a new metaheuristic [FR95].

GRASP is a multi-start metaheuristic that, for each iteration, has two fundamental

phases: a construction phase and an improvement phase. At the construction phase

a feasible solution is built based on a greedy randomized strategy. This solution is

then improved via local search until a local optimum is found. These two phases are

iteratively repeated until some termination criterion succeeds. During this process

GRASP retains the best-so-far solution, returning it as the best overall solution at the

end.

The most usual stopping criterion used in GRASP is a fixed number of iterations.

Although the probability of increasing the quality of the best-so-far solution decreases

with the number of iterations, augmenting this number is the only way to increase the

quality of the overall solution.

The algorithmic outline of GRASP is depicted in Algorithm 5, where ŝ represents

the best found solution.

Algorithm 5: Greedy Randomized Adaptive Search Procedures

begin
while termination conditions not met do

s←− ConstructGreedyRandomizedSolution()

s′ ←− LocalSearch(s)
if f(s′) < f(ŝ) then

ŝ←− s′

return ŝ
end
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The procedure ConstructGreedyRandomizedSolution implements the construc-

tion phase (Algorithm 6). At this step a feasible solution is built from scratch, i.e. it

does not take into account any information about the previously generated solutions.

The solution is constructed by adding one component at a time. At each build

step, a component has to be chosen. For that purpose, GRASP ranks all candidate

components accordingly to a heuristic criterion. The best α candidate components

take part of a restricted candidate list (RCL). The choice on the component to add is

based on a uniform random sampling of the RCL. After adding a component to the

partial solution, the ranks are re-computed and the RCL redefined in order to reflect

the changes of the last construction step. Constructive heuristics that systematically

re-evaluate and rank components during construction are called adaptive or dynamic,

opposed to static construction heuristics for which the scoring process occurs only

before starting construction [BR03, HS05, RR03].

Algorithm 6: Construct Greedy Randomized Solution

begin
s←− ∅
while solution not complete do

EvaluateCandidateComponents(s)
RCL←− BuildRestrictedComponentList(α)
c←− PickAtRandom(RCL)
s←− s ∪ {c}

return s
end

The randomized nature of the greedy construction heuristic (a.k.a. semi-greedy

or randomized greedy [HS87, FR89]) ensures a larger amount of variability of the

solutions that can be built, overcoming the common problem of deterministic greedy

methods which can only generate a limited set of solutions which are less likely to be

in the basin of attraction of a global optimum [PR02]. The bias, between pure greedy

and pure random constructed solutions, is controlled by the length α of the RCL.

The constructed solutions are not guaranteed to be locally optimal with respect to

some neighborhood. They act as good initial solutions for the LocalSearch procedure

of the improvement phase. As they are, in general, better solutions than random
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solutions, LocalSearch tend to converge more rapidly to local optima. Note that

the local search strategy is not imposed by GRASP. One can choose to implement

LocalSearch as a basic local search strategy such as iterative improvement or as a

more complex technique such as Simulated Annealing or Tabu Search [BR03].

Standard GRASP is fairly simple and does not use complex data structures,

making this method generally fast and able to produce good solutions very quickly.

Since GRASP does not use the search history, iterations are completely independent

from each other, i.e it does not learn from previous iterations. This can possibly

explain why the method is often outperformed by other metaheuristics [BR03]. Several

extensions that make use of memories have been proposed. Reactive GRASP [PR00]

is such an extension that dynamically adapts the size of the RCL based on the search

history. Another improvement is the use of Path Relinking [GL97, GL03] in the context

of GRASP [LM99]. Path Relinking generates new solutions by exploring trajectories

connecting high quality solutions.

3.5.5 ACO - Ant Colony Optimization

Ant Colony Optimization (ACO) was introduced by Marco Dorigo et al. [DMC91,

DMC96] in the 1990’s. Ant Colony Optimization is a nature inspired metaheuristic

aiming at the solution of hard combinatorial optimization problems. The inspiration

of ACO is the cooperative behavior of real ants when looking for food.

An ant, as an individual, exhibit a quite basic behavior essentially based on simple

reactions to environmental stimuli. Although, an ant colony, as a system, exhibit very

complex behaviors, being able to solve very complex problems. This emergent behavior

(or intelligence) is achieved by means of communication mechanisms between ants. Ant

communication is accomplished primarily through the deposition of a chemical called

pheromone which is sensed by other ants. This method of communication, where

individuals modify their local environment in order to communicate with the others,

is known as stigmergy and it is observable in natural emergent systems.



96 CHAPTER 3. INTELLIGENT OPTIMIZATION TECHNIQUES

Forager ants, searching for food, make the exploration of the surroundings of their

nest in a random manner. As each forager locates a source of food it evaluates the

quality and quantity of the finding. When returning to the nest, they deposit on the

ground, along the path, the pheromone which concentration may vary accordingly to

the quality and quantity of the food source. Pheromone trails will be tracked by other

ants, who will also deposit the pheromone reinforcing the pheromone concentration.

An ant, in the presence of alternative paths to follow will elect that of higher

pheromone concentration. Moreover, the pheromone evaporates making its concen-

tration decay as time passes. Consequently, longer paths will see their pheromone

concentrations tend to be lower than shorter paths. This leads to an emergent behavior

resulting in the convergence to a preferred shortest path between the nest and the

source of food.

The ACO metaheuristic mimics at some extent this kind of interaction. Its

algorithmic skeleton can be observed in Algorithm 7.

Algorithm 7: Ant Colony Optimization

begin
InitializationStep()

while termination conditions not met do
ConstructAntSolutions()

ApplyLocalSearch()

UpdatePheromones()

end

The ACO algorithm consists in an InitializationStep and a loop over three

algorithmic components. The InitializationStep sets the parameters and also

initializes the pheromone values. At the ConstructAntSolutions, a set of m ants

constructs solutions from a set of available solution components C. A solution con-

struction starts with an empty partial solution sp = ∅ which is extended by adding

a feasible solution from the set of feasible neighbor solution components N (sp) ⊆

C. The choice of a particular component solution within the elements of N (sp) is

done accordingly to a probabilistic model. The probabilities involved in this decision
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process, which represents the choice for a particular move in the graph, are known as

transition probabilities. It is usual to consider that some relevant information may

exist associated with each solution component. This information is modeled as a

function η which returns values for each component solution. These values are known

as heuristic information. Heuristic information mix information gathered during the

run time of the algorithm with that available a priori. As an example, for a TSP

problem, a component solution cij representing a transition between cities i and j may

have an heuristic information ηij = 1/dij, where dij is the distance between those cities

and τij denotes the amount of pheromone on the arc defined by cities i and j . The

probabilistic model shall consider the inclusion of this heuristic information, moreover,

the relation between the pheromone information and the heuristic information must

be balanced. The probabilistic model is not a part of the metaheuristic and is left to

the designer. A commonly adopted probabilistic model is the one of the Ant System

by Dorigo et al.[DMC96]:

p(cij, s
p) =

τij
α · η(cij)

β∑
cil∈N (sp) τil

α · η(cil)β
,∀cij ∈ N (sp) (3.2)

where η is a function that assigns, at each construction step, a heuristic information

value to each feasible component solution cij ∈ N (sp). The parameters α and β which

take positive values determine the relative importance of the heuristic information in

respect to the pheromone values. Note that if α = 0 only the pheromone information

will be relevant to the problem. In such a situation a premature convergence (i.e.

all ants quickly converge to the same path) to a sub-optimal solution is expected.

On the other side, specifying a value of β = 0 has as consequence the complete

elimination of the mechanism of communication based on the pheromones. Thus, each

ant independently solves the problem making exclusive use of heuristic information.

In such a case, the ACO algorithm behaves much more like a classic greedy algorithm

(with multiple start solutions).

The ApplyLocalSearch step is optional and serves as an optimization step. It
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has no equivalent in an ant colony. It is a step that implements problem specific or

centralized actions, which cannot be performed by individual ants. A typical action is

to perform a local search on the partial solutions built by ants retrieving the locally

optimal solutions and using this information to bias the pheromone update step,

favoring the best solutions. Another example is to collect some global information

and use it to bias the ant behavior from a non-local perspective.

The last step in the loop is UpdatePheromones. This procedure aims at updating

the pheromone values accordingly to the quality of the constructed solutions. The

basic method is based on updating (decreasing) all pheromone values accordingly

to a pheromone evaporation rule. From a practical point of view, the pheromone

evaporation is necessary to avoid the premature convergence of the algorithm to sub-

optimal regions of the search space. We can regard the pheromone evaporation as a

”forgetting”process that allows the exploration of new regions in the search space, thus

implementing a sort of diversification strategy. More elaborated models try to increase

the pheromone values of a chosen subset of solutions in order to give some preference

to those solutions. This strategy may be regarded as an intensification mechanism. A

general model for the pheromone update rule is presented in the following equation.

τij ←− (1− ρ) · τij + ρ ·
∑

s∈Supd|cij∈s

f(s) (3.3)

Where Supd is the set of the chosen solutions to favor, ρ is the evaporation rate and

can take values in the ]0, 1] range, and f is the quality function or fitness function.

Different instantiation of the update rule can be obtained by distinct specifications

of Supd. An usual specification is to make Supd ←− Siter, i.e. choosing Supd as the

set of solutions constructed in the current iteration. Other specifications can lead to

stronger biases towards good solutions as specifying Supd as the best so far solution

or as the iteration best solution. The choice strongly biases have the potential of

quickly find good solutions. As a main drawback, they can turn the metaheuristic

prone to premature convergence resulting in poor solutions. The inclusion of proper
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mechanisms to avoid premature convergence usually leads the achievement of better

results than those using weakly biases.

3.5.6 EC - Evolutionary Computing

Evolutionary Computing (EC) refers to the field studying a class of metaheuristics,

also known as Evolutionary Algorithms (EA), that are inspired by the neo-Darwinian

theory of evolution. Several variants of EAs have been proposed along the years:

Genetic Algorithms (GA) [Hol75], Evolutionary Strategies (ES) [Rec73, Sch81]; Evo-

lutionary Programming (EP) [Fog62, FOW66]; and Genetic Programming [Kos92].

Despite their differences, they all share their grounding inspiration on the biological

process of evolution that explains the adaptive change of species by natural selection.

The underlying mechanism of evolutionary approaches is: given an initial population

of individuals, the environmental pressure causes natural selection which favors those

individuals best fitted to the environment to survive and reproduce more. Applied

through consecutive generations, this mechanism has as main effect the rise in the

fitness of the population [BFM00, ES03].

Two main mechanisms drive the evolution of a population: selection and produc-

tion of the offspring (reproduction). Selection pushes the fitness of the population

by giving more opportunities to survival and reproduction to the individuals that

exhibit a competitive advantage in respect to the others. The production of the

offspring is responsible for the creation of the new individuals from old ones. During

such process two basic variation operators can apply: recombination and mutation.

Variation operators are of great importance as they create the necessary diversity

and facilitate the introduction of novelty in the population. Recombination rules

how the information of two or more individuals (the parents) is combined in order

to create the offspring (the descendants). It is expected that having two individuals

with different but desirable characteristics, one can produce an offspring for which

there are some individuals that exhibit improved characteristics in respect to their

parents. The mutation operator simulates the occurrence of apparently random and
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unbiased variations between the characteristics of the parents and their offspring. In

the EC context, mutation is typically used as a unary operator, i.e. a new individual

(mutant) is created from an old one by slightly modifying its characteristics (erroneous

self-replication).

In the context of optimization, Evolutionary Algorithms handle populations where

each individual holds a representation (encoding) of a candidate solution. In general

this representation is quite different from the original context. Solutions expressed in

the original context of the problem are commonly referred as phenotypes whereas the

individuals are referred as genotypes or chromosomes. When applying an EA to a

particular problem one has to design a proper representation, i.e. a mapping between

phenotypes and genotypes. This representation is required to be invertible in order to

make possible get the result into the original context by decoding a genotype into a

phenotype.

Algorithm 8: Evolutionary Algorithm

begin
P ←− GenerateInitialPopulation

Evaluate(P)
while termination conditions not met do

P ′ ←− Recombine(P)
P ′′ ←− Mutate(P ′)
Evaluate(P ′′)
P ←− Select(P ′′ ∪ P)

end

The basic scheme of an Evolutionary Algorithm is depicted in Algorithm 8. In this

algorithmic description P stands for a population. The initial population is generated

by GenerateInitialPopulation. This is usually a simple step and, generally, it is

based on a pure random sampling of the genotype space. The Evaluate procedure

encompasses an evaluation function and assigns a quality measure to each individual or

genotype which conceptually represents the fitness of an individual to the environment.

In the context of optimization it represents the quality of the candidate solution. When

the problem is an optimization problem the term objective function is often used within
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the original problem context whereas fitness function is more usual when referring to

the evaluation of genotypes.

The main cycle of an Evolutionary Algorithm consists basically on: (1) generating

an offspring of the current population; (2) evaluate the individuals; and (3) select

those that will survive to the next iteration.

The generation of the offspring is basically accomplished in two different steps.

The Recombine procedure generates one or more individuals (the offspring) from the

recombination of two (or more) individuals (parents) in the current population. Its

main purpose is to propagate good genetic material from parents to offspring. To

achieve its objectives, a parent selection mechanism is often used to distinguish among

individuals and to allow better fitted individuals to become parents of the next gen-

eration. This is typically a stochastic process giving more chances of reproduction to

superior individuals than to less fitted individuals (representing low quality candidate

solutions). However, and to ensure some diversification, it is usually a good strategy

to preserve some chances of reproduction in respect to inferior individuals; otherwise

the whole process could become too greedy.

The Mutate procedure is also a stochastic process that operates over the offspring

generated at the previous step. It implements a mutation operator which consists in

a function that takes an individual to a similar but different individual by changing

its genotype. Mutation can have a positive, negative or neutral effect in respect to

each individual’s fitness, but globally it is expected that it results in a random and

unbiased change of the population. Some authors suggest that mutation can act as a

diversification strategy in order to avoid premature convergence towards low quality

local optima.

After evaluation, a selection procedure, Select, is applied in order to choose those

individuals that will take part in the population for the next iteration. In general, the

selection is done amongst the union of all the individuals of the current iteration

(P ) and their offspring (P ′′) and, opposed to the other procedures it is typically

deterministic. The more usual criterion used for distinguish between individuals is the
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fitness of individuals, although other criteria such as age can also be used. Selection

at this step of the EA is often referred as survivor mechanism or replacement strategy.

Termination conditions of the algorithm can vary. If there is a known optimal value

to the fitness function an obvious choice is to stop when that value is reached (or at

least within a given precision). However this criterion has usually to be extended

due to several factors: the optimal value is unknown, there are no guarantees to

reach the optimal value within a given time limit (or there are no guarantees at all).

So, termination condition has to include some condition that indubitably stops the

algorithm. There are a few common options to design the termination condition such

as: a limit of CPU cycles, maximum number of iterations; the fitness improvement of

the population remains under a given threshold for a given number of iterations; and

the diversity of the population drops under a given threshold.

3.6 Classification of Metaheuristics

Metaheuristics can be classified under a diversity of criteria. In this section we will

briefly present the most usual classifications proposed in the literature [GP05, Lag04,

BR03, Stü98, VAL98].

3.6.1 Continuous vs Discontinuous Methods

Metaheuristics can be classified depending on the continuity of the exploration of the

search space. Continuous methods exhibit continuity on the exploration of the search

space forming a continuous trajectory. This continuity is defined in respect to the

local search neighborhood, i.e. a successor solution is always in the neighborhood of

the current solution.

Continuous methods escape from local optima by allowing moves to worse solu-

tions. This is the case of simulated annealing and tabu search. On the other hand,

discontinuous methods incorporate mechanisms that allow moves to search points not
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necessarily in the neighborhood of the current solution.

Multi-start (restart) methods are obvious examples of discontinuous methods as

they allow (abruptly) moving the search focus to new regions in the search space in

order to escape from local optima. In general, methods which incorporate mechanisms

to generate new solutions that are used as starting points for subsequent improvement

or evaluation follow a discontinuous path in the search space. Recombination and

mutation in evolutionary algorithms, randomized greedy construction heuristics and

modifications of elite or locally optimal solutions are examples of mechanisms resulting

in discontinuity of the search trajectory.

3.6.2 Single Point vs Population Based Methods

One of the most used criteria to classify metaheuristics is the number of solutions that

are handled simultaneously. Single point methods deal with only one current solution.

Conversely, in population-based methods a set (population) of solutions evolve concur-

rently. Tabu search, GRASP and simulated annealing are single-point metaheuristics,

whereas ant colony optimization and evolutionary algorithms are typically population

based methods. Some authors refer single point methods as trajectory methods [BR03]

as these describe a trajectory in the search space.

3.6.3 Nature inspired vs non nature inspired

An intuitive although minor distinction between metaheuristics concerns to their

original source of inspiration. Metaheuristics are distinguished between those nature

inspired and non-nature inspired. Despite the intuitiveness, sometimes it is not clear

how to classify some methods [BR03]. Among the presented methods, simulated

annealing, ant colony optimization and evolutionary algorithms are nature inspired.
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3.6.4 Dynamic vs static objective function

Some metaheuristics modify the objective function in order to strategically influence

the search process. These are classified as having a dynamic objective function. The

underlying strategy is to provide a mechanism to escape from local optima. The

effect is the dynamic modification of the search landscape. A usual technique is the

assignment of penalties to some moves or solution components.

Guided Local Search (see for instance [VT03] for a comprehensive introduction)

explicitly uses a dynamic objective function. The tabu mechanism of TS can be

thought as the introduction of infinite cost penalties to those solutions marked as

tabu.

3.6.5 One vs several neighborhoods

Classical metaheuristics based on local search, simulated annealing and tabu search,

make use of a single neighborhood relation during all the search process. However,

there are metaheuristics that explicitly or implicitly use more than one neighborhood.

A prominent example of the use of different neighborhoods is Variable Neighborhood

Search (VNS) [MH97, HM01, HM05] whose main idea is the systematic change of

neighborhoods. Another example is iterated local search, which uses a larger neighbor-

hood as a mechanism to escape from getting stuck on local optima. Also the mutation

operator of evolutionary algorithms is sometimes considered to be a neighborhood

changing process.

3.6.6 Memory usage vs memory less methods

A relevant discriminator is the use that metaheuristics make of memory (search ex-

perience) in order to influence future directions or behaviors of the search process.

The use of memory is nowadays recognized as fundamental element in the design of

efficient metaheuristics.
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Tabu search make explicit use of memory either to avoid cycling, either to imple-

ment intensification and/or diversification mechanisms. The pheromone trails in ant

colony optimization implement also a form of memory. Some authors consider that

the population of an evolutionary algorithm can be interpreted as a kind of memory

of the recent history of the search experience [Stü98].

Examples of memory less methods are GRASP and simulated annealing as they

do not use the history of the search process to influence future search directions.

3.7 Conclusions

In this chapter an introduction to the fundamental concepts of optimization was

presented. Following this introduction, the main techniques for intelligent optimization

were discussed, classified and analyzed in detail. This analysis enables to conclude

that these techniques can play a major role in the field of visualization of virtual

environments.

Chapter 5 presents the design and implementation of a generic optimization that

may be applied to several visualization related problems. The proposed architecture

makes use of some the herein presented techniques.
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4.1 Introduction

Graphics Processing Units (GPUs) are parallel platforms which provide high compu-

tational power with very large memory bandwidth at low cost. With the advent of

GPU’s programmability, many algorithms, that usually were performed by the CPU,

were enabled to run at the GPU side taking advantage from its parallel processing

capabilities. Nowadays, GPUs are compelling programmable platforms, not only

107
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under the graphics domain, but also for general purpose computational intensive

tasks, leading to a relatively new research area focused on mapping general purpose

computation to graphics processing units - GPGPU [OLG+07, GPG08].

Some of these algorithms compute intermediate data comprised by a mixture of

relevant and irrelevant elements in respect to further processing tasks. Hence, the

ability to discard irrelevant data and preserve the relevant portion is a desired feature.

This operation, known as stream compaction, or stream non-uniform reduction

or stream filtering, takes a data stream as input, uses a discriminator to select a

wanted subset of elements, and outputs a compacted stream of the selected elements,

discarding the rest.

Several computer graphics applications, making use of the GPU programmable ar-

chitecture, may take advantage from parallel stream compaction algorithms in several

ways. Key benefits, enabled by the exclusion of non-relevant data, comprise: savings

on computational effort on further processing stages; better memory footprint; and

savings on bandwidth when data has to be readback to the CPU. Stream compaction

is also a fundamental component on algorithms that deal with data partitioning (e.g.

some sorting algorithms and space hierarchies).

Reported work taking advantage from GPU stream compaction include: collision

detection [Hor05, GGK06], ray-tracing [RAH07], shadow mapping [LSO07], point list

generation [ZTTS06], and, in general, algorithms that make use of data partitioning.

This chapter introduces three original algorithms for parallel stream compaction

[MRdS09a, MRdS09b]: the Jumping-Jack algorithm (Section 4.3.1), the Run-Lengths

of Zeros algorithm (Section 4.3.2) and the Binary-Tree algorithm (Section 4.3.3).

We tested and compared our proposals against state-of-the-art algorithms using

different data-sets. Experimental results are presented and discussed showing that

the algorithms have interesting properties that enable them to perform faster than

existent state-of-the-art algorithms, in many circumstances.

Results analysis also demonstrates that there is not a best algorithm for all data
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distributions and that such optimal setting is difficult to achieve without prior knowl-

edge of the data characteristics.

The rest of the Chapter is organized as follows. The next section reviews rele-

vant related work on scan primitives and stream compaction. Section 4.3 introduces

the original algorithms. Implementation details are given in the following section.

Achieved results are reported and discussed in Section 4.5. At last, Section 4.6 outlines

major conclusions alongside with possible directions for future work.

4.2 Related Work

This section reviews relevant related work on stream compaction. As existent algo-

rithms are typically based on prefix-sums, we begin by introducing the fundamental

concepts and algorithms for parallel prefix sum and segmented prefix-sum in the first

two sub-sections, with a special focus on their GPU implementation. The following

sub-section describes parallel stream compaction and approaches to implement it.

4.2.1 Prefix-Sum

The prefix-sum primitive (aka scan operation or prefix-reduction) is probably one of the

most important primitives for parallel computing [SHZO07]. This can be somewhat

surprisingly, as the prefix-sum primitive is mostly unnecessary on sequential computa-

tion. Prefix-sum is successfully used as a fundamental strategy in the parallelization

of algorithms that seem to be inherently sequential [HS86, Ble90].

The all-prefix-sum (or inclusive prefix-sum) operation [Ble90] takes a binary asso-

ciative operator ⊕ and an ordered set of elements (e.g. an array or stream):

[a0, a1, . . . , as−1] (4.1)

and returns an ordered set:
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[a0, (a0 ⊕ a1) , . . . , (a0 ⊕ a1 ⊕ . . .⊕ as−1)] (4.2)

Typical prefix-sum operations use addition, maximum, minimum, product and

logic operators, but any associative operator can be used. Through the end of this

chapter, addition will be used as the default operator for prefix-sum.

On sequential architectures, the all-prefix-sum operation is trivially implemented

with linear time complexity O (s) using a single pass as described by Algorithm 9.

Algorithm 9: Sequential all-prefix-sum

begin
input : s : data stream length
input : data[ ] : input data stream
output: pSum[ ] : all-prefix-sum stream
/* I : identity element i.r.t. ⊕ */

sum← I
i← 0
while i < s do
sum← sum⊕ data [i]
pSum [i]← sum
i← i+ 1

end

Parallel computation of the all-prefix-sum cannot be straightforwardly mapped

from the sequential algorithm. Observe that each output depends on several input

elements, as for instance, the computation of the prefix-sum at the last element

(rightmost) involves all the others.

Horn [Hor05] proposed a GPU implementation for a linear all-prefix-sum primitive

based on a parallel recursive doubling algorithm (Algorithm 10) as described by Hillis

& Steele [HS86] that is often utilized in parallel and high performance computing.

Hensley et al. [HSC+05] also used a parallel recursive doubling algorithm to carry

out fast GPU based generation of summed area tables (SAT). A summed area table,

introduced by Crow [Cro84], can be thought as a 2D all-prefix-sum. At each 2D

indexed cell, the SAT stores the sum of all the original elements positioned within the
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rectangle defined by the given index and the table origin (usually a conventionalized

corner). SAT generation extends the recursive doubling into a 2D data structure by

operating in two directions.

Algorithm 10: Parallel all-prefix-sum (recursive doubling) [HS86])

begin
input : s : data stream length
input : pSum[ ] : initialized with the input data
output: pSum[ ] : all-prefix-sum stream
for p← 1 to log2 (s) do
offset = 2p−1

forall offset ≤ i < s in parallel do
pSum[i]← pSum[i− offset] + pSum[i]

end

The recursive doubling approach (Algorithm 10) proceeds as follows. For each

element, and in parallel, the algorithm starts by summing itself to the value of the

element placed one position to the left. In the next iteration, each element will sum

itself to the value stored two positions to the left. By now, each record stores the sum

of four original values, from its own position to three positions to the left; following

iterations recurse the process doubling the offset to the left. For a stream with size

s, the algorithm iterates log2(s) times to complete. If there is a number of processors

that equals the size s of the stream, the algorithm completes in O(log(s)) time leading

to a parallel cost of order O(s log(s)). A graphical depiction of this process, for a

stream with s = 8 elements is illustrated in Figure 4.1.

The pseudo-code given at Algorithm 10 does the all-prefix-sum in place, assuming

that there is a number of parallel processors that equals the stream size and that all

processors execute the statements in synchrony [HS86]. As seen, this is not the case

for our targeted GPU programming model. This is a common condition on many

(multi-pass) GPU algorithms. The usual solution comprises using double buffered

memory, i.e. two temporary streams (textures) and making one of them the input

(for read-only accesses by means of texture fetching, which may be done concurrently)

and the other the output (the render-target with write-only access). After each pass,
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offset = 2k

if ak-1[i] >= offset then
ak[i] = ak-1[i] + ak-1[i+offset]

else
ak[i] = ak-1[i]

1 111 0 0 1 0

1 212 1 0 1 1

1 322 2 2 2 1

1 542 2 2 3 3

data

p=2,offset = 2

p=1,offset = 1

p=3,offset = 4

Figure 4.1: Parallel Prefix Sum using a recursive doubling algorithm.

the role of these buffers are swapped (a technique commonly mentioned as ping-pong).

Algorithm 11 presents the pseudo-code for a double buffered version of Algorithm 10,

which is closer to a OpenGL/GPU implementation.

Algorithm 11: Double Buffered Parallel All-Prefix-Sum

begin
input : s : data stream length
input : pSum[in][ ] : input data stream
output: pSum[in][ ] : all-prefix-sum stream
for p← 1 to log2 (s) do
offset = 2p−1

forall 0 ≤ i < s in parallel do
if i ≥ offset then
pSum[out][i]← pSum[in][i− offset]⊕ pSum[in][i]

else
pSum[out][i]← pSum[in][i]

swapBuffers(in,out)

end

Even though widely used, the GPU recursive doubling algorithm can result work-

inefficient. As, for large streams, there is a number of GPU fragment processors

typically smaller than the stream size, the computation has to be serialized into

batches, resulting on a time complexity greater than O(log(s)). Sengupta et al.

[SLO06] noticed that the recursive doubling algorithm does wasteful work in each
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pass. In order to reduce the wasted work, they developed a work efficient prefix-sum

algorithm for GPU implementation with work complexity of O(s). Their algorithm

uses a balanced tree approach adapted from the algorithm presented by Blelloch

[Ble90]. An algorithm also with O(s) work complexity, specially devoted to 2D data,

has been independently developed by Greß et al. [GGK06]. Blelloch proposes a two

stage approach to compute a prefix-sum using a binary tree structure.

The first, the up-sweep, is a binary reduction (Algorithm 12). At each tree level,

each node stores the sum of its children. Notice that for each subsequent level the

number of active elements/processors is halved, leading to a total of s − 1 active

processors.

Algorithm 12: Binary Reduction : up-sweep (adapted from [Ble90])

begin
input : s : data stream length
input : pSum[0][ ] input data stream
output: pSum[ ][ ] binary reduction tree
for p← 1 to log2 (s) do
forall i← 0 to s

2p − 1 in parallel do
pSum[p][i]← pSum[p− 1][2i]⊕ pSum[p− 1][2i+ 1]

end

The second stage (Algorithm 13), referred as down-sweep, introduces the identity

(or neutral) element in respect to the used operator (zero, for the addition) at the root

node and then proceeds, level by level, updating the final result based on the partial

results computed during the reduction step. Again, the number of active processors

is s − 1, leading to parallel work complexity of order O(s). Although with better

work efficiency, the number of passes in a typical GPU implementation requires twice

the number of passes to complete, i.e. 2 · log2(s), compared to the recursive doubling

algorithm.

Actually, the algorithm, as described, computes an exclusive prefix-sum. A final

adjustment step is needed in order to compute the all-prefix-sum. This can be carried

out by shifting all the elements one position to the left and placing the total sum at
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Algorithm 13: Down Sweep (adapted from [Ble90])

begin
input : s : data stream length
input : pSum[ ][ ] binary reduction tree
output: pSum[0][ ] prefix-sum
pSum[log2 (s)][0]← I
for p← log2 (s)− 1 downto 0 do
forall i← 0 to s

2p − 1 in parallel do
if isEven(i) then
pSum[p][i]← pSum[p+ 1][ i

2
]

else
pSum[p][i]← pSum[p+ 1][ i

2
]⊕ pSum[p][i− 1]

end

the rightmost element.

Figure 4.2 visually illustrates the algorithm operation using addition. Notice that

the given pseudo-code does the computation in-place. As noticed before, double

buffered memory will be required for a GPU implementation.

Sengupta et. al [SLO06] observed that the balanced tree based algorithm has few

active processor in passes / iterations that are close to the root and does more passes

than the recursive doubling. The authors have proposed an hybrid algorithm that

switches from the balanced tree into a recursive doubling approach when the number

of active processors falls under the degree of parallelism (the maximum number of

available parallel processors).

4.2.2 Segmented Prefix-Sum

The underlying strategy of segmented all-prefix-sum is a divide-to-conquer approach.

A stream of elements can be partitioned into contiguous substreams (known as seg-

ments or blocks) and the all-prefix-sum is computed for each sub-stream (intra-segment

sum). Then, an inter-segment all-prefix-sum is conducted using, as input, the last sum

of each segment. The results of the inter-segment sum are used to offset all the values
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Figure 4.2: Parallel Prefix Sum using a balanced binary tree algorithm (after [Ble90])
for a stream with s = 8 elements. The first stage, the up-sweep, corresponds to a
binary reduction.

of the next segment. The process is illustrated in Figure 4.3. Segmented prefix-sum

allows for efficient handling of large streams.

Sengupta et al. devised an efficient segmented prefix-sum implementation for

nVIDIA GPUs with CUDA support [SHZO07].

4.2.3 Stream Compaction

Stream compaction, also designated as stream (non-uniform) reduction and stream

filtering, is an operator that takes a data stream as input, uses a discriminator to

select a valid subset of elements, and outputs a compacted stream of the selected

elements, discarding the rest.
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0 4 62 3 5 71 8 12 1410 11 13 159

original data

1 3 02 0 4 00 0 4 13 3 1 01

0 4 62 3 5 71 8 12 1410 11 13 159

0 4 62 3 5 71 8 12 1410 11 13 159
intra-segment all-prefix-sum

1 3 73 3 7 71 0 4 64 7 5 61

3 7 67

3 17 2310inter-segment all-prefix-sum

1 6 103 3 10 101 10 21 2314 17 22 2311

global all-prefix-sum

0 4 62 3 5 71 8 12 1410 11 13 159

intra-segment all-prefix-sum

1 3 73 3 7 71 0 4 64 7 5 61

+ + +

Figure 4.3: Segmented Parallel Prefix Sum for a stream with s = 16 elements and
segments (blocks) with b = 4 elements.

Sequential stream reduction is trivially implemented in O(s) with a single pass

over the data, as it is shown by Algorithm 14.

Algorithm 14: Sequential Stream Compaction

begin
input : s : data stream length
input/output: data[ ]
i← 0
j ← 0
while i < s do
if isValid(data [i]) then
data [j]← data [i]
j ← j + 1
i← i+ 1

end

While seeming an inherently sequential computation, stream compaction can be

parallelized using the all-prefix-sum. The fundamental idea is to discriminate the

data using a value of one to mark invalid elements and zero to mark valid elements.

Then, the all-prefix-sum of this discriminated stream is computed. The resulting

stream stores, for each position, the number of invalid elements to the left. This value
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corresponds to the displacement to the left that each valid element has to undertook

in order to build the compacted stream. This process is illustrated in Figure 4.4 where

valid elements are shown with darker background. The valid elements must displace

to the left the values given by the correspondent positions of the all-prefix-sum.

0 4 62 3 5 71 8 12 1410 11 13 159

original data

discriminated data

all-prefix-sum

compacted data

0 0 db 0 c 0a 0 0 0e 0 f 00

1 1 00 1 0 10 1 1 10 1 0 11

1 3 31 2 3 41 5 8 96 7 8 106

a e dc d f 0b 0 0 0e 0 f 00

0 4 62 3 5 71 8 12 1410 11 13 159

0 4 62 3 5 71 8 12 1410 11 13 159

0 4 62 3 5 71 8 12 1410 11 13 159

Figure 4.4: Compaction of a stream based on the all-prefix-sum.

For parallel architectures with scattering abilities, the compaction process could be

implemented in a single pass, writing the valid elements to their final positions using

the displacements available from the all-prefix-sum [SHZO07]. As noticed before,

scattering is not available at the fragment processor (Section 2.7.2). Consequently,

scatter has to be converted to gather through vertex texture fetching (VTF), additional

passes, or search [Har05, Buc05, Hor05].

A straightforward solution to parallel compaction might also make use of GPU

based sorting. Although, GPU-sorting solutions are typically based on sorting net-

works and variations of bitonic search yielding to an overall computational complexity

of O(log2(s)) [OLG+07]. Horn [Hor05] noticed this and proposed an improved algo-

rithm from stream compaction. His algorithm improves the overall complexity by a

factor of log(s) yielding to an overall complexity of O(log(s)). The solution is based on

the observation that the all-prefix-sum (pSum[ ]) is an ascending sorted stream and,

as a result, a search can be conducted on the all-prefix-sum stream, in order to find

the positions corresponding to the elements that will comprise the output compacted

stream.

The algorithm (pseudo-code in Algorithm 15) proceeds as follows. Given a stream
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with size s, and the corresponding all-prefix-sum pSum[ ] of invalid elements, the

total number of valid elements is obtained by subtracting the total number of in-

valid elements from the stream size s (v = s − pSum[s − 1]). A binary search is

conducted for all output positions c ∈ [0, v[. The search criterion is to find a valid

element in a position f that satisfies f = c + pSum[f ]. As the search process has

no dependencies between elements, it may be conducted in parallel. The solution

avoids the need of scattering, which is converted to gather through search, with a

computational complexity of order O(log(s)) and total work of order O(s · log(s)).
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Algorithm 15: Stream compaction through binary search (after [Hor05])

begin
input : s : data stream length

input : data[ ] : original data stream

input : pSum[ ] : all-prefix-sum stream

output: compact[ ] : compacted stream

halfN ← dpSum[s−1]
2

e

logN ← dlog2(pSum[s− 1])e

lastguess← halfN

twotoi← halfN

forall positions c ∈ [0, v[ in parallel do

for i← 1 to logN do

twotoi← totwoi/2

final← data[c+ lastguess]

guess← pSum[c+ lastguess]

if guess > lastguess then
lastguess← lastguess+ twotoi

else if guess = lastguess and isValid (final) then
guess← lastguess

else
lastguess← lastguess− twotoi

if pSum[c] = 0 then

compact[c]← data[c]

else

compact[c]← data[c+ lastguess]

end

4.2.4 Block Stream Compaction

Similarly to segmented prefix-sum, a divide to conquer strategy can be applied to

compaction, as the hierarchical compaction scheme proposed by Roger et. al. [RAH07]
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(Figure 4.5). The stream is segmented in blocks, the compaction process is done

for each block, and then a second-level process recomputes an overall compacted

stream based on the inter-segment all-prefix-sums. As, subsequently to the inner

block compaction, the valid elements are contiguously stored, the inter-block prefix-

sum gives the displacement to apply to each compacted sub-stream. The concept is

easily extended to a hierarchical process, and any prefix-sum or compaction algorithm

may apply. If a fixed block size is used, the process simplifies. Roger et al. propose

rendering lines or, alternatively, use the geometry shader for concatenation. They

report their best timings to be up to five times faster comparatively to the original

(linear) method proposed by Horn.

split into blocks

compact compact compact compact compact

concatenation

input stream

blocks

compacted blocks

compacted output stream

Figure 4.5: The block based compaction approach (after [RAH07]).

As large streams are mapped into 2D textures, an immediate benefit from the block

based compaction arises from avoiding massive 1D ↔ 2D coordinate conversions. A

line by line, or segment by segment computation avoids these conversions, but a final

step must be attained in order to concatenate the compacted parts of the blocks into

a global compacted stream. As all elements of each compacted block must displace

the same amount to the left, texture mapping can be used, with expected linear work,

to attain such goal without the need for a scatter to gather conversion.
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4.3 Proposed Algorithms

This section introduces original work for stream compaction, namely in the form of

three new algorithms: Jumping Jack, Run-Lengths of Zeros; and Binary-Tree.

Traditionally, stream compaction is defined has a monotonic (or stable) operation

in the sense that it preserves the relative order of the data. This is not a full

requirement for many applications, and therefore we distinguish between monotonic

and non-monotonic algorithms. The latter allowed to introduce the Jumping Jack

algorithm (Section 4.3.1) as a new algorithm for non-monotonic compaction. The

Run-Lengths of Zeros (Section 4.3.2) was designed to better exploit the existence of

runs of consecutive relevant (or irrelevant) elements on the stream. Finally, the third

algorithm, Binary-Tree (Section 4.3.3), uses a tree-encoding and traversal approach

to avoid explicit computations of the prefix-sum present on the previous algorithms

which may have significant impact on the overall performance.

4.3.1 Jumping Jack Algorithm

This section introduces a simple algorithm for non-monotonic compression, i.e. the

relative order of the valid elements is not preserved on the output. The algorithm was

named Jumping Jack after observing the pattern of the search process that seems

to consecutively jump forwards and backwards on the stream (Figure 4.6).

Although being simple to implement, it has very interesting properties alongside

with some limitations. A discussion will be made on how these limitations can be

mitigated leading to a suitable implementation on the GPU, turning it competitive to

or faster than existing stream compaction algorithms.

For a stream with size s and with v valid elements, the idea is to keep the valid

elements positioned within the first v indexes and fill the remaining positions (holes)

by finding valid elements in the rest of the stream.

For each stream element, the all-prefix-sum has the ability to communicate some
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information about the past elements (e.g. number of non valid elements to the left).

Thus, for each position, given the known number of non-valid elements to the left,

one can compute the potential maximum size of the compacted stream (this number

can also be interpreted as the first index that undoubtedly will not be part of the

compacted stream). This index will be referred as the max-allowable-size (MAS). MAS

is easily evaluated as the difference of the stream size by the all-prefix-sum (Equation

4.3). Computation of the MAS stream can be done explicitly by a straightforward

adaptation of the all-prefix-sum computation, or embedded in the algorithm.

MAS[i] = s− pSum[i]; (4.3)

The search proceeds as follows. For a given index i within the first v positions, if

the original data is valid, then the corresponding value is copied to the final stream.

Otherwise, the algorithm reads the MAS value at position i and jumps to the cor-

responding index. This will be the first index where valid elements may be found.

The process is then repeated until a valid element is found. The pseudo-code for the

algorithm is given in Algorithm 16.

Algorithm 16: Jumping Jack

input : s : data stream length
input : data[ ] : the data stream
input : MAS[ ] : the max-allowable-size stream
output: compact[ ] : the compacted stream
begin
forall positions i ∈ [0, v[ in parallel do
idx← i
while data [idx] is not valid do
idx←MAS [idx];

compact [i]← data [idx]

end

Applied to each position, the algorithm has the ability to find all the remaining

valid elements (i.e. there is a one-to-one mapping between the first v positions and

the positions of the valid elements).
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To enable a better understanding of the algorithm, a visual trace of its operation

for a stream with 6 valid elements in a total of 16 is depicted in Figure 4.6. As it can

be observed, there are three valid elements within the first 6 positions (at indexes 1, 2

and 5, respectively), which will keep their positions. For the other positions (indexes

0, 3 and 4) a search for valid elements is conducted based on the MAS values. These

positions find their valid elements after 2, 7 and 1 search steps, respectively.

idx = i;
while(data[idx] == 0)

idx = width - pSum[idx];
return data[idx];

i=0, 
idx = 0, data[0]=0, not found
idx = 16 – pSum[0] = 15, data[15] = 0, not found
idx = 16 – pSum[15] = 6, data[6] = d, found @ 6
…
i=3,
idx = 3, data[3] = 0, not found
idx = 16 – pSum[3] = 14, data[14] = 0, not found

0 0 db 0 c 0a 0 0 0e 0 f 00

0 4 62 3 5 71 8 12 1410 11 13 159

d f db e c 0a 0 0 0e 0 f 00

1 1 00 1 0 10 1 1 10 1 0 11

15 13 1315 14 13 1215 11 8 710 9 8 610

0 0 db 0 c 0a 0 0 0e 0 f 00

1 3 31 2 3 41 5 8 96 7 8 106

original data

discriminated data

all-prefix-sum

MAS

original data

compacted data

Figure 4.6: Graphical trace of the Jumping Jack algorithm.

The fundamental property of this algorithm is that, for any given position, it will

find a different valid element. Other very interesting property is that the parallel work

(the sum of the work carried out by all processors) is linear and upper bounded by s-v

search steps.

From the above discussion, one can expect that, for not very sparse data distribu-

tions, the algorithm can be very fast finding the unpositioned valid elements. On the

other hand, for very sparse data, this work can be imbalanced, i.e. for some positions,

finding a valid element will take much more work than others. This constitutes the

algorithm major weakness. In the worst case, the parallel cost will be of quadratic

order.
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Theoretically, and if an arbitrary large number of processors is available, the

algorithm can be very inefficient, as the overall computation only completes when

the last parallel processor finishes its operation.

The imbalanced behavior of the algorithm is more noticeable with low density of

valid elements. The worst case happens when a unique valid element exists, and it

is positioned in the middle of the stream. In such a case, s − 1 search steps will be

needed to find it. To limit the influence of this undesirable property, a segmented

compaction strategy, as described in Section 4.2.4 must be used. This reduces the

size of the individual sub-streams to compact and, consequently, limits the maximum

number of iterations that an individual processor may perform.

4.3.2 Run-Lengths of Zeros

The design of the herein presented algorithm was based on the observation that in

the algorithm proposed by [Hor05] (Section 4.2.3), and when in presence of large runs

of invalid elements, the displacement criterion is valid for the desired valid element

and for all the subsequent sequence of invalids. Notice that the quested element is

always positioned just before (to the left) the sequence of invalid elements. In such

situation, the binary search process has often to iterate (to lower indexes) until the

desired element is found.

The main idea was to use an alternative search domain that better captures the

structure of the data. We have designed the algorithm to operate on the all-prefix-sum

of the run-lengths (denoted from now as pRLSum) of invalid sequences instead of the

regular all-prefix-sum. This sequence is constructed by summing the lengths of the

sequences of invalid elements. The run-lengths are positioned at the start position

of each run (from left to right). Figure 4.7 visually illustrates the concept. We will

subsequently refer this algorithm as Run-Lengths of Zeros, or RLZ for short.

The pRLSum has interesting properties when compared to the all-prefix-sum,

namely they have value correspondence for valid elements. In both, the number of
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Figure 4.7: The pRLSum stream.

invalid elements can be found at the last position, but the pRLSum only retains

the interesting values, i.e. it is comprised (until the last valid element) by the dis-

placements to find. In consequence, the displacement criterion is still valid for valid

elements.

We used these properties to devise a search to find the desired displacements in

order to obtain a compacted stream. We found experimentally that these displace-

ments can be quickly found using a recursive forward search approach. Particularly,

this forward search is typically very quick for the first elements and for moderate sized

streams (e.g. in the order of hundreds or thousands of elements).

The search is quite simple and proceeds as follows (Algorithm 17 and Figure 4.8).

For a given index i of the output stream, one has to find the first displacement such:

displacement = prlSum[i + displacement]. Actually, we found that evaluating the

condition prlSum[i+displacement] = prlSum[i+prlSum[i+displacement]] performs

about 20% faster.

Computing the pRLSum is costlier than computing the all-prefix-sum. Although,

it is expected a faster search process resulting in an overall performance competitive

with prior algorithms. It is also expected that the algorithm performs better for data

with low frequency of change between valid and invalid elements, i.e. with medium to

large sized runs of valid / invalid elements.
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Algorithm 17: Compaction using Run-Lengths of Zeros

begin
input : s : data stream length
input : d[ ] : original data stream
output: compact[ ] : data stream length
forall positions i ∈ [0, v[ in parallel do
curr ← prlSum [i]
next← prlSum [i+ curr]
while curr 6= next do
curr ← prlSum [i+ next]
next← prlSum [i+ curr]

compact [i]← data [i+ curr]

end

1 3 31 3 3 61 6 8 106 8 8 106
0 4 62 3 5 71 8 12 1410 11 13 159

a e 1c d f 0b 0 0 01 0 1 00

1 1

1 1
1 3

8 8

3 3
3 6

3 6

66

33

0 0 db 0 c 0a 0 0 0e 0 f 00
[0+1] [1+1] [2+3] [3+3] [4+6] [5+8]

0 4 62 3 5 71 8 12 1410 11 13 159

pRLsum

data

compact

Figure 4.8: Graphical trace of the Run-Lengths of Zeros algorithm.

4.3.2.1 Computing Run-Lengths

We devised a three stage parallel algorithm for computing the all-prefix-sum of run-

lengths. The overall process is illustrated in Figure 4.9.

The first stage (Run-Length Computation) computes, for each invalid element

(marked as one), the number of consecutive invalid records, to the right, until a valid

element is reached (or the end of the stream). This value might be interpreted as

the distance to the next valid element and the problem can be thought as list-ranking

within a list of lists. Positions corresponding to valid elements store a zero. Notice that

the run-length of invalid elements is stored at the leftmost position of the sequence.
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a 000 0 b c 0

0 111 1 0 0 1

0 122 1 0 0 3

0 002 0 0 0 3

0 552 2 2 2 5

original data

discriminated data

Stage 1 : Run Length Computation

Stage 2 : Run‐Length Extraction

Stage 3 : All Prefix Sum

Figure 4.9: Computation of the all-prefix-sum of run-lengths, pRLsum.

For this stage, we developed a variation of the recursive doubling algorithm to

enable finding the run-lengths. The algorithm is very similar, except that it operates

in reverse direction and the addition is conditioned by the value of the current position.

The explanation is straightforward. A given position stores a value corresponding to

the number of consecutive elements from its own position to offset positions to the

right. Accordingly, if this value is below the current offset then the sequence is

doubtlessly interrupted somewhere within that range. Hence, for each iteration, the

value stored offset positions away is added to the current position if and only if the

current value has a value that equals the offset. Pseudo-code for the algorithm is given

at Algorithm 18 and a visual trace is illustrated by Figure 4.10. The algorithm has a

parallel computational complexity of O(log(s)) with total work of O(s · log s).

A more efficient algorithm was also developed by adaptation of the balanced-tree

approach proposed by Blelloch [Ble90]. The adaptation follows the above discussion

for the recursive doubling algorithm. Pseudo-Code is given in Algorithms 19 and 20

with a visual trace illustrated by Figure 4.11.
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Algorithm 18: Parallel run-length computation (based on recursive doubling)

begin
input : s : data stream length
input : RL[ ] : the discriminated data stream
output: RL[ ] : run-lengths stream
for p← 1to log2 (s) do
offset← 2p−1

forall i < s− offset in parallel do
if RL[i] = offset then
RL[i]← RL[i] +RL[i+ offset]

end

Algorithm 19: Up-Sweep stage of run-length computation (based on balanced-
tree))

begin
input : s : data stream length
input : RL[0][ ] initialized with the stream data
output: RL[ ][ ] with all levels of the binary reduction tree
for p← 1to log2 (s) do
offset← 2p−1

forall i from 0 to s
2p − 1 in parallel do

if RL[p− 1][2i] = offset then
RL[p][i]← RL[p− 1][2i] +RL[p− 1][2i+ 1]

else
RL[p][i]← RL[p− 1][2i]

end
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offset = 2k

if ak-1[i] >= offset then
ak[i] = ak-1[i] + ak-1[i+offset]

else
ak[i] = ak-1[i]

1 111 1 0 1 0

2 122 1 0 1 0

3 122 1 0 1 0

3 122 1 0 1 0

original data

k=1,offset = 2

k=0,offset = 1

k=2,offset = 4

Figure 4.10: Illustration of the modified recursive doubling algorithm to compute
run-lengths of consecutive elements.
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COREECTA
(corrigenda)

Figure 4.11: Illustration of the modified Blelloch’s [Ble90] algorithm to enable
computation of run lengths of consecutive elements.

The second stage (Figure 4.9) comprises a fast filtering stage designed to extract /

filter the desired run-lengths (potentially embedded in the previous or the in the next
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Algorithm 20: Down Sweep stage of run-length computation (based on
balanced tree)

begin
input : s : data stream length
input : RL[0][ ] initialized with the stream data
output: RL[ ][ ] with all levels of the binary reduction tree
RL[log2 (s)][0]← 0
for p← log2 (s)− 1 downto 0 do
offset← 2p

forall i from 0 to s
2p − 1 in parallel do

if isEven(i) then
if RL[p][i+1] = offset then
RL[p][i]← RL[p][i+ 1] +RL[p+ 1][b i

2
c]

else
RL[p][i]← RL[p][i+ 1]

else
RL[p][i]← RL[p+ 1][b i

2
c]

end

stage). As it can be observed, these elements are all those that, being non-null, have

a null element at his left.

The third stage computes the desired all-prefix-sum of the run lengths, e.g. using

[HS86] or [Ble90] or any other method.

Computing the pRLsum[ ] stream has the same computational complexity order

as the all-prefix-sum, but it doubles the passes over the data, doing nearly twice the

work.

4.3.3 Binary-Tree

The design of the herein presented algorithm is based on ideas originally described

by [GGK06] and by [ZTTS06]. These works are mainly devoted to compaction of 2D

data (with potential extensions to 3D) and use a quadtree as the fundamental data

structure. Despite the similarities, our proposal can be easily used to compact both

linear and 2D data; it uses a binary-tree, instead of a quadtree, as the fundamental
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data-structure and, moreover, its operation is combined with a block based compaction

strategy.

The main idea behind the design of this new algorithm is to avoid the prior

computation of the all-prefix-sums. This can be achieved by encoding the data stream

into a binary tree, where each node stores the number of valid elements under it.

Extraction of the compacted stream is achieved by tree traversal.

The first step of the algorithm is to discriminate the valid elements. In the following

discussion it is assumed that valid elements are flagged as true (ones) and invalid

elements are flagged as false (zeros) 1.

The next step, binary tree encoding, comprises encoding the number of valid ele-

ments into a binary tree. This is similar to a stream reduction operation using addition

as the reduction operator and preserving the intermediary results (i.e. preserving the

overall reduction tree structure). At each level (pass) each node computes the number

of valid elements under it, i.e. the sum of valid elements stored by its child nodes.

This process continues until the root level is reached.

The root node stores the total number of valid elements, i.e. the size of the

compacted stream, v. This binary reduction is achieved in log2(s) passes, being s the

size of the original stream. Notice that as for each pass (tree level) the number of

nodes is halved, the total work has a linear order O(s), in respect to the stream size .

To extract the number of valid elements, a binary tree traversal is performed

(Algorithm 21). This is done in parallel for a number v of valid elements found on the

original stream. Each traversal takes as input the index (order) of a valid element.

Based on the information stored by each tree node, The algorithm dynamically main-

tains the range of valid indexes under each node. This information is used to guide the

tree traversal as follows. Beginning at the root node, and searching for the ith element,

the range of valid indexes [minR,maxR[ is set to [0, v[. The traversal then makes a

first-child move and updates this range by setting its bounds to [minR,minR + n[,

1For the present algorithm the discriminator is reversed, in respect to the previously presented
algorithms, as it is intended to directly encode the number of the valid elements.
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Algorithm 21: Binary Tree Traversal (monotonic)

begin
forall i < v do in parallel

currnode← root
minR← 0
maxR← valueAt(root)
while not isLeaf(currnode) do

currnode←firstChild(currnode)
maxR← minR + valueAt(currnode)
if i /∈ [minR,maxR[ then

currnode←nextSibling(currnode)
minR← minR + valueAt(currnode)

compact [i]← data[indexOf(currnode)]

end

being n the number of valid elements under the current node. If i is not within the

range, the traversal moves to the next-sibling node and the valid range is updated to

[minR+ n,maxR[. This process is repeated until a leaf node is reached for which the

valid range comprises the index of the sought element, i.e. [i, i+ 1[. The data is then

copied from that position into the ith position of the compacted stream

An example of the algorithm operation is depicted in Figure 4.12. The figure

illustrates the search of the 5th element of the stream (i = 4). The bounds of the valid

index range are shown next to upper-left corner of each node. The path of the search

is obtained by following the (red) arrows. At the illustrated example, the desired

element is found at index 5 of the data stream which is copied to the corresponding

position of the compacted stream (index i = 4)

Each search is obviously independent and can be conducted in parallel. The

complexity of the search equals the depth of the binary tree, i.e. log2(s). Notice

that the search is only conducted for the v valid elements, accounting a total number

of search steps of v · log(s).



4.4. IMPLEMENTATION 133

next
sibling

[4,5[

6

33

1 12 2

0 101 1 1 1 1

next sibling

first child

first child

first child

[3,6[

[3,5[

[3,4[

1
 -

e
n

c
o
d

in
g

/r
e
d

u
c
ti

o
n 2

 -
tra

v
e
rs

a
l/s

e
a
rc

h

0 f0a b c d e

a b c d e f

i=4

[0,3[

0 1 2 3 4 5 6 7

0 1 2 3 4 5 6 7

0 1 2 3 4 5 6 7
i=4compacted data

original data

discriminated data

3
 -

c
o
m

p
a
c
tio

n
[0,6[

Figure 4.12: Graphical trace of the Binary Tree algorithm.

4.4 Implementation

All algorithms were implemented using OpenGL 2.0, making use of frame buffer

objects (FBO) with single component 32-bit float texture formats for the input and

output data and, as well, for intermediary memory buffers. Four component (RGBA)

32-bit float formats were used for the described block compaction mechanism. The pre-

sented results were taken using a nVIDIA GeForce 7300 Go (G72M) GPU. Fragment

programs were coded using the Cg Language [MGAK03, FK03], but are straightfor-

wardly convertible to the OpenGL Shading Language [Kes06, Ros06].

For the Jumping Jack algorithm, as it may perform a number of iterations per

fragment that equals the number of invalid elements of the processed data stream, the

maximum block size was limited to 256. This limit is due the maximum number of

iterations allowed at the fragment processor for the tested hardware.

All timings were taken at GPU side using the query mechanism provided by the

OpenGL GL_EXT_timer_query extension [Ope06], which provides an accurate measure
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about the time needed to fully complete a set of GL commands.

Some ideas from [RAH07] were adopted to implement a block based compaction

mechanism as described in Section 4.2.4. As depicted in Figure 4.13, the process

comprises three stages.

B1 B2 B3

B5_1

B0 B4_1

B4_2

B0 B1

B2 B3

B4 B5

B0 B1

B2 B3

B4 B5

stage 1:map
stream to 2D texture
and split into regular 
size (line‐aligned) 
blocks

stage 2: compact
each block

stage 3:
concatenation, using
compacted blocks as 
a texture map and
rendering textured
lines.

B5_2

Figure 4.13: Block Based Compaction implementation.

The first stage is straightforward and it comprises mapping the original data into

a 2D texture and defining the block-size as a integer sub-multiple of the texture width.

The second stage can use any compaction algorithm. It must be noticed that

number of invalid elements per block must be provided as a result from the second

stage (e.g. the value of the all-prefix-sum at the last block element).

The third and last stage is more involved and, therefore, a more detailed descrip-

tion follows. Given the number of invalid elements per block, the displacements, for

each of the block compacted substreams, can be computed using an inter-block all-

prefix-sum. These displacements have to been converted from 1D to 2D coordinates

from which the (x, y) coordinates for the two endpoints of each block are obtained.

As it is shown (Figure 4.13, block B4) there are compacted blocks that may wrap

between consecutive lines in the result. Notice that these have not to be split in more

than two parts (as the block size is less or equal than the line width). To simplify,
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it is assumed that all compacted blocks wrap; actually four endpoints are computed

corresponding to the start and end positions of the first section and the (potential)

second section. Texture coordinates are assigned to each endpoint in accordance to

the compacted substream position.

These values, endpoint positions and texture coordinates, are intended to be used

as primitive inputs into the geometry stage. This is actually implemented using a

Render to Vertex Array (RTVA) technique, but other options exist as outlined later

in the text. As the number of lines to be rendered is twice the number of blocks, we

devised to use the fragment processor to compute and pack the four endpoints and

texture coordinates into two separated four component texture (RGBA), each having

twice the number of elements as the number of blocks. One of these textures packs the

endpoints and textures coordinates for the first line segment (mandatory non wrapping

section) and the other those corresponding to the second line segment (potentially

wrapping section). The used layout is depicted at Figure 4.14. These textures are

then used as input data for the geometry engine, which processes them, in order to

create the texturized lines, forwarding them to the subsequent graphics pipeline. The

graphics hardware clips the lines, generates the fragments with interpolated texture

coordinates, and eventually renders them. As a result, the overall compacted stream

is obtained.

Pure RTVA is not directly supported by OpenGL but it can be achieved using

buffer objects [Ope04]. As in OpenGL these buffer objects are not unified, the solution

comprises rendering into a frame buffer object (FBO), then copying the data into a

pixel-buffer object (PBO) and re-casting it as a vertex buffer object (VBO). The VBO

is then used as the geometry input by a OpenGL call. Copying from the FBO into a

PBO does not involve transfers from GPU to CPU, or vice-versa, as it is performed

internally and, therefore, it can be very fast due to the high bandwidth of internal

GPU memory.

Similar mechanisms can be implemented using other approaches as alternative to

RTVA, such as: fetching the texture directly from the vertex processor (VTF), or
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Figure 4.14: The texture layout used for packing geometry data. Two of these textures
are used, for the the first and the second section of each line segment, respectively.

making use of the geometry processor when available (e.g. as suggested by [RAH07]).

The latter should enable a theoretical more optimized process of the wrapping problem,

as the geometry processor has the ability to generate geometry in a data dependent

manner and, therefore, enabling the creation of the second line segment only when

strictly needed.

4.5 Results

In this section we present and analyze results achieved with the implementation of the

described algorithms.

To allow for a better understanding of the algorithms behavior, particularly on

their data dependencies, we devised tests under random data. The data can be

configured to a density of invalid elements. The generator uses an uniform distribution

and thresholds elements to zero in order to accomplish the desired density. Later in

this section results achieved with real data sets are also presented.
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We implemented and measured the time to perform the all-prefix-sums using the

algorithms described by [HS86] and [Ble90] and also compared to the two algorithms

to compute the all-prefix-sums of run-lenghts described in Section 4.3.2.1.

The intra-block all-prefix-sum computation has no data dependencies, however it

depends on the block size. We implemented both the double recursive and the balanced

tree approaches. The achieved results for a 4M element stream (we use the M and K

suffixes to denote stream sizes orders of ×220 and ×210, respectively) are depicted in

Figure 4.15. Results demonstrate the block-size dependency but the algorithms show

opposite behaviors. The recursive doubling algorithm is more efficient for small block

sizes whereas the balanced tree becomes more efficient as the block size increases. As

a consequence, the choice for one algorithm may have consequences on the overall

performance if not tuned as a function of the block size.
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Figure 4.15: Timings achieved for intra-block block prefix-sums for a stream with 4M
elements.

Computation of the all-prefix-sum of the run-lengths (pRLSum), used by the RLZ

algorithm, needs approximately twice the time of the the prefix-sum, as it is observable

in Figure 4.15. If the overall compaction time is dominated by the search process, the

Run Lengths of Zeros (RLZ) algorithm may outperform some of the other algorithms

as it is characterized by a significantly faster search process. On the contrary, it is
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likely that this overhead cannot be mitigated by the faster search and, as a result, the

performance results worse. This is true, for instance, in the presence of very sparse

data (with few valid elements to search for).

As the prefix sum is being done in moderately small substreams, the overall timings

are directly proportional to the data-set. For instance, we verified that for streams

with 1M elements and 256K elements (512 x 512) the overall timings were for all

methods 1/4 and 1/16, with a deviation not greater than 5%.

Before discussing the inter-block compaction results, we advance by analyzing how

the concatenation stage depends on the block size and on the data nature. This stage

has two main components, the inter-block prefix sum, which has no data dependencies,

and the texturized line drawing, used to perform the final block level compaction.

To have a better insight on how the concatenation varies with the block size, we

measured the concatenation times for several block sizes. We used a data set with 50%

of invalid elements (notice that only the block level compaction component is affected

by the data distribution). Figure 4.16 presents average timings to concatenate a 4M

stream for block sizes ranging between 16 and 2048. As the number of blocks double

as the block size halves, the inter-block sum is faster for greater block sizes. The

block-level compaction is also faster for greater block sizes, in spite of a tendency to

revert this behavior for block sizes above 1024.

We also observed experimentally that, as it was expectable, the concatenation

process depends on the number of valid elements. Results are depicted in Figure

4.17. Notice that the work carried out by the inter-block all-prefix-sum depends on

the number of blocks. Consequently, this data dependent variation has more impact

for large block sizes. In this situation, the all-prefix-sum is faster (reduced number

of blocks) and the number of textured lines is smaller (lesser effort in the geometry

stage), but the number of valid elements to render increases (stressing the rasterizer

and texturing units). It is also observable that timings are quite similar for block sizes

of 2048 and 256 elements. Our interpretation is that the timings needed to complete

the compaction, in such cases, are dominated by setup costs.
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Figure 4.16: Timings for block concatenation for a stream with 4M elements.

To enable a better understanding of the relative weight of each step comprised by

the compaction algorithms, times were taken separately as depicted in Figure 4.18.

The presented results were taken for a 4M stream (2048× 2048) using a block size of

256.

Results demonstrate that the search process of Horn’s algorithm dominates the

overall process. The relative weight of the search is larger for dense data (low per-

centage of invalids), but, for sparser data, the relative weight of the search tends to be

smaller. Jumping Jack (JJ) spends the same amount of time on the prefix-sums, but

performs faster for dense data, outperforming Horns algorithm in such circumstances.

RLZ spends twice the time on the prefix-sum, but its faster search leads to outperform

Horn’s algorithm for dense data and be competitive for sparse data. Finally, the

Binary Tree (BT) has a very fast first stage (reduction). The extraction (search)

process depends on the tree depth and on the number of valid elements and has a

worse performance than JJ and RLZ algorithms for dense data. However, due to the

quicker first step, the BT algorithm is able to outperform or to be very competitive

with all the others, particularly from mid to high data sparseness.

We notice that the concatenation step is comparatively very fast, except for very
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Figure 4.17: Timings for block concatenation for a stream with 4M elements versus
the invalid elements density, for distinct block sizes.

small block sizes, where the large number of blocks leads to increased effort on the

computation of the inter-block prefix sum and on the line rendering mechanism. As

it can be observed, the concatenation also depends on the data distribution, but for

the used block size, this small impact on the overall performance.

Experiments using different block sizes were conducted with results reported in

Figures 4.19 to 4.21. A first conclusion is that algorithms behave distinctively for

different block sizes. For dense data, Horn’s algorithm takes advantage by using

smaller blocks. On the contrary, when operating with sparse data, it performs faster

when using larger block sizes. This is also the case for BT algorithm. The JJ and

RLZ algorithms have a more regular behavior, taking benefits, in general, from the

adoption of a larger block size.

Jumping Jack algorithm can be very fast for mid to low data densities, performing

better than Horn’s when invalid elements are below densities from 70% to 80%,

depending on the block size.

RLZ presents a competitive behavior, particularly for large block sizes. Results

analysis also exposes an interesting characteristic of RLZ: it exhibits the less data
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Figure 4.18: Times (in milliseconds) needed to perform the several stages of
compaction with three different data densities, using the four tested algorithms.

dependent behavior, being the more stable algorithm, with less performance variance

for the different data densities. Such characteristic can be of importance if, for

instance, in the context of an interactive application, a sustained and predictable

frame-rate is desired.

The Binary Tree Algorithm is generally the best and, particularly for sparse data,

it outperforms all the others, independently of the block size.

As it is observable from the achieved results, The BT algorithm performance is

generally better than the others, exception made to dense data. However, different

block sizes has to be chosen a priori, depending on the data density, in order to obtain

an optimal setting. In practical settings these knowledge may not be available in order

to optimally tune the compaction parameters.

The above mentioned tests were conducted with random-generated data. Whereas

these random data sets served the purpose of algorithmic analysis under controlled

data densities, they are not likely to be dominant on real data. Real data sets

may present distinct local or regional densities. In this context, and in the following

paragraphs, we present the achieved results on tests conducted under real data sets.

To enable a better perception of the data distributions, we opted to present
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Figure 4.19: Time (in milliseconds) achieved for compaction of 4M stream, using a
block size of 32.
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Figure 4.20: Time (in milliseconds) achieved for compaction of 4M stream, using a
block size of 256.

data sets comprised by three different images and their correspondent negatives (i.e.

negating the validity criterion), each of them with three different resolutions: 512x512

(denoted as 256K); 1024x1024 (1M); and 2048 x 2048 (4M). Figure 4.22 depicts

thumbnails of the used images, with white pixels representing valid elements, as well
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Figure 4.21: Time (in milliseconds) achieved for compaction of 4M stream, using a
block size of 2048.
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Figure 4.22: Thumbnails of the tested image data set. Images and their corresponding
negatives were used at three different sizes: 256K (512× 512) ; 1M (1024× 1024); and
4M (2048× 2048) elements. White pixels correspond to valid data elements.

as the corresponding overall data density. As it is observable, the images have distinct

spatial frequencies with correspondence in distinct regional data densities.

Tests were conducted using the four algorithms and three different block sizes: 32;

128; and 512, respectively. As, for the tested hardware, the maximum loop count on

fragment programs is of 256, the Jumping Jack algorithm was not tested for the larger

block size. The achieved results are shown in Tables 4.1 to 4.3. For each data set, the

overall best result is depicted in a bolder typeface and the overall best result using

a monotonic algorithm (i.e. excluding Jumping Jack) is represented with a darker
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Table 4.1: Time (in milliseconds) achieved for compaction of the finger image data
set. The i prefix denotes the negative version.

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 13.24 50.27 166.56 14.15 54.90 180.63
JJ 13.21 43.31 128.49 12.05 40.85 122.07
RLZ 12.66 51.61 173.38 13.52 56.05 185.19
BT 8.55 31.39 96.08 11.68 45.46 147.78
Horn 12.33 43.79 161.45 13.77 49.97 178.86
JJ 9.98 35.83 131.03 9.49 31.44 109.14
RLZ 10.21 38.55 154.62 11.19 43.26 166.62
BT 7.22 25.86 95.81 10.91 44.07 166.05
Horn 11.49 42.41 158.07 17.22 68.70 217.57
JJ
RLZ 10.85 40.15 160.83 11.91 44.85 173.98
BT 6.47 25.77 97.27 11.87 49.35 190.96

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 12.24 44.01 130.65 13.34 49.89 159.19
JJ 12.11 39.95 112.34 11.00 42.84 137.28
RLZ 12.19 50.11 164.28 13.48 55.91 189.76
BT 7.76 26.97 68.07 11.73 45.64 151.15
Horn 9.60 32.75 115.49 11.81 43.86 150.92
JJ 10.33 32.63 102.00 8.02 30.14 116.11
RLZ 9.62 36.59 141.94 11.21 43.32 171.06
BT 5.33 17.65 57.87 11.11 44.58 171.73
Horn 8.51 31.55 112.12 15.91 57.20 187.88
JJ
RLZ 10.04 37.73 145.76 11.72 44.88 176.55
BT 4.36 15.35 52.93 13.01 51.08 202.21

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 10.31 37.86 110.35 11.72 43.08 134.01
JJ 9.77 34.14 100.04 9.27 36.70 115.59
RLZ 11.75 49.33 162.55 12.92 54.05 183.24
BT 6.93 26.20 69.21 11.21 42.73 134.30
Horn 9.02 30.29 101.07 10.22 34.94 121.30
JJ 7.16 23.48 84.39 6.80 26.29 99.39
RLZ 9.30 36.26 142.47 10.48 40.99 162.45
BT 5.29 20.38 70.25 10.69 40.49 150.68
Horn 9.34 36.33 130.78 14.91 55.50 146.91
JJ
RLZ 9.76 37.28 146.67 11.02 41.87 165.98
BT 4.96 21.25 81.77 11.77 46.66 178.98

32

128

512

128

512

Bunny i_Bunny

512

Hand i_Hand

32

Finger i_Finger

32

128

background.

The more relevant fact revealed is that there are distinct settings (algorithm and

block size) achieving the best performance for the different data sets, so two major

conclusions can be drawn. The first is that there is not a general optimal setting, and

the second is that an optimal setting can only be determined with a priori knowledge

about the data distribution.

Finally, and to conclude about the scability of the proposed implementation we

present the results for the intra-block compaction process using several block sizes. We

tested the compaction using Jumping Jack and Horn Algorithm in two distinct GPU

architectures. Figure 4.23 shows the achieved timings for the tested GPU nVidia Go

7300 (3 vertex processors, 4 fragment processors), and Figure 4.24 for a more recent

nVidia 9500 M GS (NB8P) GPU (with 32 unified processors).

The achieved results demonstrate that Jumping Jack globally maintains its be-

havior, being faster than Horn for invalid elements densities under 70%. Also relevant

is that the drop in performance of Jumping Jack, for sparse data, is not so noticeable.

This was an expected result as the more recent GPU has a better branch granularity,
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Table 4.2: Time (in milliseconds) achieved for compaction of the hand image data set.
The i prefix denotes the negative version.

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 13.24 50.27 166.56 14.15 54.90 180.63
JJ 13.21 43.31 128.49 12.05 40.85 122.07
RLZ 12.66 51.61 173.38 13.52 56.05 185.19
BT 8.55 31.39 96.08 11.68 45.46 147.78
Horn 12.33 43.79 161.45 13.77 49.97 178.86
JJ 9.98 35.83 131.03 9.49 31.44 109.14
RLZ 10.21 38.55 154.62 11.19 43.26 166.62
BT 7.22 25.86 95.81 10.91 44.07 166.05
Horn 11.49 42.41 158.07 17.22 68.70 217.57
JJ
RLZ 10.85 40.15 160.83 11.91 44.85 173.98
BT 6.47 25.77 97.27 11.87 49.35 190.96

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 12.24 44.01 130.65 13.34 49.89 159.19
JJ 12.11 39.95 112.34 11.00 42.84 137.28
RLZ 12.19 50.11 164.28 13.48 55.91 189.76
BT 7.76 26.97 68.07 11.73 45.64 151.15
Horn 9.60 32.75 115.49 11.81 43.86 150.92
JJ 10.33 32.63 102.00 8.02 30.14 116.11
RLZ 9.62 36.59 141.94 11.21 43.32 171.06
BT 5.33 17.65 57.87 11.11 44.58 171.73
Horn 8.51 31.55 112.12 15.91 57.20 187.88
JJ
RLZ 10.04 37.73 145.76 11.72 44.88 176.55
BT 4.36 15.35 52.93 13.01 51.08 202.21

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 10.31 37.86 110.35 11.72 43.08 134.01
JJ 9.77 34.14 100.04 9.27 36.70 115.59
RLZ 11.75 49.33 162.55 12.92 54.05 183.24
BT 6.93 26.20 69.21 11.21 42.73 134.30
Horn 9.02 30.29 101.07 10.22 34.94 121.30
JJ 7.16 23.48 84.39 6.80 26.29 99.39
RLZ 9.30 36.26 142.47 10.48 40.99 162.45
BT 5.29 20.38 70.25 10.69 40.49 150.68
Horn 9.34 36.33 130.78 14.91 55.50 146.91
JJ
RLZ 9.76 37.28 146.67 11.02 41.87 165.98
BT 4.96 21.25 81.77 11.77 46.66 178.98
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Table 4.3: Time (in milliseconds) achieved for compaction of the bunny image data
set. The i prefix denotes the negative version.

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 13.24 50.27 166.56 14.15 54.90 180.63
JJ 13.21 43.31 128.49 12.05 40.85 122.07
RLZ 12.66 51.61 173.38 13.52 56.05 185.19
BT 8.55 31.39 96.08 11.68 45.46 147.78
Horn 12.33 43.79 161.45 13.77 49.97 178.86
JJ 9.98 35.83 131.03 9.49 31.44 109.14
RLZ 10.21 38.55 154.62 11.19 43.26 166.62
BT 7.22 25.86 95.81 10.91 44.07 166.05
Horn 11.49 42.41 158.07 17.22 68.70 217.57
JJ
RLZ 10.85 40.15 160.83 11.91 44.85 173.98
BT 6.47 25.77 97.27 11.87 49.35 190.96

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 12.24 44.01 130.65 13.34 49.89 159.19
JJ 12.11 39.95 112.34 11.00 42.84 137.28
RLZ 12.19 50.11 164.28 13.48 55.91 189.76
BT 7.76 26.97 68.07 11.73 45.64 151.15
Horn 9.60 32.75 115.49 11.81 43.86 150.92
JJ 10.33 32.63 102.00 8.02 30.14 116.11
RLZ 9.62 36.59 141.94 11.21 43.32 171.06
BT 5.33 17.65 57.87 11.11 44.58 171.73
Horn 8.51 31.55 112.12 15.91 57.20 187.88
JJ
RLZ 10.04 37.73 145.76 11.72 44.88 176.55
BT 4.36 15.35 52.93 13.01 51.08 202.21

block Algorithm 256K 1M 4M 256K 1M 4M
Horn 10.31 37.86 110.35 11.72 43.08 134.01
JJ 9.77 34.14 100.04 9.27 36.70 115.59
RLZ 11.75 49.33 162.55 12.92 54.05 183.24
BT 6.93 26.20 69.21 11.21 42.73 134.30
Horn 9.02 30.29 101.07 10.22 34.94 121.30
JJ 7.16 23.48 84.39 6.80 26.29 99.39
RLZ 9.30 36.26 142.47 10.48 40.99 162.45
BT 5.29 20.38 70.25 10.69 40.49 150.68
Horn 9.34 36.33 130.78 14.91 55.50 146.91
JJ
RLZ 9.76 37.28 146.67 11.02 41.87 165.98
BT 4.96 21.25 81.77 11.77 46.66 178.98

32

128

512

128

512

Bunny i_Bunny

512

Hand i_Hand

32

Finger i_Finger

32

128
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Figure 4.23: Timings taken on a nVidia GeForce Go 7300 GPU for intra-block
compaction of a 4M stream versus the invalid elements density (bs denotes the block
size).
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Figure 4.24: Timings taken on a nVidia GeForce 9500M GPU for intra-block
compaction of a 4M stream versus the invalid elements density (bs denotes the block
size)

better loop support and more processors.

We observed that speedups ranging between 5× and 8× were achieved, depending

on the algorithm, block size and data density. A direct comparison cannot be easily

made, as there is no control over the assignment of unified processors to each pipeline
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stage. Another important observation is that, for the more recent GPU, the algorithms

tend to perform better with smaller block sizes, whereas the older GPU has an opposite

behavior. This introduces the underlying GPU architecture as a relevant parameter

for performance tuning with clear influence on the algorithms performance.

4.6 Conclusions

This chapter introduced three original algorithms for parallel stream compaction:

Jumping Jack, RLZ and the Binary Tree. We used these algorithms within a block

based compaction mechanism in order to handle large streams avoiding coordinate

conversion overhead and also taking advantage from the texturing capabilities of the

GPU. The achieved results demonstrate the practical usefulness of our proposals.

The Jumping Jack algorithm is very simple to implement and has interesting

computational complexity properties. A major weakness of the algorithm rests in

its imbalanced behavior which is more notably revealed in presence of very sparse

data. We devised strategies and implementation notes on how to make it useful

and demonstrated that the algorithm can perform considerably faster than other

algorithms.

The RLZ algorithm proved to be competitive with prior algorithms, outperforming

them in many circumstances. It presents the most data independent performance

which makes it the most stable and predictable algorithm.

The Binary Tree algorithm is globally the fastest, taking advantage of not doing

an explicit computation of the all-prefix-sum. However, we also demonstrate that, for

real data-sets, an optimal choice on the algorithm and parameters is not obvious and

may require some knowledge on the data distribution, not only on a global basis, but

also on a local or regional basis.

A major observation is that performance of compaction algorithms may have

large data and architectural (inter)dependencies. Results show that there are distinct
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settings (algorithm and block size) achieving the best performance for the different

data sets. Tuning an optimal solution, if possible, is therefore a complex task which

is likely to rely on several variables.

As a consequence, two major conclusion can be drawn. The first is that there is

not a general optimal setting, and the second is that such an optimal setting can only

be determined with a priori knowledge about the data distribution.

The above discussion opens an interesting avenue for research on how to explore

the best of each algorithm by using an optimal meta-algorithm which should be able

to make the most appropriate choices of the basic algorithm and block size. Several

options may apply in the design of such optimized meta-algorithm.

A first approach may pursuit an adaption to the expectable best performing

algorithm and block size, based on a local or regional evaluation of the data. Thus,

for the same data set, it would be possible to choose several parameters for different

regions.

Another approach may comprise a more continuous optimization process, assuming

that the data may vary along the time with some coherency. Hence, it should be

possible to optimize the algorithm in order to adapt to the current pattern of the

data. We shall also notice that the algorithmic performance depends also on the

underlying architecture of the GPU (e.g. degree of parallelism, branch and loop

control, granularity, etc.). Thus the solution for a given hardware setting may not

be the more optimized for another setting, even for identical datasets.

Our implementations have room to be further code optimized, as they fundamen-

tally served as a proof of concept. We plan to continue testing the algorithms in

a broader range of hardware platforms and diversified data sets, expecting further

insights that can lead to improved variations and ideas. Another avenue to future

work is to study how these algorithms and concepts adapt to new architectures and

forthcoming standards.

The next Chapter proposes a generic optimization framework based on meta-
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heuristics. We have conducted experiments with such framework in order to enable

a more optimized behavior in the context of the herein presented parallel stream

compaction.
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5.1 Introduction

As concluded from the previous chapters, there are many visualization related tasks

in the context of virtual environments that pose problems which may benefit from the

adoption of optimization tools. Although, the works found in the literature typically

tend to embed optimization deeply in the application. Such course of action conducts,

as a result, to design and development efforts that are likely to have a limited reuse,

besides the context for which they were taken.

A major topic of this thesis is to introduce an optimization methodology aiming

to provide visualization related problems with a set of procedures and tools in order

to obtain optimized solutions. Problems that can benefit of such a methodology are

hard problems, e.g. combinatorial optimization, for which there is not an efficient

algorithm to achieve optimal solutions.

A key requirement of such methodology is to provide tools to attain, as much

as possible, a seamless integration to existing visualization application or related

algorithms. Thus, a minimal re-design or re-code effort is expected in order to make use

and take benefit of such tools. Besides, it provides tools for remote operation in respect

to the optimizer and the applications. Interoperability is achieved via a communication

protocol over a standard (or existent) communication infrastructure (e.g. a computer

network with TCP/IP). The remote operation capabilities open a wide range of

application scenarios such as the deployment on heterogeneous target platforms (e.g

mobile) or a better load balancing between optimization and visualization tasks using

a distributed architecture (for instance, a client-server architecture as depicted by

Figure 5.1)[MRdS06c].

The presented methodology endeavors applicability and utility for a wide range

of distinct problems with reduced effort and significant levels of reuse. As a result,

the strong decoupling between the optimization process and the problem comes into



5.1. INTRODUCTION 153

(server)

Visualization
Application
(client)

Visualization
Application
(client)

Visualization
Application
(client)

Figure 5.1: Client-Server Optimization Architecture

a major requirement. To fulfill such requirement, the methodology establishes on

general purpose intelligent optimization methods, specifically metaheuristics, that are

made available through a software framework.

Ultimately, the methodology aims the possibility of being applied with a minimal

amount of domain specific knowledge. This latter quality is actually a two-fold

requirement as it endeavors the applicability with minimal knowledge on both the

optimization and the problem domains. However, a minimal knowledge is mandatory

in order to appropriately establish the collaboration between the application and the

optimization tools.

The rest of this chapter is organized as follows. The next section introduces the

developed optimization methodology, stating its major principles and requirements.

Section 5.3 details on the software framework design and implementation. Section 5.4

presents preliminary experiments conducted in the context of the best set of views for

a simulated RoboCup Rescue environment, and the following Section 5.5 presents

experiments conducted in order to optimize algorithm selection and configuration

for GPU data stream compaction. Finally, in the last section, the chapter main

achievements and conclusions are presented.



154CHAPTER 5. OPTIMIZATION METHODOLOGY FOR VISUALIZATION PROBLEMS

5.2 Optimization Methodology

This section introduces the optimization methodology, stating its main principles,

goals and requirements.

5.2.1 General Principles

The optimization methodology proposed as one of the contributions of this thesis, is

based on the following observations:

• There are many problems related to visualization and rendering tasks that can

benefit from the use of optimization. Some of these problems are difficult in

the sense that there is not a known algorithm that can obtain optimal solutions

efficiently.

• In the visualization and computer graphics domains, researchers often develop

their own optimization systems. This happens mainly because, as there is not

any generic framework, it turns easier to develop a good optimization system

from scratch. However, having such a generic optimization system shall enable

the developer to test using different optimization methodologies for each visual-

ization problem.

• When used, optimization techniques are tightly and deeply embedded on the

visualization or rendering algorithms resulting in an increased intricacy of them.

As this course of action does not promote code and design reuse, bigger efforts

are required to test different optimization techniques and to apply similar opti-

mization techniques to new problems.

• Graphical applications are frequently, computationally intensive. Additionally,

optimization applications are also computationally intensive. Thus, separation

of the visualization and optimization modules in two distinct applications may

be a way to improve the system overall performance. Then the two applications
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may be executed at different machines distributing the workload and increasing

the overall performance.

As a consequence, and in order to overcome the mentioned problems and limita-

tions, the proposed methodology has the following fundamental principles, which will

be further developed in the next sections respecting to the design and implementation.

The optimization process must:

• Be as independent as possible from the application domain to permit its appli-

cability to a wide range of problems;

• Provide a conceptual decoupling from the visualization application;

• Be implemented as an external service in respect to the application; therefore

suitable interoperability and communication mechanisms must be available;

• Provide a set of algorithms and tools to make possible to test and compare the

application of different algorithms and parameters;

• Permit the easy integration and reuse of new optimization algorithms and mod-

ules.

5.2.2 Main Requirements

The main requirements taken into account on the design and implementation of the

supporting optimization framework were:

Generality The framework must be designed to be easily applied to a wide variety

of problems. To achieve such a goal, the optimization process must be strongly

decoupled from the problem to optimize and thus rely on general-purpose opti-

mization techniques.

Utility and Simplicity A relevant set of classes, methods and tools related to op-

timization must be provided in order to enable an (almost) immediate and
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effective use. Besides utility, the design options must also consider clearness

and simplicity, in order to minimize the effort required to use it.

Reusability The software must be designed to promote both design and code reuse.

This quality is manifold requirement. A first goal is to provide a whole re-usable

design. As a second goal, the provided optimization software must permit that

the system can be brought into action by implementing only minimal amounts

of problem dependent components. Finally, both provided and user code must

be reusable when using different optimization methods, in the development of

new methods and when in the presence of problems with similar features, such

as the solution representation.

Extendibility, Modularity and Maintainability A clear and stable design must

be provided in order to promote maintainability, as new features are developed

an integrated. Extendibility must be attained with minor impact over other

existing code and classes and following the principle of reusability. The provided

extendibility mechanism must allow ease of integration of new features using a

modular approach.

Interoperability The tools are required to be easily integrated with external appli-

cations. Moreover, reliable mechanisms are necessary to achieve interoperation

between the application requesting optimization and the optimizer itself. If

desired, it must be allowed to run the optimization tools as an independent

process on a different platforms, providing mechanisms to enable transparent

and reliable inter-process communication (e.g. over a network).

Portability Operating at a higher level and being independent from the imple-

mentation details of the visualization application and rendering engine, it is

expected to be easily portable or used in many different systems. Implementation

options must consider the deployment in different computational architectures

and systems.

Efficiency, Robustness and Reliability Operation must be efficient and reliable.
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Algorithms design must act as a guideline for efficient implementations. The

framework must also guarantee quality of results and sustained operation under

distinct platforms and problems and computational environments.

5.2.3 Design Options

Several options are available when designing a software product. In respect to the

present case, two major options were considered as they seemed to be the most

appropriate with respect to the aforementioned goals: Class Libraries and Frameworks.

Class Libraries package is a set of related and reusable classes designed to provide

the user with common or general purpose functionality, allowing them to reuse it in

applications development. They establish on intensive code reuse, but do not provide

ready to use application level functionality.

By the other side, Frameworks consist of a set of cooperating classes embodying

a reusable design for a related class of problems. Therefore, they are more biased to

a principle of design reuse rather than to code reuse, though they usually provide a

set of concrete classes that give the user the chance of almost immediate application

deployment.

On Class Libraries, the user develops an application by invoking available func-

tionality, thus the main execution control is determined by the user code. Contrarily,

Frameworks have a distinct usage pattern - the principle of inversion of control, i.e.

the framework provides the main behavior which invokes specific functionality that

has to be provided (implemented) by the user.

Framework design can be further classified in respect to the visibility of the classes

internals. White Box frameworks provide visibility of class internals as they are

designed to fundamentally promote code reuse via inheritance mechanisms. On the

opposite side, in Black Box frameworks, composition constitutes the main mechanism

employed to enable code reuse. The composition technique is supported by stable

interfaces and new functionality is added by assembling components. In such design,
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the internals of the component classes are concealed to the subclasses and to the user.

Accordingly to the previously stated goals and requirements, we opted to design

the supporting software as a white box framework using an object-oriented methodol-

ogy. Implementation was done using the C++ language. Next section details on the

designed framework class architecture and other relevant implementation details.

5.3 Framework Implementation

5.3.1 Core Architecture

The framework core architecture can be categorized on six sets of classes in respect

to their responsibility on the optimization process as it is depicted in Figure 5.2. A

description of each set of classes is given below.

IOM Framework

Operators

Metaheuristics

Data

Problem

Utility

iomGA iomHCiomSA

iomTerminatoriomCoolScheduler

...

...

iomIndividual iomRNG iomParser

iomProxyProblemiomProblem

...iomMove iomPopulation

Communication
iomClientiomServer

Figure 5.2: Core sets of classes

MetaHeuristics Classes The MetaHeuristics set of classes are those defining the

different metaheuristics algorithmic template. These classes are explicitly designed

to do not have neither a particular representation of the problem neither for compo-

nent operations. They delegate on other classes to perform generic actions, such as

neighborhood selection, mutation, cross over, or termination criteria. Implemented
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and available classes include algorithmic templates for single point metaheuristics,

concretely Hill Climbing and Simulated Annealing, and also for a population based

metaheuristic - Genetic Algorithms. Variations to a given metaheuristic can therefore

be achieved by instantiating them with operators characterized by distinct behaviors

or strategies. New metaheuristic algorithmic templates can be easily integrated into

the framework by inheriting from an abstract base Metaheuristic class, composition of

operator classes and finally defining the heuristic skeleton based on these operators.

Operator Classes Operators are mid level classes implementing a vast set of com-

ponents and actions required by metaheuristics. Examples are neighborhood explorers,

termination criteria and selection mechanisms. It is provided a set of abstract tem-

plate classes for each of these operators in conjunction with a set of concrete classes

implementing commonly used operators.

Data Classes This set of classes is designed hold of the basic data structures

in respect to the problem representation such as fitness, individuals (solutions are

treated as individuals with an associated fitness value) and moves. They have to be

implemented in dependence to the tackled problem. Commonly used representations,

such as vector representations, are available and can be instantiated to the user specific

needs. Data classes are not intended to be used as algorithmic components and

therefore they do not have any specific methods or functionality than those required

related to data handling and basic (problem dependent) operation.

Problem Classes Problem classes are deliberately designed apart from the Meta-

heuristics to enable an easy integration with an external application. They can be

thought as the gateway between the optimizer and application. They have three

fundamental responsibilities: hold a state of the problem; handle the messages inter-

changed between the optimizer and application; provide evaluations of solutions.



160CHAPTER 5. OPTIMIZATION METHODOLOGY FOR VISUALIZATION PROBLEMS

Communication Classes These classes provide the system with communication

capabilities. The implemented classes make use of TCP/IP sockets and implement a

custom communication protocol (detailed in Section 5.3.3)

Utility Classes In addition to the main core classes, the framework also provides

the user with a set of utility classes such as random number generation, statistics,

parsing, etc.

5.3.2 Class Description

A simplified diagram of the class main architecture, respecting to the design and

implementation of the metaheuristics based optimization module is depicted in Figure

5.3. The diagram represents an overview of the application main classses that were

used to achieve the experimental results described in the next sections.

iomMetaSA

iomMetaHeuristic

iomMetaHC iomMetaGA

iomTerminator

iomMoveInit iomMoveIterator

iomExplorer

iomBestSelector iomFirstBestSelector iomRandomBestSelector

iomMoveSelector

iomCoolScheduler

iomCoolLineariomCoolExponential

iomPopSelector iomCrossOver iomMutator

Figure 5.3: Core class architecture (simplified)

All classes defining the implemented skeleton algorithms such as Hill Climbing

(iomMetaHC), Simulated Annealing (iomMetaSA) and Genetic Algorithms (iomMetaGA)

inherit from the iomMetaheuristic class, which does not have any particular algo-
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rithmic behavior. These classes are composed by several operators which have the

responsibility to perform actions related to the problem data or configuration, such as

neighborhood exploration or evaluation of a termination criterion. This composition

mechanism allows a more generic designing of the algorithmic skeleton. Different

behaviors for the same metaheuristic can be obtained by instantiation with different

versions of the operators.

Some operators follow exactly the same design option and thus they are composed

by several low-level operators. As an example the iomExplorer class uses a move

initializer (iomMoveInit) a neighborhood iterator (iomMoveIterator) and a move

selection strategy (iomMoveSelector). Hence, the framework user only has to imple-

ment the data classes corresponding to the representation of the individuals (solutions)

and to the movement representation.

When instantiating a metaheuristic the user selects the operators from the avail-

able set of operators. Alternatively, and if there is not an operator that satisfies

the requirements for a given problem, a custom operator has to be implemented by

inheriting from the base classes. As shown in the diagram, and for instance, the

iomMetaSA class uses a cooling scheduling strategy provided by a iomCoolScheduler,

termination criteria provided by a iomTerminator and a neighbor explorer mechanism

provided by the iomExplorer class.

Some of these also correspond to abstract template operations which will be

concretely defined by classes inheriting from them or by composition. As an ex-

ample, the class corresponding to the algorithm template of the simulated annealing

metaheuristic (iomMetaSA) can be instantiated either with the iomCoolLinear class or

with the iomCoolExponential class corresponding to linear and exponential temper-

ature cooling schedules, respectively. As for the metaheuristics classes, composition

is used by the iomExplorer by using concrete implementation of move initializer,

neighborhood iterators and neighbor selectors (iomMoveInit, iomMoveIteraror and

iomMoveSelector, respectively).

The basic data classes used to represent singular solutions (individuals) and pop-
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-_pop: vector<iomIT>

iomPopulation

iomIT
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Figure 5.4: Individual and Population Classes

ulations are depicted in Figure 5.4.

The iomIndividual class is used both for the local search and the population

based metaheuristics. The move class (iomMove) is used to enable to navigate between

solutions (individuals), and therefore it encodes how a solution can be transformed to

another. For population based metaheuristics, there is also a population class, which

is basically implemented as a container (actually a vector) of individuals.

To deal with different possible data types for individuals and move representations,

the framework makes extensive use of template (parameterized) classes (depicted in

Figure 5.4 by the dashed boxes at the top of each class). This design option enables to

code metaheuristics and operators classes, retaining only the associated logic in respect

to a generic data type. Concrete classes are formed binding the template parameter

to a given data type (depicted by the dashes arrow). Therefore, this template based

design allows an extensive code reuse, as there is no need for code specialization for

distinct individual and move representations.

-_pop: vector<iomIT>

iomPopulation

iomIT

iomIndividual

iomGA

iomIT

iomHC

iomMT

iomSA

iomMT

iomProxyProblem

iomMove
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concreteIndividual concreteMove
<<bind>>

<concreteIndividual>

concretePopulation
<<bind>>

<concreteIndividual>

Figure 5.5: Communication and Problem classes
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To implement the desired abilities in respect to provide remote optimization ser-

vices, the framework includes a set of communication classes as depicted in Figure 5.5.

The design follows a typical client-server architecture where the optimizer acts as a

server and listens for requests from the client applications.

At the client side (application) the problem is modeled by a iomProblem class

having the responsibility to initiate a request for optimization. The request is directed

through a iomClient which establishes and handles the communication process with

the server side class (iomServer) using a communication protocol. At the server side,

iomProxyProblem holds problem attributes such as dimension, best achieved fitness,

termination criteria, etc. This class initiates the optimization process making use of a

iomMetaheurisc.

As the optimization evolves, evaluations for solutions are directed through the

iomProxyProblem and communicated to the client application. These requests for

evaluation are handled by a iomEvaluator class. As evaluations are received they are

returned to the metaheuristic, until a solution is obtained.

From there on, the client application has the opportunity to request for new

optimization services. These can be fundamentally of two types: a new optimization

or a re-optimization.

Re-optimization uses the last known solution or population that are potentially

good initial solutions, leading to quicker convergence. There are several situations

where this ability may have relevance. A first example is when optimization is peri-

odically requested to be done within a time budget. In such cases, convergence for

local optima is not guaranteed as the first termination criteria may be the given time

budget. Another situation may occur when, making use of an optimized solution, the

application notices that operation conditions have changed, such as input data, or

monitored performance. At this point, the application has the ability to request for

re-optimization, expecting to obtain a new better solution. At any moment the client

has the possibility to disconnect and terminate the service.



164CHAPTER 5. OPTIMIZATION METHODOLOGY FOR VISUALIZATION PROBLEMS

The resulting framework architecture is rather flexible, enabling easy integration

of new metaheuristics and also of new operators used in the context of these meta-

heuristics.

5.3.3 Communication Protocol

As mentioned before, a relevant and innovative feature of this optimization methodol-

ogy is concerned to the possibility of separated execution in respect to the optimizer

and the application. Optimizer and application can be executed on different machines

given that they are interconnected by some network infrastructure. For the purpose

of this discussion, it is assumed that the machines are interconnected by a IP based

network with TCP/IP support and use the internet sockets interface.

Optimizer
(server)

Application
(client)

<connect>

<connected>

<problem> [params]

<notfinal> [solution]

<continue> [evaluation]

<final> [solution]

<disconnect>

<bye>

<reoptim>

Figure 5.6: Communication Protocol

A simple message protocol was designed in order to support inter operation be-

tween the two processes (Figure 5.6). The protocol was intended to be architecture

independent, so it does not limit its applicability. The visualization application

acts as a client for optimization purposes and initiates the connection by sending

a <connect> to the optimization server. The server responds with a <connected>

message, acknowledging the connection. The client requests optimization by means of
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a <problem> message encompassing parameters a problem description.

By this point, as the metaheuristics needs for solution evaluation, the server

responds with an <notfinal> [solution] which gives a solution to the application.

This is a non (final) optimized solution, and actually corresponds to an evaluation

request. Respecting to the message protocol herein described, and to maintain the

concept of client and server, it can be thought as the server answer to the optimization

request. The client then answers with a <continue> [result] which acts as request

to the server to continue the optimization process. This message also encompasses the

evaluation for previously received solution.

The process iterates until a <final> [solution] is sent by the server. Until

an explicit disconnection message is received, the server keeps a problem state (best

fitted solution, parameters, etc). From there on, the client can disconnect (actually it

can do it at any moment) or request for a re-optimization by means of a <reoptim>

message. In such cases, the server uses the last solution (or population) to re-start

the optimization process. The protocol also includes some more few messages (not

depicted) to handle unexpected and unknown messages.

5.4 Optimization of Multiple View Selection

5.4.1 Motivation

RoboCup Rescue competitions can be difficult to visualize as they comprise a complex

and dynamic environment, with many and distinct rescue agents and entities, spread

around a rescue arena.

Existing visualizers typically provide a single view over the rescue scenario. Such

visualization lacks from detail and focus on the relevant events and actions that

are taking place at each moment. Therefore, the development of visualization tools

featuring multi-view abilities over the simulated environment is an interesting and

challenging problem.
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Such tools intend to enable users and team developers with a more effective

understanding of the on going action, since it is expected to automatically provide

a set of distinct views, selected in order to optimize their relevance with respect to the

understanding of the evolving simulation.

Selecting multiple views in virtual environments is interesting to many other

applications. As, for instance, virtual museums or tourism in order to generate a

best set of views over a set of relevant objects, or to generate paths for virtual explo-

ration. Another relevant example is virtual cinematography, in order to automatically

position, select and move virtual cameras.

The best set of views can be formulated as an optimization problem and it was

chosen to conduct a first set of experiments in order to test and validate the previously

described optimization methodology and framework [MRdS07].

This section, continues with a description of the Robocup Rescue domain. Next,

it describes the undertaken problems, the designed experimental setup and the corre-

sponding achieved results, which are reported and discussed.

5.4.2 RoboCup Rescue Simulated Environment

5.4.2.1 General Overview

RoboCup was created as an international research and education initiative, aiming to

foster artificial intelligence and robotics research, by providing a standard problem,

where a wide range of technologies can be examined and integrated [KAK+97]. The

huge success of the RoboCup Soccer international research and education initiative,

led the RoboCup Federation to create the RoboCup Rescue project focusing on Urban

Search and Rescue (USAR) operations [KT01, TKT+00].

USAR operations in large-scale disasters are serious and very difficult tasks pre-

senting several challenges from a scientific point of view. Unprepared cities may

suffer tremendous consequences in a natural catastrophe as was reported in Kobe’s



5.4. OPTIMIZATION OF MULTIPLE VIEW SELECTION 167

earthquake in 1995, the 2004 Indian Ocean tsunami or, more recently, hurricane

Katrina’s destruction of New Orleans.

Every city needs an emergency plan, to reduce human losses in a natural disaster.

In recent years, staggering technological breakthroughs brought some science fiction

dreams closer to us. The recent development and innovation in robotics and artificial

intelligence have created new opportunities allowing a complete new use of rescue

robots in emergency plans.

The RoboCup Rescue Simulation League allows the development of advanced

artificial intelligence, applied in multi-robot search and rescue scenarios. The acquired

knowledge can then be applied, together with the advances introduced in the RoboCup

Rescue Robot League, to create intelligent, dynamic and adaptive robot teams, in real

world rescue scenarios.

Although this project is mostly comprised of mid to long term objectives, some

of the technology developed was already tested in the field, most notably in search of

victims on the flooded city of New Orleans, after the destructive passage of hurricane

Katrina, in 2005.

An effective response in such catastrophic scenario is a challenging problem given

that multiple actors have to be coordinated in order to perform several different and

complex tasks, under extreme time and resource constraints [FB07]. The research

community, supported by governments, is devoting a big effort on applying and de-

veloping agent-based technologies to disaster management. A demonstration of such

effort is the number of recent and on-going projects in this area, as for instance:

Combined Systems [VVSvA06], EQ-Rescue [Fie06], Alladin [JRD+06]; and I-Rescue

[Tat06].

The action of a RoboCup Rescue Simulation takes place at a simulated city (see

Figure 5.7) in which several heterogeneous simulated robots, acting in a dynamic

environment, coordinate efforts to save people and buildings. In a typical competition

scenario, the rescue operations are simulated during the three days after the calamity.
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Burning buildings, people trapped under debris, and blocked roads, are just some of

the challenges rescue teams must overcome, coordinating as many as up to forty agents

of six different types [CCR+06, CCRR07].

Figure 5.7: Top view of a city model used in RoboCup Rescue Simulation League

These robots are part of a multi-robot system and share a common general goal,

but have different abilities and specializations, thus adding further complexity and

strategic options. The teams act in a coordinated manner in order to minimize the

human and patrimonial losses.

These multi-robot systems can exhibit self-organization and very complex behav-

iors even when the individual strategies are simple. The team-programmed robots

are of three different types: Fire Brigades, Police Forces and Ambulance Teams. Fire

Brigades are responsible for extinguishing fires; Police Forces open up blocked routes;

and Ambulance Teams unbury Civilians trapped under debris. Each of these types

of robots is coordinated by an intelligent center responsible for communication and
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for coordinating the more high level strategies [RLR+06]. In order to obtain a good

score, all these robots work together to explore the city, extinguish fires, and unbury

Civilians [KT01, TKT+00].

The simulator package uses a modular approach, allowing different parts to be

updated independently. Every year new features are combined with the existing ones,

improving the simulation and adding complexity to the environment. One of the recent

changes was made in the fire simulator, which was completely overhauled, requiring

some major changes in the agents’ strategy.

An infrastructure competition was created to encourage the development and

enhancement of simulator modules. Some of the improvements presented in this

contest are then added to the official package, enriching the simulation system. There

is also a virtual competition featuring simulated rescue robots with characteristics

very similar to real rescue robots. A major goal to achieve is the finding of wounded

civilians [Rob].

5.4.2.2 Simulation Model

The action of a RoboCup Rescue takes place in a simulated city, where a natural

disaster (earthquake) has just taken place. The dynamic simulation model used to the

purpose is given by the following equations [TTT+00, The00]:

e(t) = f(x(t), u(t), t) (5.1)

x(t+ ∆t) = g(x(t), e(t)) (5.2)

where:

t is the current time instant and ∆t is the time step used to forward in a discrete

simulation. The initial time is t = 0.

x(t) is a status variable. It is a multidimensional vector and holds timed values

for distinct phenomena over the simulated space. The initial situation is then
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represented by x(0).

u(t) is the input vector, holding timed values representing external effects like water

sprayed by fire brigades and debris removed by police forces.

f is a function which describes how the simulated world changes by the effect of x(t)

and u(t). The result of computing f for a given time instant t is represented by

e(t).

g is used to update the world status as it describes how the world changes as a function

of the current status x(t) and effect e(t).

To quantify the effectiveness of the rescue operations by a given team, a score - like

metric is used. This quantity, represented by V , is computed using the following

equation:

V (t) = (P (t) +
S(t)

S(0)
) ∗

√
B(t)

B(0)
(5.3)

where P (t) represents the number of living agents, S(t) the health (points) and B(t)

the undamaged area. The effectiveness function V (t) takes it maximum value at the

beginning of the simulation (t = 0):

V (0) = P (0) + 1 (5.4)

As the simulation proceeds, buildings are damaged and people hurt, causing the score

to drop till its final value. As larger the final score, as effective is the rescue team

performance.

5.4.2.3 World Model

The rescue scenario comprises several distinct entities that have to be modeled to

realistically proceed with the simulation.

To allow that different modules can be easily and independently integrated to the

RoboCup Rescue simulator system (RCRSS), a simple world model is specified. All
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inter-module communications are based on this world description.

World The global parameters about the simulated world are stored in this object.

These parameters include its geo-referenced coordinates, simulation start time, and

wind values (strength and direction).

Roads and Crossings The road network is represented by a planar graph struc-

ture, in which edges represent roads and nodes can represent: road crossings,

outstanding curves or linkage points between roads and buildings. Several other

relevant properties are represented by attributes of these objects, such as: the

kind of the road (tunnel, bridge, etc..); the road width; existence of a median

strip; existence of sidewalks; statistics about traffic (civilians and cars); etc..

Buildings The building model is an object that includes, amongst others, attributes

such as: location, shape, number of floors, construction materials, fieriness,

brokenness, and total area.

Refuge A refuge is an indestructible building where civilians take shelter and fire

brigades can refill water tanks. Although the conceptual difference, its attributes

are essentially the same as regular buildings.

Simulated Civilians and Rescue Agents Until now, only simulated inanimate

entities were described. However, the simulator also includes Civilian and Rescue

Agents that are simulated living entities.

Civilians are the most valuable objects to the rescue operations. Their behavior

is entirely controlled by the simulator. Thus, during a simulation, the system controls

how many, where, and in what conditions civilians are.

Rescue Agents are those simulated entities supposed to save both, civilians and

property, in a coordinated way. Their individual and collective behavior is competitors

responsibility. They make use of some communications facilities in order to enable

coordination and emergent behavior.
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Some new classes of agents were recently proposed and their possible implemen-

tation is being discussed. The number of agents from each class and their locations

are predefined for every simulation.

Civilians The civilian agent was designed to represent a regular citizen. Presently,

and due to the amount of computational effort needed to represent each citizen,

it represents a family or a similar aggregate. Civilians have several attributes

related to their location, status and history, such as: position, position history

(a vector), health and buriedness.

Cars The car agent represents civilians moving through the simulated city. Although

this conceptual difference they are modeled similarly to civilian agents.

Field Agents Field agents are representations of rescue field teams. More precisely,

they have correspondence to groups of individuals operating on the rescue sce-

nario and try to accomplish rescue operations. Actions taken by these agents

shall exhibit coordination efforts with other rescue teams. Such coordination

can arise directly from a central entity (such as a coordination center), or

emerge from the interactions they made with other teams of individuals (human

or robotized).These agents are (programmatically) controlled and compose the

operational forces that each team has to pursue its rescue strategy.There is a

different type of representation for each of these field agents. But, beyond their

conceptual differences, these models are very similar.

Ambulance Team Agent Ambulance teams have as their main goal the res-

cue of buried civilians from collapsed buildings. Specific attributes for these

agent type is for instance the ambulance capacity.

Fire Brigade Agent Fire brigades are in charge for extinguishing fires all over

the city. They share all the civilian properties plus the ones related to its

ability to throw water at buildings, such as water quantity and hose length.

Police Force Agent The Police Force agent has as its main goal the cleaning

and restoration of the roads to such a status that other agents can use them
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safely. Roads can be blocked by debris, traffic accidents and other kind of

obstacles. Police Force properties are similar to the civilians.

Control Center Agents For each class of field agents there is also a special agent

representing its headquarters and/or coordination center. As the field agents,

they are also programmed by the rescue team and are expected to have a key

role in the rescue operations, namely in centralized coordinated efforts, as they

have the special ability to communicate with all their subordinated agents and

as well with the other rescue control centers. They are conceptually modeled as

indestructible buildings. Three different classes of Control Center Agent exist:

Fire Station; Police Office; and Ambulance Center.

5.4.2.4 System Structure

The RoboCup Rescue Simulation System (RCRSS)[TTT+00] is a real-time modular

distributed simulation system. The system has a centralized module - the kernel,

which takes the control over the global simulation and as well over the communications

between the different classes of modules.

The RCRSS architecture has been designed aiming at a great amount flexibility

and extensibility. As a result, the RCRSS architecture only specifies the communica-

tion protocol between modules and the kernel. This design option allows that modules

can be developed for heterogeneous platforms, be executed as individual programs, and

be distributed over a networked infrastructure.

The kernel module has the main control over the simulation and coordinates the

operation and communications with the other (possibly distributed) modules [Mor02].

As it is depicted in Figure 5.8, the system’s architecture comprises, further than

the kernel, four additional distinct classes of modules which take part in the system:

sub-simulators; geographic information system (GIS); viewers; and RoboCup Rescue

agents.

The sub-simulators class, as the name suggests, encompasses those modules acting
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Figure 5.8: RoboCup Rescue Simulation System [Mor02]

as simulation engines. The usual option is to design dedicated sub-simulators for

distinct classes of disaster phenomena (as for instance: a fire sub-simulator or a

blockade sub-simulator).

The GIS module provides the spatially indexed data of the disaster site. This data

comprises information about the roads, water courses, buildings, etc. A schematic view

of the GIS operation is depicted in Figure 5.9.

Figure 5.9: RoboCup Rescue Simulation System functional structure [The00]

One or more viewers can be plugged into the RCRSS. Viewers provide the users

(developers, researchers or merely spectators) with a visual description of the rescue
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operations. The default viewer is a 2D viewer which gives a top view over the all

city being simulated. Further than this officially released module, more distinct

viewers exist, providing 3D views, navigation and visual representation of statistical

information, collected during the simulation, which may be very useful for development

and analysis purposes.

The last class of modules corresponds to the Robocup Rescue Agents: police forces,

fire brigades and ambulance teams altogether with the corresponding control center

agents.

Inter-module communications take place using a message exchange like protocol.

On Figure 5.10 message exchanges between modules of the RCRSS can be observed.

A description of the different modules and their representation on the system is given

below.

Figure 5.10: Communication among Robocup Rescue Modules [The00]

5.4.2.5 Kernel

The kernel is the key module unit of the system, controlling the simulation process

and facilitating information exchange between modules as it is depicted in Figure 5.10.

Under its control are such important tasks as: establishing and maintaining communi-

cation with the Geographic Information System (GIS), the Simulators (Collapse, Fire,
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Traffic, etc.), the Viewer, and the Agents [The00].

As the simulation starts, the Kernel receives an initial configuration from the GIS

module. This configuration comprises all of the simulated objects. Along with the

simulation process, sensory information is sent to all agents. The kernel receives and

processes all their action commands, in order to evaluate the effects of such actions.

Other modules request or send information as they need for the attainment of their

specific tasks.

5.4.2.6 Geographic Information System

The GIS module manages and handles all spatially indexed information in the system.

The initial simulation configuration is also provided by these model to the kernel. A

key feature of the GIS module is its logging facility. These are fundamental to enable

off-line analysis and visualization of a simulation run. The viewers extensively use the

information provided by the GIS module in order to visually represent the simulation

objects and events.

5.4.2.7 Main Simulation Modules

As previously described, the RCRSS enables the easy integration of modules. This

is the case for the simulation modules which have been enhanced and added as the

Robocup rescue evolves. Recent additions are mainly associated to more sophisticated

and more physically realistic simulations. The next sections briefly describe the main

simulation modules used in the context of the present work.

Collapse Simulator This module acts on the physical attributes of buildings just

after the wave shock. Typically, on very large scale disasters, around 80% to 90% of

households are at least partially collapsed, in the first moments after the calamity.

Currently, this simulator is triggered only once, at the beginning of the simulation.

Viewer modules usually sign the damage level by selecting a color from a gradient
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color scale with correspondence with a damage scale. An example of such feature is

presented in Figure 5.11, where the more damaged a building is, more reddish it looks.

Figure 5.11: 3D view showing different collapse levels on buildings. Image by
Kuwatta(NTT Data Co.)

An improved version of the official collapse simulator is scheduled to be revised

soon [Rob]. Additional and more nature-like events such as earthquakes aftershocks

are expected to be included.

Blockade Simulator Road obstructions are simulated by this module. This is a

quite frequent occurrence just after an earthquake. A selective effort on facilitating the

traffic can play a major role under an urban rescue global strategy. The obstructions

have many different possible causes such as: crowds, debris from buildings and traffic

accidents. Police Force agents are the rescue agents that are in charge of this task.

Traffic Simulator As the name suggests, this module simulates agent’s movement

in the world, including civilians. Thus, this module evaluates the pace allowed on every

road section at each moment. Physical properties and several contingencies affect the
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traffic capacity of a road as for instance: road width, occupancy by agents, and the

blockade condition.

Fire Simulator Few moments after the earthquake, buildings may ignite and start

radiating heat to nearby structures. The Fire Simulator aims to provide a realistic

simulation of this phenomenon. For this purpose, it uses appropriate rules to spread

(or extinguish) fire along the city. This is done resorting to an intelligent model,

in which the temperature of a building is on one hand increased, either by its own

combustion or by the radiation waves from neighboring buildings, and on the other

hand decreased, due to the evaporation of water that is pumped by Fire brigade agents.

Miscellaneous Simulator Every agent’s safety and health condition is modeled

by this simulator. This is the case, for instance, of agents that are inside a burning

building or trapped under debris, which see their health condition affected. As a

simple example, a large value for the agent’s property buriedness describes its state

as trapped under debris. When Ambulance Teams use their rescue ability, this value

is progressively reduced until the agent reaches a life or health safe condition.

5.4.2.8 Communication Modules

Agents in the rescue field have sensory abilities that enable them to a localized compre-

hension of the current situation. In conjunction they have also limited communication

facilities. Thus, each agent senses, at each simulation step, three main types of

information:

Visual - Visual information (list of all objects and attributes) in the radius of its

eyesight.

Field hearing - This simulates hearing abilities. Each agent can listen to other

agents within their voice range. Each message is provided with the sender’s

identification.
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Radio hearing - Radio hearing simulates radio-based communication. Field agents

can only hear messages from agents of the same type and from their coordi-

nation centers. Coordination centers can only hear radio communications from

their subordinated corpus of agents, but they freely hear messages from other

coordination centers.

Complimentarily to sensing abilities, agents have the aptitude to transmit infor-

mation. There are two main forms of transmission that an agent may use:

Voice - When the desired recipient of the message is within the voice range;

Radio - This ability enables the communication with distant agents or coordination

centers using a radio channel for the purpose.

Current simulator system implementation limits message content size to 256 bytes.

Other restrictions may apply in a competition context such as: the maximum number

of messages per simulation cycle or the maximum allowed rate of messages.

Sensed information is provided by the kernel module. Communication is done

under the TCP or UDP protocols.

5.4.2.9 System Configuration

The Simulator has a large set of parameters that can be set in order to evolve different

test scenarios. Among other possibilities, it is usual to test strategies under the

variation of parameters such as: simulated site size and type (typically exhibiting

areas in the order of magnitude of dozens of squared kilometers), earthquake strength,

number and type of rescue teams’ agents, communication options, civilian behavior,

etc. In competition context different configurations are provided by the technical

committee for each round (see Figure 5.12 for a typical parameter setting during a

Robocup Rescue League competion - Osaka 2005).

Some other relevant parameters are: the simulation time: 300 steps (which cor-

responds to the 72 hours after the disaster); range of agent eyesight: 10m; range of
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Figure 5.12: Number of entities simulated under a competition context

agent voice: 30m.

5.4.2.10 Simulation Viewers & Analysers

Visualization of the evolving simulation is enabled by one or more viewer modules.

There are several available tools for visualizing RoboCup Rescue Simulations. Further

than pure visualization modules there have been some recurring requests for good team

analyzers and log viewers for some time now - both in the official RoboCup Rescue

mailing list [Int07b] as well as in other Rescue documentation.

Visualization Modules The Morimoto viewer [Mor02] is the officially released

viewer of the Robocup Rescue Simulation. It offers a global 2D view over the simu-

lation scenario. A snapshot of a typical display using the Morimoto’s viewer can be

found in Figure 5.13.

The Freiburg team has developed its own viewer [KG05], releasing it to the

rescue community. Since then it has been one of the most used among the Robocup

Rescue community. The viewer provides appealing 2D and 3D views of the simulation

with simple navigation mechanisms. The viewer was built on top of the open source

OpenSceneGraph 3D engine [OB].

This viewer uses familiar forms to represent agents. Fire brigades are represented

by fire trucks on roads and fire fighter helmets inside buildings, for example. One
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Figure 5.13: Robocup Rescue Morimoto’s Viewer

further bonus presented is its ability to display statistical data. Although more

attractive, Freiburg’s 3D viewer is also resource intensive and conveys information

in a more cluttered way.

Log Viewers and Analysers Log viewers are used to track the evolution and

result of rescue simulations. Some viewers have been written so far, enabling different

viewing perspectives of the simulation, but all of them lack the functionality of a good

debugging viewer [Ari05]. Some teams have performed work in this area, but the

need for a more comprehensive tool was only made more visible [Ari05].

Team Damas [PBC05] also made some work in this area, basing their effort on

Morimoto’s 2D viewer and adding code to enhance the statistic interface. They pro-

vide tools to enable the consecutive run of several simulations, collecting appropriate

statistics.

The Freiburg 3D viewer [KG05] also includes an option to depict statistical in-

formation. This feature enables to measure and evaluate a team performance from

distinct viewpoints, such as: the team efficiency in exploring, rescuing civilians or
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extinguishing fires. Therefore one can compare two teams, since it is possible to see

their actual differences, by simultaneously parsing two log files. Another relevant

feature consists in the post-processing of simulation log files, allowing the continuous

and laborious evaluation of time-dependent parameters.

Team FCPortugal developed FCPx [CCR+06] on top of Freiburg’s viewer. FCPx

provides more elaborated and sophisticated log analysis tools and facilities than the

original viewer.

5.4.3 Problem Formulation

In the context of RoboCup Rescue, the best multiple view problem can be informally

stated as follows [MRdS06a]. In an urban rescue environment there are m visualization

agents that can obtain views over the scene. The problem is to find the set of k views

that better describes the simulation at each moment. The visualization agents are

controllable in the sense that one can affect their viewing parameters.

In order to formulate this problem as an optimization problem, we developed

a simple model for estimating the quality of a multi-view. The devised multiview

quality is a function of the visibility, relevance, redundancy and eccentricity of the

entities represented in the set of selected views.

Thus, the corresponding optimization problem can be formalized as follows:

MAXIMIZE:Q(MV ) =
k∑
j=1

n∑
i=1

V is(eji ) ·Red(ei|MV ) · (W1.Rel(ei)−W2.Ecc(e
j
i ))

E = {e1, . . . en}

V = {v1, . . . vm}

vi = f( ~Posi, ~V Di, ~V UPi, FoVi) i ∈ {1, . . . ,m}

MV = {sv1, . . . , svk} where MV ⊂ V and svi 6= svj ∀i 6= j
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In the given formulation, E denotes the set of n entities that have relevance in the

scene (buildings, agents, etc) and V is the set of different views (equals the number of

agents/entities with viewing capabilities). Each view is characterized by usual camera

parameters, as position ~Posi, view direction ~V Di, relative camera orientation ~V UPi

and field of view FoVi. A multi-view, MV , comprises a set of k distinct selected views

(sv) from V .

The problem is to find the optimal MV set, with appropriate view parameters,

that describes the rescue scenario with better quality. For the estimation of quality Q

we have used the following criteria (note that eji denotes the visual properties of an

entity ei in a image obtained by the view j). The parameters W1 and W2 denotes

constanst used to adjust the relative weight of relevance and eccentricity.

Visibility: V is(eij) This feature relates to the visibility of the relevant entities (e.g.

the visible area). Several factors contribute to an entity’s visibility such as the

distance to the viewpoint, size, relative orientation, and also by how much partial

occlusion it suffers from other objects.

Relevance: Rel(ei) A measure of how relevant is the entity for the purpose of the

visualization. For example, if tracking emergency situations, a building on fire

has a greater relevance than an unaffected building. The intrinsic importance of

an object is also considered, e.g. hospitals, fireman headquarters, schools have

more relevance than ordinary buildings.

Redundancy: Red(ei|MV ) It is expected that the multiple set of views describe

as much as possible distinct situations occurring during the simulation. Thus,

redundant views over the same entities are penalized.

Eccentricity: Ecc(eij) A measure on how distant to the center of the image an object

is displayed. This criterion has a perceptual foundation based on the observation

that an user will focus attention to image centered entities rather than to those

in more peripherical regions.
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An expected multi-view is shown in Figure 5.14. As it is depicted, regions with

very intense ongoing rescue operations are shown with greater detail. Simultaneously

other ares covered by wider views configured in order to get a more comprehensive

picture of (an area) of the rescue scenario.

Using larger sets of views may be also of interest, for instance, for surveillance

centers, allowing to have a better coverage of the ongoing operations either in coverage

either in detail.

Figure 5.14: A multi-view of a typical rescue scenario

The above general problem formulation was used in the experimental setup with

some simplifications. Namely, it was made W2 = 0, i.e. eccentricity was not consid-

ered, and agents were provided with omnidirectional viewing abilities as it is typical

for RoboCup Rescue robots. Visibility was evaluated as approximately proportional

to the inverse distance from the viewing entity to the viewed object, accounting for

maximimum visibility of all entities near than 50 meters and null visibility for objects

far than 500 meters. This model, although not complete, seems adequate with the

viewing parameters used in RoboCup Rescue operations.
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Table 5.1: Experimental Setup for RoboCup Rescue Best-View Experiments

        Number of entities  
Viewing entities 

500  200  100 

20 
HC_500_20 
SA_500_20 
GA_500_20 

HC_200_20 
SA_200_20 
GA_200_20 

HC_100_20 
SA_100_20 
GA_100_20 

10 
HC_500_10 
SA_500_10 
GA_500_10 

HC_200_10 
SA_200_10 
GA_200_10 

HC_100_10 
SA_100_10 
GA_100_10 

4 
HC_500_4 
SA_500_4 
GA_500_4 

HC_200_4 
SA_200_4 
GA_200_4 

HC_200_4 
SA_200_4 
GA_200_4 

 

5.4.4 Experimental Setup

In order to test the applicability of the optimization methodology and supporting

framework to visualization problems, preliminary tests were conducted under the

RoboCup Rescue domain in order to optimize a set of views over a rescue simulation

scenario.

For the purpose, simple RoboCup Rescue visualization problems were used. These

problems were set up using distinct numbers of rescue entities (with distinct abilities)

and different numbers of agents with viewing capabilities.

Three different scenarios were configured with respectively 500, 200 and 100 agents

with viewing abilities. For each of these scenarios three different problem instances

were tested in order to find the best set of 4, 10 and 20 views.

Table 5.1 summarizes the experimental setup displaying the set of problems solved

and their characteristics. The table also exhibits the metaheuristics used for solving

each of the problem instances, where the prefixes: HC, SA and GA, stand for hill

climbing, simulated annealing, and genetic algorithms, respectively (Section 5.3.2).

To better illustrate the kind of problems that were in the experiments, the spatial

distribution of rescue agents is depicted in Figures 5.15 and 5.16 for the configurations

with 100 and 500 agents, respectively. The figures show that, the agents are spread

around the rescue arena, in spite of that in some regions, corresponding to active



186CHAPTER 5. OPTIMIZATION METHODOLOGY FOR VISUALIZATION PROBLEMS

0

1000

2000

0 1000 2000 3000 4000 5000

Figure 5.15: Typical spatial distribution of viewing agents for a problem with 100
agents
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Figure 5.16: Typical spatial distribution of viewing agents for a problem with 500
agents

rescue scenarios, like fires or collapsed buildings, it can be noticed an increased agent

concentration.

Each of the problems was solved using two distinct evaluation functions both

ignoring eccentricity as was told before. The first evaluation function (Equation 5.5)

uses only visibility and relevance without any concern with redundancy. The second

evaluation function (Equation 5.6) is more complete and uses visibility, relevance and

redundancy. Redundancy is used here in order to consider only the best view of each

entity as its global contribution to the evaluation function. Accounting for redundancy,

has the purpose to have a better coverage of the rescue arena, namely by avoiding a
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selection of a set of similar views (corresponding to spatially close agents) focused on

the same entities.

MAXIMIZE:Q(MV ) =
k∑
j=1

n∑
i=1

V is(eji ) ·W1 ·Rel(ei)) (5.5)

MAXIMIZE:Q(MV ) =
k∑
j=1

n∑
i=1

V is(eji ) ·Red(ei|MV ) ·W1 ·Rel(ei) (5.6)

A set of initial experiments was performed in order to configure algorithms pa-

rameters. The final configurations used for the conducted experiments were mostly

based on their default configurations. For the Hill-Climbing algorithm, a random

neighbor approach was used with the neighborhood being generated by changing one

of the viewing agents by another. For Simulated Annealing, the same neighborhood

was used and an exponential cooling schedule with an exponential ratio of 0.99 was

used. For Genetic Algorithms, an elitist selection mechanism (keeping the best half of

the population), single point random crossover, and 10% of mutation probability were

used.

5.4.5 Experimental Results

A synthesis of the obtained results, according to the experimental setup described

in Table 5.2 and using the first evaluation function (Equation 5.5) is presented in

Table 5.2. For each of the problem instances and algorithm, five optimization runs

were conducted with the presented results reporting the achieved maximum, mean

and standard deviation values for the used quality evaluation.

Results analysis demonstrate that, for these configuration, the quality values

achieved for all algorithms are quite similar, that is, even the simplest algorithm

is able to achieve very good results even for quite large problem instances. At the
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Table 5.2: Experimental results using the first evaluation function
 

    Number of entities   

Number 
of views 

Algorithm  500  200  100   

33251.66  13510.30  6949.39  MEAN 

33252.20  13510.30  6949.39  MAX HC  
0.40  0.00  0.00  STDEV 

33251.04  13510.30  6949.39  MEAN 

33252.20  13510.30  6949.39  MAX SA  
1.30  0.00  0.00  STDEV 

33252.20  13510.30  6949.39  MEAN 

33252.20  13510.30  6949.39  MAX 

20 

GA  
0.00  0.00  0.00  STDEV 

16409.80  7125.30  3477.42  MEAN 

16409.80  7125.30  3477.42  MAX HC  
0.00  0.00  0.00  STDEV 

16409.80  7125.30  3477.42  MEAN 

16409.80  7125.30  3477.42  MAX SA  
0.00  0.00  0.00  STDEV 

16409.80  7125.30  3477.42  MEAN 

16409.80  7125.30  3477.42  MAX 

10 

GA  
0.00  0.00  0.00  STDEV 

6919.56  2733.08  1400.11  MEAN 

6919.56  2733.08  1400.11  MAX HC 
0.00  0.00  0.00  STDEV 

6919.56  2733.08  1400.11  MEAN 

6919.56  2733.08  1400.11  MAX SA 
0.00  0.00  0.00  STDEV 

6919.56  2733.08  1400.11  MEAN 

6919.56  2733.08  1400.11  MAX 

4 

GA 
0.00  0.00  0.00  STDEV 
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Figure 5.17: Graphical depiction of the achieved solution using the first formulation
for a problem with 500 20, where ∆ represent the selected viewing agents

present experiment, only for the problem instance 500 20, it can be found a slight

difference between the results achieved by all the three algorithms. For this instance,

genetic algorithms achieve the optimal solution more frequently than hill climbing and

simulated annealing.

An example of an achieved solution for this problem formulation is depicted in

Figure 5.17. From the visual analysis it can be noticed that the solution tends to

include viewing agents clustered in areas corresponding to higher concentration of

agents and relevant entities. This behavior can be explained due to the fact that, as

the problem formulation does not include redundancy, the best set of views is allowed

to include multiple views of the same entities without penalizing the overall quality

evaluation.

Results for the second evaluation function (Equation (5.6)) are presented in Table

5.3 according to the mentioned experimental setup (Table 5.1). Once more, the

table displays the maximum, mean and standard deviation values of five complete

experiments for each problem instance and algorithm.

The achieved results are quite different in respect to those obtained for the first

problem formulation. Results analysis demonstrate that genetic algorithms tend to

achieve better global results. Simulated annealing is also able of achieving better
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Table 5.3: Experimental results using the second evaluation function
 

    Number of entities   

Number 
of views 

Algorithm  500  200  100   

3099.96  1290.33  678.62  MEAN 

3102.03  1291.53  679.55  MAX HC  
2.03  0.69  0.85  STDEV 

3099.86  1289.34  679.55  MEAN 

3102.97  1291.93  679.55  MAX SA  
3.82  3.18  0.00  STDEV 

3101.10  1291.69  679.55  MEAN 

3103.13  1291.93  679.55  MAX 

20 

GA  
3.99  0.22  0.00  STDEV 

2646.48  1170.16  593.94  MEAN 

2654.90  1170.60  594.25  MAX HC  
10.17  0.60  0.36  STDEV 

2650.63  1170.16  594.12  MEAN 

2654.90  1170.60  594.25  MAX SA  
3.24  0.60  0.28  STDEV 

2653.75  1170.60  594.25  MEAN 

2654.90  1170.60  594.25  MAX 

10 

GA  
2.58  0.00  0.00  STDEV 

2206.53  892.94  442.80  MEAN 

2207.21  892.94  442.80  MAX HC 
0.62  0.00  0.00  STDEV 

2206.75  892.94  442.80  MEAN 

2207.21  892.94  442.80  MAX SA 
0.62  0.00  0.00  STDEV 

2207.21  892.94  442.80  MEAN 

2207.21  892.94  442.80  MAX 

4 

GA 
0.00  0.00  0.00  STDEV 

 



5.4. OPTIMIZATION OF MULTIPLE VIEW SELECTION 191

0

1000

2000

0 1000 2000 3000 4000 5000

Figure 5.18: Graphical depiction of the achieved solution using the second formulation
for a problem with 500 20, where ∆ represent the selected viewing agents

results if compared to the used hill-climbing.

The main difference between the two problem formulations is that the second

formulation seems to include many locally optimal solutions. In such cases, hill

climbing algorithms tend to be stuck in local optima. On the contrary, in the first

problem formulation, the evaluation function does not contain local optima. This

property can be explained due to the independence of contribution of each viewing

agent to the evaluated quality, as redundancy was not considered.

A graphical depiction of the solution is shown in Figure 5.18. It can be concluded

that the selected viewing agents are now spread around and able to cover almost all

the rescue arena. In an opposing manner to the previous formulation, the present

set of solutions tend to cover the most relevant regions without (or less) repetition

of the focused areas. Achieving good solutions for this problem is more difficult in

respect to the previous formulation, mostly because the evaluation function is a sum

of interdependent parcels.

The experiments performed in the context of the Rescue domain enabled to test

the developed optimization framework. Results also demonstrated that the framework

is able of optimizing distinct best multiple view problems formulations and instances

with different dimensions with respect to the number of rescue entities and viewing
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entities.

Another conclusion that can be obtained from results analysis is that the choice for

simpler metaheuristics, such as hill climbing, can achieve very good results for some

problems. However, slightly different formulations may lead to poor performance of

this simpler algorithm in respect to the quality of the achieved results.

5.5 Optimization of GPU Based Compaction

5.5.1 Motivation

As concluded in Chapter 4 it is difficult to optimally select an algorithm for GPU

stream compaction in respect to its performance. This essentially happens due to

the data dependencies of the analyzed algorithms as well as a procedure dependency

from the underlying graphics hardware (GPU) architecture. Furthermore, an optimal

setting also depends on several other algorithm parameters (e.g. algorithm to perform

prefix-sums, block size used to perform block based compaction, etc.).

Hence, an automated algorithm selection method, associated with its automatic

configuration, could be of interest for applications making intensive use of GPU data

stream compaction.

The automatic and optimized algorithm selection problem, for GPU based stream

compaction, seems to be an appropriate problem to further validate the developed

optimization methodology and its described implementation. Thus, the algorithm

selection and configuration problem was formulated as an optimization problem and

the described optimization framework was used in order to solve it under distinct data

input conditions.
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5.5.2 Problem Formulation

The GPU based compaction algorithms described in Chapter 4 have several parameters

that need to be adjusted in order to achieve its better performance. A general

formulation of the selection and configuration problem was conceived as follows:

MINIMIZE:T =

NR∑
j=1

NS∑
i=1

CompactionT ime(CA,BS, PSA,QS, Si)j

CA ∈ {1, . . . , NCA}

BS ∈ {1, . . . , BSMAX}

PSA ∈ {1, . . . , NPSA}

QS ∈ {1, . . . , BS}

S ∈ {1, . . . , NS}

In the given formulation, CA denotes for the compaction algorithm and NCA the

maximum number of available compaction algorithms. It is assumed that all available

algorithms use a block based compaction with the block size being denoted by BS,

which can be configured to have a maximum size of BSMAX . The used all-prefix-

sum algorithm is denoted by PSA and QS relates to the width of the quadrangular

primitives rendered in order to generate the fragments that will be processed (upper

bounded by the used block size BS). The evaluation function represents the time to

compact, NR times, a set of NS (possibly different) streams S, for a given algorithm

and configuration.

The above general formulation was used in the experimental setup with the four

described compaction algorithms (Chapter 4). In the formulation, it was considered a

small penalty for parameters outside of the scope of a given algorithm. As an example,

and for the tested hardware, the maximum block size was set to 2048 (maximum

limit introduced by the texture width) to all algorithms except for the Jumping Jack
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algorithm, that is limited to use a maximum block size of 256.

The next subsections describe and report results for two experiments that were

conducted in order to test the applicability of the intelligent optimization methodology

to the GPU based stream compaction domain.

5.5.3 Static Optimization Experimental Setup

The first experiment intends to achieve the best algorithm and parameter setting for

a set of data streams having distinct characteristics.

An application with the ability to execute all the described GPU stream com-

paction algorithms was developed (referred from here as client or compaction appli-

cation). The compaction application was extended to integrate with the optimization

framework by means of the iomClient class and the iomRemoteProblem class provid-

ing it with communication abilities with an optimization server (Section 5.3.2).

For the purpose, three different invalid data densities (5%, 50% and 95%) for three

different stream sizes (256K, 1M and 4M elements, corresponding to texture sizes of

512 × 512, 1024 × 1024 and 2048 × 2048, respectively) were used. For each different

combination of size×density, hill climbing, simulated annealing and genetic algorithms

were tested in order to obtain an optimized setting. Five complete experiments were

conducted for each problem instance and methaeuristic.

A description of the experimental setup is depicted in Table 5.4. Stream com-

paction algorithms were encoded as integers ranging from 1 to 4. Allowed block sizes

were the integer exponents of base two varying from 22 and the texture width used for

the data stream. Available quad sizes were also encoded as the base two exponents

ranging from 2 to the selected block size.
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Table 5.4: Experimental setup for static algorithm and parameter selection

        Stream Type 
Stream Size 

SID_05  SID_50  SID_95 

211 
(2048x2048) 

HC_11_05 
SA_11_05 
GA_11_05 

HC_11_50 
SA_11_50 
GA_11_50 

HC_11_95 
SA_11_95 
GA_11_95 

210 

(1024x1024) 

HC_10_05 
SA_10_05 
GA_10_05 

HC_10_50 
SA_10_50 
GA_10_50 

HC_10_95 
SA_10_95 
GA_10_95 

29 
(512x512) 

HC_09_05 
SA_09_05 
GA_09_05 

HC_09_50 
SA_09_50 
GA_09_50 

HC_09_95 
SA_09_95 
GA_09_95 

 

5.5.4 Static Optimization Experimental Results

Results from the first experimental setup for GPU stream compaction is depicted in

Table 5.5. As it can be noticed, by the mean values achieved, genetic algorithms are

able to find the best solution for most of the cases. Small deviations of the mean value

between algorithms shall not be considered relevant as the evaluation function (based

on the compaction time) is not completely stable (i.e does not return exactly the same

value under the same conditions).

Standard deviation analysis reveal that genetic algorithms almost always find the

best solution. Contrarily, hill climbing seems to stuck on local optima. Simulated

annealing behaving slightly worser than genetic algorithms, outperforms the results

obtained with hill climbing.

5.5.5 Dynamic Optimization Experimental Setup

Since the used optimization methods are based on an iterative approach that con-

secutively improves the best solution (or population of solutions) achieved so far, this

makes the methodology very much adequate for the optimization of stream compaction

algorithms, operating under varying data input, because as demonstrated, algorithm

selection and corresponding configuration are critical in order to obtain the best

available performance.
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Table 5.5: Experimental results for the static GPU compaction optimization
 

    Stream Type   

Stream 
Size 

Algorithm  SID_05 
(5% invalids) 

SID_50 
(50% invalids) 

SID_95 
(95% invalids) 

 

144.50  160.84  85.86  MEAN 

135.66  142.65  49.54  MIN HC  
10.64  21.22  46.33  STDEV 

143.15  147.53  50.71  MEAN 

137.21  142.34  49.45  MIN SA  
8.57  6.56  1.06  STDEV 

135.14  144.22  50.05  MEAN 

132.34  142.45  48.98  MIN 

211 

(2048x2048) 

GA  
3.02  1.60  1.08  STDEV 

34.93  48.04  21.97  MEAN 

31.85  43.12  12.12  MIN HC  
5.24  5.36  12.93  STDEV 

34.61  42.98  17.26  MEAN 

31.32  41.23  12.45  MIN SA  
3.76  1.49  7.90  STDEV 

32.83  42.02  12.76  MEAN 

31.45  41.30  12.33  MIN 

210 

(1024x1024) 

GA  
1.07  1.21  0.82  STDEV 

10.50  12.41  6.04  MEAN 

8.98  11.23  4.00  MIN HC 
1.41  1.79  2.26  STDEV 

8.63  11.88  5.42  MEAN 

8.12  11.34  3.90  MIN SA 
0.84  0.51  2.47  STDEV 

8.30  12.15  4.44  MEAN 

7.95  11.87  4.00  MIN 

29 

(512x512) 

GA 
0.20  0.24  0.51  STDEV 

 

In order to test dynamic optimization, making use of the communication capabil-

ities of the developed framework, an experimental setup based on the following steps

was devised.

1. Start of execution of the optimizer, acting as a server.

2. Start of execution of the GPU based stream compaction application (acting as

a client)

3. Request for connection, acknowledge, and problem communication and request

for optimization.

4. An optimization procedure is performed by the server.

5. The client application uses the final (optimized) solution received from the

server and monitors timings achieved for compaction, until significant changes

of performance are detected.
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Figure 5.19: Densities of invalids elements of the tested sequence of streams

6. The client requests a re-optimization whenever it detects such changes.

7. The server, using the last known best solution (or population of solutions)

performs a optimization procedure.

8. Goto step 5.

A sequence of streams, each comprising 4M elements, to be processed by the

stream compaction algorithm, comprising varying densities of invalid elements, was

developed in order to validate this approach. The used profile of invalid densities for

the tested stream sequence is depicted in Figure 5.19. Each represented stream (in a

total of 1000) is subject to 10 compaction runs.

As it can be observed, invalid densities are low at the beginning of the sequence

and then linearly increase until a density of 40%. This value is maintained for 50 runs,

and then rises up to a density of 90%. After 100 runs it quicly decreases to a very low

density (3%).

As reported in the previous sections, genetic algorithms was the method that

achieved the best results, and therefore it was used as the optimization method for

this experiment. The algorithm configuration was exactly the same as described in

the previous sections.
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Figure 5.20: Achieved compaction timings along the experiment

5.5.6 Dynamic Optimization Experimental Results

The achieved timings throughout the dynamic optimization experiment are depicted in

Figure 5.20. As it can be observed there is a great variability of the compaction times.

This is explained with the change of the data densities. Although some correspondence

between characteristics points of the profile of densities (Figure 5.19) and the achieved

timings, it does not suffice to conclude about the benefits of the optimization.

To better illustrate and demonstrate such benefits, Figure 5.21 depicts the opti-

mized timings compared with the timings obtained by two of the best tested algorithms

for low and high invalid data densities, Jumping Jack (denoted as JJ8 in the figure)

and Binary Tree (denoted as BT10 in the figure), respectively. For the Jumping Jack

Algorithm, a block size of 28 was used with prefix sums being computed using the

recursive doubling algorithm. The Binary Tree uses a block size BS of 210. Both

algorithms used a quadrangular width QS of 25.

As it can be observed, the overall performance of the optimized approach is better

than that achieved for each of the fixed algorithms. It can also be noticed that, in

some points, the performance of the dynamically optimized solutions are better than

the algorithms under comparison. This situation corresponds to an algorithm selection

and configuration which performs better than the two herein compared algorithms.
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Figure 5.21: Achieved timings compared with two non optimized settings

However, at some points of the tested sequence, the optimized solution can perform

inferiorly. This can be explained by several factors. As the system does not re-

optimize for each single run of a data stream, an algorithm setting remains in operation

until a new optimized solution is computed. Another possible explanation is that the

optimized solution, for some particular situations, does not correspond to the global

optimum.

Figure 5.22 depicts the algorithm selection during the conducted experiment. As

it can be noticed, the same algorithm can be maintained after a re-optimization (point

situated between 500 and 750 runs).

5.6 Conclusions

In this chapter a fundamental research topic of this thesis was presented. An optimiza-

tion methodology was introduced that relies on two fundamental principles: the use

of intelligent optimization techniques and a strong decoupling between the optimizer

and application to be optimized. Based on these fundamental principles, a software

framework was designed and implemented. To demonstrate the concept, experiments

under two different application domains were conducted.
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Figure 5.22: Depiction of the change of algorithms during the experiment

A first set of experiments was devised in the field of a simulated urban rescue

environment - RoboCup Rescue. The analyzed problem consists in the computation

of an optimized selection of views from a larger set of viewing agents to effectively

describe the relevant on-going action. Results with two different problem formulations

demonstrated the adequateness of the approach and the utility of the optimization

framework.

Another set of experiments was devised for GPU-based stream compaction. The

fundamental problem to solve was to found an optimal choice of a compaction al-

gorithm and its parameters as a function of the input data or other performance

influent aspects (e.g. underlying graphics hardware). Experiments using fixed data

and dynamic data were conducted. In both experiments the system was able to achieve

good solutions, namely by the use of genetic algorithms.

The achieved results demonstrate the adequateness and usefulness of this approach

and naturally triggers off the possibility to further extend and apply it in the context

of several other visualization and related problems.
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6.1 Conclusions

In this work problems within the visualization and rendering domain have been iden-

tified, specifically within the field of virtual environments. It was also identified that,

for several of these problems, optimization can play a major role to achieve the desired

solutions.

However, many of the proposed solutions found in the literature do not formally

state the problems as optimization problems or do not use optimization methodologies

in a systematic manner. Often, the proposed algorithms use some sort of heuristics

deeply entangled on the overall application.

Trying to solve this problem optimization techniques were studied, particularly

intelligent optimization techniques, as they are, to some extent, problem independent

and can attain high quality solutions within a reduced time frame when compared to

global optimization techniques.

201
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The optimization techniques studied include Simulated Annealing, Tabu Search,

Iterated Local Search, Greedy Randomized Adaptive Search, Ant Colony Optimization

and Evolutionary Computing. For each of the techniques, the main algorithm and

possible variations, strengths and limitations were discussed.

Also noticed was the increased importance of the Graphics Processing Unit (GPU),

either in respect to its contribution to the raise of performance of visualization appli-

cations, either in respect to the increased flexibility of new algorithms and techniques

that can make use of such computationally powerful component enabled by its recent

programming functionalities.

Following this recent research opportunity, the potentialities of programmable

GPUs have been studied. The importance of data stream compaction was identified as

a fundamental component for a diversity of visualization and rendering applications.

As a major contribution of this thesis, three original algorithms for parallel stream

compaction were introduced: Jumping Jack, Run-Lengths of Zeros and the Binary

Tree algorithms. The use of these algorithms was proposed within a block based

compaction mechanism in order to efficiently handle large data streams. The new

algorithms were tested and compared against existent state of the art algorithms for

data stream compaction. The conducted experiments demonstrated that the new

proposed algorithms can perform better, or be competitive with existent ones.

Although the proposed algorithms performed very well, an important observation

was that the performance of these algorithms may have large data and architectural

dependencies. Deciding on the optimal algorithm, if possible, is therefore a complex

task which is likely to rely on several variables.

Another major contribution of this work is the demonstration of how intelligent

optimization algorithms, namely metaheuristics, may be used in a systematic manner

to solve visualization and rendering problems in the field of virtual environments and,

as well as, for optimal selection and configuration of algorithms, namely for GPU based

data stream compaction.
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Based on the studies conducted, an innovative optimization methodology was pro-

posed, supported by a software framework whose major design goals were modularity,

flexibility and generality. The solution developed was based on an independent opti-

mization application that connects with the visualization application through sockets

using a specifically developed communication protocol. Within this architecture we

aimed at building a tool that could be easily extended and could be easily integrated

to existing visualization applications with minor effort. We aimed at providing the

developer or researcher with an easy to use set of optimization tools that allow a quick

design and test of solutions to a wide group of problems.

This study was the base to develop a fully functional optimizer that may use most

of these intelligent techniques for online optimization. The proposed optimization

methodology has been initially applied to visualization problems within the RoboCup

Rescue Domain. A first set of experiments was devised in order to solve the problem

of selection of an optimized set of views that effectively describe the relevant on-

going action. Results with two different problem formulations demonstrated the

adequateness of the approach and the utility of the optimization framework.

Another set of experiments was devised in order to find an optimal choice of a

compaction algorithm and its parameters as a function of the input data or other

performance influent aspects. Two sets of experiments were conducted, the first using

fixed data and the second using dynamic data. In both experiments the system

was able to achieve very good solutions, namely by the use of genetic algorithms.

The optimizer is able to select the optimal algorithm for any given situation and to

reselect in real-time the algorithm and its parameters when a change in the algorithm

performance is detected.

The achieved results demonstrate the adequateness and usefulness of this approach

and naturally triggers off the possibility to further extend and apply it in the context

of several other visualization and related problems.
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6.2 Future Directions

As immediate future work it is intended to extend the proposed framework with

some more optimization modules such as Ant Colony or Particle Swarm Optimization,

as well as to perform a complete study, testing and comparing all the implemented

optimization methods for different problems. A more challenging goal is to provide

the developed application with capabilities to automatically select the best method

and configuration for each problem.

The application of the proposed methodology to other relevant problems, such

as the automatic navigation path advice leading to assisted exploration of scenes, is

also predicted. The expected result can be summarized as a system that interactively

generates and suggests to the user, optimized paths according to his/her interests,

advertisements, etc.. Another future related research direction is to study how these

methodologies can be adapted to the procedural modeling of cities.

In order to improve, some non automatic processes which require a high degree

expertise, such as parameter setting tasks, this work will continue by studying the

possibility to integrate machine learning modules to avoid, up to some extent, the

need of using experts to successfully obtain high quality results.
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[KG05] A. Kleiner and M Göbelbecker. Rescue3D: Making rescue simulation
attractive to the public. Technical report, Institut für Informatik,
Universität Freiburg, 2005. Available at http://kaspar.informatik.uni-
freiburg.de/∼rescue3D/3dview.pdf (last viewed 2006.03.12).

[KGV83] S. Kirkpatrick, C. D. Gelatt, and M. P. Vecchi. Optimization by
simulated annealing. Science, 220(4598):671–680, May 1983.

[Khr08] Khronos Group Inc. Khronos launches heterogeneous computing
initiative. Khronos Press Releases, June 2008. available
at http://www.khronos.org/news/press/releases/khronos_

launches_heterogeneous_computing_initiative/ (last visited
2008.09.01).

[KK88] Tomihisa Kamada and Satoru Kawai. A simple method for computing
general position in displaying three-dimensional objects. Computer
Vision Graphics and Image Processing, 41(1):43–56, 1988.

[KL05] David Koller and Marc Levoy. Protecting 3d graphics content. Com-
munications of the ACM, 48(6):74–80, 2005.

[KMGL96] Subodh Kumar, Dinesh Manocha, William Garrett, and Ming Lin.
Hierarchical back-face computation. Computers & Graphics, 23(5):681–
692, 1996.

[Kos92] J. R. Kosa. Genetic Programming. MIT Press, 1992.

[KS05] Vit Kovalcik and Jiri Sochor. Occlusion culling with statiscally
optimized occlusion queries. In WSCG 2005 Proceedings, January 31–
February 04, Plzen, Czech Republic, 2005.

[KT01] Hiroaki Kitano and Satoshi Tadokoro. Robocup rescue: A grand
challenge for multiagent and intelligent systems. AI Magazine, 22(1):39–
52, 2001.

[KTL+04] David Koller, Michael Turitzin, Marc Levoy, Marco Tarini, Giuseppe
Croccia, Paolo Cignoni, and Roberto Scopigno. Protected interactive
3d graphics via remote rendering. ACM Transactions on Graphics,
23(3):695–703, 2004.

http://www.opengl.org/documentation/glsl/
http://www.opengl.org/documentation/glsl/
http://www.khronos.org/news/press/releases/khronos_launches_heterogeneous_computing_initiative/
http://www.khronos.org/news/press/releases/khronos_launches_heterogeneous_computing_initiative/


BIBLIOGRAPHY 215

[Lag04] Manuel Laguna. Global optimization and meta-heuristics. In Ulrich
Derigs, editor, Encyclopedia of Life Support Systems (EOLSS), Theme
6.5. Eolss Publishers Co. Ltd., UK, 2004. Developed under the Auspices
of the UNESCO.
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[MRdS06c] Pedro Miguel Moreira, Lúıs Paulo Reis, and António Augusto de Sousa.
Visualization optimization : Application to the robocup rescue do-
main. In Proceedings SIACG 2006 (Short-Papers) - Ibero American
Symposyum in Computer Graphics, July 5–7, Santiago de Compostela,
Spain, 2006.
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