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Resumo

A linguagem de programacgdo C continua a ser a base fundamental da programacio de sistemas;
no entanto, o seu modelo de gestio manual de memoria expde o software a vulnerabilidades criti-
cas, tais como desreferéncias de ponteiros nulos (null pointer dereferences) e erros de utilizagdo
apos libertacdo (use-after-free). Embora linguagens modernas como o Rust mitiguem estas fal-
has através de verificagdes rigorosas em tempo de compilacdo (borrow checking) e de regras de
apropriacdo (ownership), reescrever bases de cédigo C vastas e estabelecidas é muitas vezes in-
vidvel do ponto de vista pratico e econdémico. As atuais ferramentas de andlise estatica para C
tentam colmatar esta lacuna, mas sofrem frequentemente de uma explosio do espaco de estados
durante a andlise global do programa, ou sobrecarregam os programadores com falsos positivos
devido a falta de sensibilidade ao fluxo de execucdo (flow sensitivity) e a auséncia de fronteiras
interprocedimentais rigorosas. Para dar resposta a estas limitagcdes, esta dissertacdo apresenta uma
nova metodologia de andlise estitica que adapta paradigmas de seguranca de memoria inspirados
no Rust diretamente a bases de cédigo C. Estendemos o CORAL, uma infraestrutura de andlise
estatica construida sobre o compilador Clava, através do desenvolvimento de um médulo robusto
de andlise de nulidade (nullability). O sistema proposto emprega um algoritmo de fluxo de dados
sensivel ao fluxo e ao caminho (path-aware), que abstrai de forma segura topologias complexas de
memoria, incluindo ponteiros de multiplos niveis, campos sensiveis ao objeto e varidveis globais.
Para alcancar uma andlise interprocedimental escaldvel, o motor utiliza uma arquitetura baseada
em contratos, orientada por anotacdes #pragma personalizadas. Além disso, a framework integra
um Registo de Contratos Integrado (Built-In Contract Registry) para impor automaticamente re-
gras de fronteira em funcdes da biblioteca padrdo de C (por exemplo, malloc, free), permitindo
uma imposicao pragmadtica da seguranga de memoria sem exigir um esforco excessivo de anotacio
por parte dos programadores.

Palavras-chave: Programacio em C e seguranca de memdria e anlise estitica o
nulabilidade e borrow checker do Rust e contratos interprocedimentais



Abstract

The C programming language remains the foundational base of systems programming; however,
its manual memory management model exposes software to critical vulnerabilities such as null
pointer dereferences and use-after-free errors. While modern languages like Rust mitigate these
flaws through strict compile-time borrow checking and ownership rules, rewriting vast, established
C codebases is often practically and economically unfeasible. Current static analysis tools for C
attempt to bridge this gap, but they frequently suffer from state-space explosion during whole-
program analysis or overwhelm developers with false positives due to a lack of flow sensitivity
and strict interprocedural boundaries. To address these limitations, this dissertation presents a
novel static analysis methodology that retrofits Rust-inspired memory safety paradigms directly
onto C codebases. We extend CORAL, a static analysis infrastructure built on top of the Clava
source-to-source compiler, by developing a robust nullability analysis module. The proposed sys-
tem employs a flow-sensitive, path-aware dataflow algorithm that safely abstracts complex mem-
ory topologies, including multi-level pointers, object-sensitive fields, and global variables. To
achieve scalable interprocedural analysis, the engine utilizes a modular, contract-based architec-
ture driven by custom #pragma annotations. Furthermore, the framework integrates a Built-In
Contract Registry to automatically enforce boundary rules on standard C library functions (e.g.,
malloc, free), enabling pragmatic memory safety enforcement without imposing a heavy an-
notation burden on developers.

Keywords: C programming e memory safety e static analysis e nullability e Rust borrow
checker e interprocedural contracts
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Chapter 1

Introduction

This chapter presents the context and motivation for the work, as well as its objectives and contri-

butions.

1.1 Context

Memory mismanagement is a prevalent cause of software system bugs and is responsible for entire
classes of critical vulnerabilities. Industry reports consistently demonstrate that memory safety
violations account for the vast majority of exploited security flaws in major software projects [30,
32]. Because these violations are notoriously difficult to detect and debug, they often result in
undefined behavior. The consequences of such errors range from simple application crashes to
catastrophic security breaches and failures in life-critical systems [29].

Despite these risks, C remains one of the most widely used programming languages in system
development due to its flexibility, runtime efficiency, and precise control over hardware resources
[33]. These characteristics make it the standard for low-level and performance-critical applica-
tions, including operating systems, embedded software, and device drivers. However, this absolute
control places a heavy burden on developers. Manual memory management requires rigorous dis-
cipline, and human error inevitably leads to severe programming faults such as dangling pointers,
double frees, and buffer overflows.

Over the years, various solutions have been proposed to mitigate these vulnerabilities directly
within the C ecosystem. These include runtime memory sanitizers, custom memory-safe libraries,
and external dynamic analysis tools [26]. While these approaches provide valuable diagnostic in-
formation, they often require the adoption of non-standard libraries, introduce significant runtime
performance overhead, or fail to catch errors until the program is explicitly executed and tested,
making them reactive rather than proactive measures.

As a more fundamental mitigation strategy, newer programming languages have introduced
automatic memory management mechanisms, such as garbage collection (GC), to ensure inher-

ent safety [16]. While these techniques drastically reduce memory-related errors, they impose



Introduction 2

non-negligible runtime overhead and unpredictable latency spikes. Consequently, GC-reliant lan-
guages are often unsuitable for performance-sensitive or real-time environments where determin-
istic execution is strictly required.

More recently, Rust has emerged as a systems programming language that provides a balanced
approach to safety and performance. Through its strict ownership and borrowing model, Rust en-
forces memory safety at compile time without relying on a garbage collector [20]. By proving
memory safety statically rather than dynamically, it avoids the runtime overhead associated with
traditional mitigation techniques. This makes Rust a reference for good practices in safety, espe-

cially in the context of memory management.

1.2 Motivation

Although Rust offers strong memory safety guarantees with performance comparable to C, com-
pletely rewriting existing C codebases in Rust is often infeasible. Large and mature software
systems typically involve millions of lines of code, complex dependencies, and well-established
build and testing infrastructures. Industry case studies indicate that rewriting or replacing these
legacy systems requires enormous effort and cost, while simultaneously introducing compatibility
risks and potential feature regressions [1].

A more practical approach is to improve memory safety incrementally, without disrupting
existing development workflows. Ideally, developers should be able to enforce safety constraints
one component at a time while keeping the rest of the system unchanged. This approach allows
the reuse of existing tests and build systems, minimizing the economic and technical impact on
ongoing projects [10].

The CORAL framework [27, 28] was created with this specific goal in mind. It brings Rust-
inspired safety concepts directly into C, enabling compile-time detection of common memory
errors without requiring a new language or a heavy runtime environment. This makes it possible
to gradually adopt safer programming practices while maintaining full compatibility with existing
C infrastructures.

While other static and dynamic analysis tools provide memory safety checks, they often have
inherent limitations. They often explore only a limited set of execution paths to maintain per-
formance or rely on conservative approximations that generate a high volume of false positives,
thereby limiting their practical effectiveness in real-world C projects [3].

However, CORAL’s previous iterations were structurally limited. While early versions suc-
cessfully introduced basic affine typing (ownership and borrowing), they lacked the capacity to
track complex memory topologies. Specifically, the framework lacked support for explicit null
pointer semantics, multi-level pointer indirection, and robust interprocedural boundary tracking.
Because null pointer dereferences remain one of the most critical and frequent causes of system
crashes in C, extending CORAL to rigorously infer and enforce pointer nullability is essential.
Solving this limitation significantly increases the framework’s real-world applicability, making

incremental, compile-time safety improvements a viable reality for legacy C programs.
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1.3 Problem Statement

While previous iterations of the CORAL framework successfully demonstrated the viability of
incremental memory safety, they were limited to basic lifetime tracking and partial moves for
scalar values. They lacked a formal theoretical model to track pointer nullability—one of the most
pervasive and complex vulnerabilities in the C language.

Statistically verifying null safety in C is a difficult computer science problem. It is not a sim-
ple syntactic check; it requires a deep semantic understanding of C’s highly permissive memory
model. The core scientific challenge lies in tracking how a pointer’s state mutates dynamically
across complex control-flow structures, such as implicit short-circuit evaluations, loop conver-
gences, and multi-level memory indirection.

Tracking these pointer states creates a major challenge in static analysis. Analyzing the entire
program at once is far too slow and computationally expensive. On the other hand, using overly
simple rules to save time may lead to too many false-positive errors, making the tool frustrating for
developers. Therefore, the main problem addressed in this work is designing a balanced, scalable
model. This model must accurately track null pointers at compile time and respect standard C
coding practices, avoiding both slow analysis times and excessive false warnings.

To address this problem, this thesis bridges the gap between theoretical static analysis research

and practical engineering. The work is driven by the following core objectives:

1. Theoretical Study of Compile-Time Nullability: To rigorously analyze and formalize
how null pointer states mutate in C. This includes studying the inherent limitations of the
language to determine exactly which memory properties can be mathematically proven at

compile time without executing the program.

2. Design of a Path-Sensitive Dataflow Algorithm: To conceptualize a structural traversal
algorithm capable of operating on a Control Flow Graph (CFG). This algorithm must grace-
fully handle state-splitting (e.g., i £-guards), cyclic iterations, and complex memory hierar-

chies (e.g., objects and double pointers).

3. Formulation of an Interprocedural Contract System: To overcome the scalability issues
of whole-program analysis by designing a modular boundary system. This involves defining
theoretical pre-conditions and post-conditions that allow functions to be analyzed in strict

mathematical isolation.

4. Implementation of a Proof-of-Concept: To validate the theoretical findings by developing
a dedicated analysis engine (nullck) as an extension to the CORAL framework. This
proof-of-concept will demonstrate that rigorous, compile-time null safety can be retrofitted

onto C code without disrupting existing development workflows.
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14

Research Questions

To guide the theoretical study, practical implementation, and subsequent evaluation of the pro-

posed static analysis model, this thesis seeks to answer the following core research questions:

RQ1:

RQ2:

RQ3:

RQ4:

1.5

Nullability Modeling: How can the state and movement of null pointers be accurately
modeled at compile time to ensure memory safety, without restricting or breaking common

C programming idioms?

Interprocedural Boundaries: How can memory safety guarantees be enforced across cus-
tom function calls and external standard libraries without requiring full source-code visibil-

ity or deep symbolic execution?

Real-World Applicability: To what extent do the proposed nullability extensions increase
the proportion of real-world C code that the CORAL framework can safely verify?

Workflow Integration: How can these compile-time safety mechanisms remain compatible
with existing C standards, ensuring they can be adopted incrementally without disrupting

established development workflows?

Contributions

In the pursuit of the aforementioned objectives, we have made the following contributions:

Developed and implemented nullck, a static nullability analysis module integrated into
the CORAL framework to track, verify, and enforce pointer safety in C programs at compile

time.

Implemented a path-sensitive dataflow engine that utilizes a Worklist algorithm over a
Control Flow Graph (CFG) to dynamically track and refine pointer states (NOT_NULL,
MAYBE_NULL) across conditional branches and loops.

Proposed and implemented an interprocedural contract system using #pragma annotations,
allowing developers to define strict preconditions and postconditions for functions, enabling

scalable analysis without whole-program symbolic execution.

Engineered the analyzer to recognize standard defensive programming patterns, such as

null-pointer checks, allowing it to refine memory states naturally and reduce false positives.

Advanced the architecture of CORAL by introducing a robust state-tracking environment

store capable of managing pointer-nullability transitions.

Systematically evaluated the framework implementation against both unstructured amateur
projects and highly optimized High-Performance Computing (HPC) benchmarks such as
PolyBench/C.
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» Demonstrated the framework’s practical applicability both as a pedagogical tool for novice
developers and as a strict auditing mechanism for ensuring memory safety in legacy code-

bases.

1.6 Dissertation Structure

In addition to this introduction, the dissertation is organized into six remaining chapters. Chap-
ter 2 establishes the theoretical foundations regarding memory safety, the Rust safety model, and
the underlying compiler infrastructure. Chapter 3 analyzes related work, discussing existing ap-
proaches to memory safety in C, ranging from dynamic analysis to safe dialects. Chapter 4 details
the proposed methodology and system design, focusing on flow-sensitive tracking, memory ab-
stractions, and interprocedural contract semantics. Chapter 5 covers the technical implementation
of the analyzer, including the custom parser, control flow algorithm, and boundary enforcement
mechanisms. Chapter 6 presents the evaluation of the tool through a comprehensive suite of unit
tests. Finally, Chapter 7 concludes the dissertation, discussing current limitations and outlining

future work.



Chapter 2
Background

This chapter introduces the fundamental concepts required to understand the topics discussed in

this document.

2.1 Memory Safety in Systems Programming

Manual memory management allows C and C++ developers to write high-performance code, but it
places the burden of safety entirely on the programmer. Without automatic safeguards, developers
frequently introduce serious errors, such as buffer overflows and use-after-free bugs. These vul-
nerabilities generally fall into two categories: spatial safety (staying within bounds) and temporal

safety (accessing valid memory).

2.1.1 The C Memory Model

To understand these vulnerabilities, it is necessary to understand how C manages memory. C

programs typically utilize three distinct storage durations:

» Stack (Automatic): Variables declared inside a function live here. They are automatically
created when the function starts and destroyed when it ends. This is fast and safe, but the

data cannot live longer than the function itself.

* Heap (Dynamic): Memory explicitly requested by the programmer (e.g., using malloc).

This memory stays allocated until the programmer explicitly frees it (using free).

* Static: Variables that exist for the entire run of the program (like global variables).

The main source of bugs is the disconnect between the pointer (which often lives on the safe

Stack) and the data it points to (which lives on the manually managed Heap).

2.1.2 Common Vulnerabilities

Memory mismanagement often leads to specific types of errors:
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* Null Pointer Dereference: Occurs when a program tries to use a pointer that points to

nothing (address 0). In C, this usually causes the program to crash immediately.

» Use-After-Free: Occurs when a program tries to use a pointer after the memory it points
to has already been freed. This is dangerous because that memory might now be used by

something else, leading to data corruption or security hacks.

* Memory Leak: Occurs when a program allocates memory on the heap but forgets to free
it. Over time, the program consumes more and more RAM, which can eventually crash the

system.

2.2 The Rust Safety Model

Rust is a modern systems programming language that ensures memory safety without the perfor-

mance cost of a garbage collector. It achieves this through a specific set of rules and features.

2.2.1 Ownership and Borrowing
Rust enforces a strict discipline called Ownership:
* Rule 1: Every value has a single variable called its owner.
* Rule 2: There can only be one owner at a time.
* Rule 3: When the owner goes out of scope, the value is automatically dropped (freed).

To use data without taking ownership, Rust uses Borrowing. A variable can lend its data via a

reference, but the compiler ensures that the reference never lives longer than the actual data.

2.2.2 The Borrow Checker

The Borrow Checker is the specific component of the Rust compiler responsible for enforcing the

ownership and borrowing rules described above. It performs static analysis to ensure that:
* No references outlive the data they point to (preventing dangling pointers).
» Data is not mutated while it is aliased (preventing data races).
* Values are not used after they have been moved (preventing use-after-move).

Historically, Rust used lexical lifetimes (based on scope blocks), but modern Rust uses Non-
Lexical Lifetimes (NLL). NLL is a control-flow-sensitive analysis that allows the borrow checker
to be more precise, understanding that a reference’s life ends the last time it is used, rather than
strictly at the end of the curly braces ‘} .
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2.2.3 Resource Acquisition Is Initialization (RAII)

RAII is a programming pattern where the life of a resource (like heap memory) is tied to the life
of a variable. When the variable goes out of scope (e.g., the function ends), a destructor function
is automatically called to clean up the resource. This ensures that memory is never leaked, as the

cleanup happens automatically.

2.3 Static Analysis Fundamentals

Static analysis allows tools to check code for errors without actually running it. This section

defines the core concepts used in these tools.

2.3.1 Abstract Syntax Tree (AST)

The Abstract Syntax Tree is a tree-like representation of the source code. Instead of seeing code
as a string of text, the computer sees it as a structure. For example, a function contains a body,
which contains statements, which contain variables. Tools use the AST to understand the structure
of the code.

2.3.2 Control Flow Graph (CFG)

While the AST shows the structure, the Control Flow Graph (CFG) shows the execution path.
It is a graph where nodes represent blocks of code and arrows represent jumps (like loops, if
statements, or function calls). This helps tools understand the order in which instructions might

run.

2.3.3 Flow-Sensitive Analysis

Flow-sensitive analysis tracks how the state of a variable changes as the program executes. Unlike
simple type checking, which assumes a variable stays the same, this analysis knows that facts can
change based on the path taken.

For example, if a pointer is checked against NULL in an i f statement, a flow-sensitive tool
knows that inside the if block, the pointer is definitely not NULL, even if it might be NULL

elsewhere.

2.4 The Clava Compiler

Clava [6], a C/C++ source-to-source compiler framework developed at FEUP. Clava distinguishes
itself from standard compilers (like GCC or Clang) by its handling of the Intermediate Represen-
tation (IR). While standard compilers immediately lower source code into a flat, assembly-like IR
(such as LLVM IR) to optimize for machine execution, Clava is designed to preserve the high-level

structure of the source code.
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Clava parses code into an enhanced Abstract Syntax Tree (AST) composed of Join Points.
These Join Points retain semantic richness, loops remain loops rather than becoming got o branches,
and variable names and scopes are preserved. Through the LARA framework, Clava exposes a
powerful JavaScript/TypeScript API that allows researchers to query this AST and apply complex

transformations.

2.5 The CORAL Compiler Infrastructure

To understand the integration and execution of the static analysis extensions proposed in this work,
it is first necessary to examine the foundational architecture of the CORAL project. CORAL is
a multi-stage, source-to-source static analysis compiler infrastructure built upon the Clava frame-
work. Unlike traditional compilers that operate on low-level Intermediate Representation (IR),
CORAL is designed to perform flow-sensitive analysis directly on the high-level Abstract Syntax
Tree (AST).

The compiler pipeline is designed to parse, analyze, and transform C source code through a
sequence of discrete modules. As illustrated in Figure 2.1, this architecture operates sequentially

through three primary phases: Normalization, Analysis, and Code Generation.

1. Normalization 2. Analysis 3. Code Generation
AST Simplification CFG Generation Drop Elaboration
Contract Extraction Static Checkers Pragma Injection

Figure 2.1: The three-stage architecture of the CORAL compiler pipeline.

This staged approach ensures that complex C constructs are reduced to simpler, uniform rep-
resentations before any rigorous flow-sensitive analysis is performed. The responsibilities of each

phase are defined as follows:

1. Normalization: The first phase of the pipeline is dedicated to simplifying the AST. By
reducing the variety of language constructs, the subsequent analysis engines require fewer
branching logic paths. Notable transformations in this phase include ConvertSwitchToIf
and ConvertForLoopToWhile, which streamline control flow into standardized branch-
ing structures. Furthermore, this phase executes ExtractContracts, a module that iso-
lates user-defined pragmas (e.g., parameter annotations) from the source code and stores

them in memory for later validation.

2. Analysis: The analysis phase serves as the core evaluation engine of the CORAL project.

It begins with the foundational setup of the execution environment:
* CfgGenerator: Constructs the Control Flow Graph (CFG) from the normalized
AST.

* RemovelImpossibleEdges: Optimizes the CFG by pruning mathematically un-
reachable paths and dead code.
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Once the CFG is established, the compiler executes a suite of specialized, independent ana-
Iytical checkers. Historically, this included modules such as the borrow checker (regionck).
Because of this modular design, the Analysis phase acts as the primary integration point for

new dataflow engines, such as nullability tracking.

3. C Code Generation: Following successful analysis, the final phase prepares the validated
abstract representation for source code emission. This includes finalizing scope transforma-
tions, such as DropElaboration, and safely injecting Li fet imePragmas back into the

output C code.



Chapter 3

Related Work

This chapter focuses on existing work on improving the memory safety of C and C++ code, as

well as on source-to-source compilation.

3.1 Approaches to Memory Safety in Systems Programming

Historically, creating tools to enforce this safety involves balancing three conflicting goals: run-
time overhead, detection completeness, and developer effort. Ideally, a tool would catch every
error without slowing down the program or requiring extra work from the programmer. However,
dynamic tools often run too slowly for production, while static tools struggle to find all errors
without reporting false alarms. Most importantly, the viability of a tool often depends on how

much manual annotation or code rewriting it demands from the developer.

3.1.1 Dynamic Analysis Tools

Early efforts to ensure memory safety focused on dynamic analysis, which involves modifying
the program to monitor its behavior during execution.

Purify [13] is a leading tool in this domain that performs object code insertion before link-
ing. It maintained a bitmap state for every byte of memory, tracking whether it was unallocated,
allocated but uninitialized, or allocated and initialized. To detect spatial errors, Purify allocated
additional red zones at the beginning and end of memory blocks, catching out-of-bounds accesses.
To mitigate temporal errors, it implemented a delayed free queue, preventing the immediate reuse
of freed memory regions. However, Purify suffered from high overhead and could often only
identify the location of an allocation rather than the source of a leak.

Following a different architectural approach, Valgrind [22] established itself as a robust frame-
work for dynamic binary translation. Unlike Purify, Valgrind does not require recompilation or
relinking; it uses a Just-In-Time (JIT) compiler to translate machine code into an intermediate
representation (UCode), allowing it to generate binaries and linked libraries directly. Its most

prominent tool, memcheck, replicates Purify-style checks for memory leaks and invalid accesses,

11
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while addrcheck ensures memory addressability. Despite its flexibility, Valgrind still imposes
significant performance penalties, often slowing execution by an order of magnitude.

In the modern compiler ecosystem, AddressSanitizer (ASan) and UndefinedBehaviorSan-
itizer (UBSan) have largely replaced Valgrind for development testing. Integrated directly into
GCC and Clang via flags like ~fsanitize=address, these tools utilize compile-time instru-
mentation. Instead of translating binaries like Valgrind, the compiler inserts lightweight checks
around memory accesses during the build process.

While these approaches effectively detect bugs that occur on executed code paths, and ASan
has drastically reduced the cost of dynamic analysis, they represent the extreme runtime en-
forcement end of the spectrum. They suffer from two inherent limitations. First, they are non-
exhaustive; errors residing in conditional branches that are not triggered by test inputs remain
completely undetected. Second, the addition of injected runtime checks still imposes a perfor-
mance overhead, making these tools highly valuable for debugging but strictly unsuitable for
resource-constrained embedded systems or production environments where deterministic execu-
tion is critical.

These tools represent the runtime enforcement end of the spectrum. While ASan has drasti-

cally reduced the cost of dynamic analysis, it still suffers from the coverage limitation.

3.1.2 Static Analysis and Language Dialects

To avoid the runtime costs of dynamic analysis, research shifted towards static analysis tools and
safe dialects that enforce rules before the program runs. LCLint [11] was an early attempt to
use annotations to check for memory safety. It used a formal specification language to detect ab-
straction violations and memory errors. While precise, the heavy burden of writing specifications
limited its adoption.

Building on the need for stricter resource control, Vault [8] introduced a C-based language
with a sophisticated type system utilizing keys and type guards to verify resource management
protocols. Although Vault’s complexity limited its widespread use, its concept of statically track-
ing resource states remains highly influential.

Similarly, Cyclone [15] was a safe dialect of C that introduced region-based memory manage-
ment and fat pointers for bounds checking. RustiC [25] attempted to apply Rust-like ownership
rules to C by analyzing LLVM Intermediate Representation (IR). While it successfully infers
ownership types to detect temporal errors, operating on the low-level IR causes it to lose high-level
semantic information.

The rise of Rust has also inspired tools specifically designed to bridge the gap between C
and Rust safety models. Ling et al. [19] proposed a framework to convert legacy Unsafe C
into Safer Rust by inferring ownership constraints and replacing raw pointers with Rust’s smart
pointers. While promising, this approach faces a significant semantic gap: attempting to infer
complex ownership and borrowing semantics from legacy C code that was not designed with these
constraints in mind is inherently difficult, often limiting the tool’s effectiveness on complex, non-

idiomatic codebases.
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Taking a less invasive approach, C-rusted [7] represents the modern static analysis competi-
tor. It allows programmers to annotate standard C code with ownership and borrowing attributes
(typically via macros that expand to standard C attributes), which are then verified by the ECLAIR
static analyzer. Unlike language dialects, C-rusted is compiler-agnostic; the code remains standard
C. However, this approach relies heavily on the developer to correctly understand and exhaustively
annotate the ownership semantics of their code manually.

Most recently, CORAL [27] [28] is a source-to-source framework for enforcing Rust-inspired
safety in C. Built upon the Clava compiler, CORAL distinguishes itself by analyzing a Control-
Flow Graph (CFG) derived from the high-level AST rather than low-level IR. Early iterations
by Tiago Silva [28] implemented Non-Lexical Lifetimes (NLL) to detect borrowing violations,
while subsequent work by Pedro Silva [27] introduced Move Analysis and Scope Drops to support
RAIl-style resource management. However, these initial versions were limited by their lack of
support for pointer arithmetic and null safety.

These tools lay the groundwork for the research proposed in this thesis. LCLint and C-rusted
demonstrate the power of strict boundaries but highlight the usability cost of making manual an-
notations mandatory across an entire codebase. A key distinction of the proposed work is the
shift towards flow-sensitive inference. Whereas tools like C-rusted require the user to manually
define the state of every pointer, the nullck extension prioritizes automated local inference (e.g.,
path-sensitive i f£-guards), reserving manual annotations exclusively for interprocedural function
boundaries where static analysis cannot naturally deduce intent. Ling et al. illustrate the se-
vere challenges of attempting fully automated inference and language translation on legacy code.
CORAL mitigates these challenges in two ways: first, by keeping the analysis strictly within the C
ecosystem rather than translating to a new language, and second, by rejecting a 100% automated
approach in favor of an iterative, human-in-the-loop methodology. The tool automatically infers
safety properties where computationally feasible, while empowering the developer to gradually de-
fine and verify boundaries over time. Ultimately, this thesis builds directly upon the foundational
gaps left by Silva and Correia, extending CORAL’s type system to rigorously model nullability

and interprocedural state transitions.

3.1.3 Hardware and Architectural Enforcement

Recent advancements have sought to enforce safety policies directly at the hardware level, embed-
ding protection into the architecture itself.

Mon CHERI [12] extends the well-known CHERI capability architecture to target unini-
tialized memory access, a specific class of bugs responsible for roughly 10% of memory safety
vulnerabilities. It achieves this by introducing conditional capabilities that enforce a strict Write-
before-Read policy in hardware, effectively preventing the software from reading memory that has
not yet been initialized.

Lindgren et al. [18] bridge the gap between language safety and hardware enforcement in
embedded systems. They utilize the RTIC framework in Rust to statically determine the appli-

cation’s memory layout and automatically configure hardware protection units (such as RISC-V
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PMP) to enforce fine-grained isolation between tasks.
While these approaches offer high precision, they generally depend on specialized or modified

processors.

3.1.4 Verification on Intermediate Representations and Binaries

While many tools analyze source code to catch developer errors, another significant body of re-
search focuses on enforcing safety by analyzing the code after compilation or by converting it to
low-level representations. This approach bypasses the complexities of parsing high-level C syntax
but introduces a semantic gap between the analysis results and the original logic.

OSEA-IR [23] represents a breakthrough in formal verification for systems software. It em-
beds ownership semantics directly into a low-level Intermediate Representation (IR) to optimize
the performance of Satisfiability Modulo Theories (SMT) solvers. By formally modeling concepts
like Pointer Caching (reducing the search space for aliases) and Prophecy Variables (tracking
data flow across borrows), OSEA-IR proves that strict ownership rules are not just safety features,
but instead they are powerful optimization constraints. The authors demonstrated that encoding
these semantics enables verifiers to skip redundant checks, resulting in significant speedups com-
pared to traditional memory models that treat memory as a monolithic array of bytes.

On the binary level, AODA [34] targets the detection of Use-After-Free (UAF) conditions in
compiled executables. By reconstructing the Control Flow Graph (CFG) from the binary, AODA
tracks the allocation and deallocation states of objects along execution paths. This allows it to
detect dangling pointer dereferences even in Commercial Off-The-Shelf (COTS) software where
source code is unavailable. However, because it operates on stripped binaries, it lacks type in-
formation, making it difficult to distinguish between integer pointers, which can lead to potential
imprecision.

These tools highlight a crucial trade-off. OSEA-IR validates the theoretical efficiency of the
ownership model, confirming that restricting aliasing simplifies verification. However, these tools
suffer from the semantic gap: when an error is found in IR or binary, mapping it back to a specific

line of C source code is often difficult or impossible due to compiler optimizations.

3.2 Spatial Safety vs. Nullability

To achieve total memory safety, a system must guarantee both temporal safety (e.g., preventing
use-after-free or null dereferences) and spatial safety (e.g., preventing buffer overflows). While
this thesis focuses strictly on tracking pointer nullability and state, a significant body of research
focuses on the spatial domain. Tools like SoftBound [21] use disjoint shadow memory to track
array bounds at runtime, while dialects like Checked C [9] introduce new pointer types (e.g.,
_Array_ptr<T>)directly into the compiler. Alternatively, source-to-source approaches like Au-
tomated Code Repair (ACR) [35] replace raw pointers with "fat pointers" that carry boundary

metadata. While spatial safety remains a critical pillar of memory management, resolving it often



3.3 The Risk of Manual Annotations 15

requires altering the application’s memory layout or ABI. Therefore, the scope of this thesis is de-
liberately constrained to the control-flow analysis of pointer nullability, leaving spatial extensions
for future iterations of CORAL.

3.3 The Risk of Manual Annotations

While manual annotation systems (like C-rusted) offer developers precise control, they introduce
a new vector for human error: the annotations themselves may be incorrect or incorrectly ap-
plied. Research on the Rust ecosystem has highlighted this exact risk. YUGA [17] is a tool
designed to detect bugs in manual lifetime annotations within Rust code. The authors found that
developers often mischaracterize lifetime relationships in function signatures when they bypass
the compiler’s inference mechanisms, leading to latent safety vulnerabilities. Similarly, Rudra
[2] analyzes unsafe blocks in Rust (where the developer manually asserts safety) and found that
memory safety bugs are frequently introduced precisely where the automated checks are disabled.

This evidence highlights the danger of relying solely on manual intervention to define safety
contracts. While explicit annotations are valuable,serving as design contracts similar to function
types,retrofitting them comprehensively onto vast legacy C codebases is highly error-prone. This
strongly validates the architectural approach of this thesis: maximizing automated path-sensitive
inference within local scopes, and utilizing regular expressions to apply bulk interprocedural con-

tracts, thereby minimizing the surface area for human error.

3.4 The Evolution of Safety Logic

While current tools like CORAL and the standard Rust compiler rely on Control Flow Graph
(CFG) algorithms, recent research has sought to formalize these checks using even more rigorous
mathematical models. Sound Borrow-Checking via Symbolic Semantics [14] addresses the
inherent complexity of proving memory safety by using symbolic execution to track memory as a
collection of symbolic permissions.

Looking toward the future, Polonius [24] represents the next generation of Rust’s safety en-
gine. Unlike standard CFG traversals, which can sometimes struggle with complex conditional
branches, Polonius frames borrow checking as a set of logical rules (Datalog facts). Recently,
Polonius was adopted as a formal Rust Project Goal [31], marking its transition toward a native
implementation within the rustc compiler. These advancements highlight the theoretical "gold
standard" for memory safety. They demonstrate that as static analysis evolves, traversing the
CFG to dynamically track pointer states,the exact methodological foundation utilized by CORAL’s

nullck module, remains the most viable path toward proving memory safety at compile time.
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3.5 Summary and Comparative Positioning

The landscape of memory safety tools for systems programming reveals a persistent trade-off be-
tween performance, compatibility, and developer effort. Dynamic analysis tools (such as Valgrind
and ASan) effectively detect pointer errors but introduce unacceptable runtime overhead and suf-
fer from limited execution-path coverage. Conversely, safe language dialects (like Checked C)
and strict annotative frameworks (like LCLint and C-rusted) eliminate runtime costs, but they ei-
ther break standard compiler compatibility or impose an overwhelming manual annotation burden
on the developer. Furthermore, static tools that optimize verification by analyzing Intermediate
Representations (IR) or binaries suffer from a severe semantic gap, making it difficult to trace
vulnerabilities back to the developer’s original logic.

The extension of the CORAL framework proposed in this thesis is deliberately engineered
to navigate these specific trade-offs. By operating strictly at the source-to-source level via the
Abstract Syntax Tree (AST), CORAL eliminates the semantic gap and maintains full portability
with standard C toolchains.

Crucially, the nullck module developed in this work addresses the manual annotation bot-
tleneck identified in previous literature. Rather than forcing developers to manually type-cast the
state of every variable, this thesis proposes a hybrid approach: using flow-sensitive automated
inference (such as path-sensitive i £-guards) to guarantee local safety, while utilizing interproce-
dural contracts to define function boundaries. By balancing automated inference with an iterative,
human-in-the-loop methodology, this work demonstrates how rigorous null pointer safety can be

retrofitted onto legacy C codebases without sacrificing compatibility or developer usability.
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Null Safety Model for C

Before a static analyzer can successfully verify the memory safety of a C program, it requires a
rigorous theoretical foundation to interpret how pointers behave, how execution flows, and how
data mutates across function boundaries. This chapter establishes the core methodology and for-
mal concepts that power the proposed static analysis model, serving as the theoretical blueprint
for the software implementation detailed in subsequent chapters.

Because C provides developers with low-level memory access and highly flexible control flow
syntax, tracking the exact state of a pointer at compile time is a complex challenge. A purely
local analysis is insufficient for real-world applications, while whole-program symbolic execu-
tion is often too computationally expensive to scale. To strike a balance between precision and
performance, the proposed null safety model relies on two foundational pillars: a flow-sensitive
dataflow analysis utilizing a Control Flow Graph (CFG), and a strict, modular interprocedural

contract system.

4.1 Flow-Sensitive State Tracking

To accurately track nullability without generating excessive false positives, the proposed dataflow
algorithm performs a flow-sensitive and path-sensitive analysis. Instead of processing the source
code linearly, the algorithm traverses an abstract Control Flow Graph (CFG). This structural rep-
resentation allows the algorithm to understand and simulate the exact execution paths the program

might take, including branches, loops, and early exits.

4.1.1 State Propagation and Edge Merging

At any given point in the analysis, the algorithm maintains an “environment”of all currently
tracked variables to their specific nullability state (NOT_NULL, MAYBE_NULL, or NULL).

Each node within the CFG stores its own local copy of this environment. When the algorithm
processes a node, it first evaluates all incoming edges from previously executed nodes. If a node

has only one incoming edge, it simply inherits that state. However, when multiple execution paths
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converge, such as the first statement immediately following an if-else block, the algorithm
must merge the environments from all incoming edges.

During a merge operation, the state of each variable is compared across the converging paths.
If a variable is NOT_NULL on one path but NULL on another, the merged state conservatively

downgrades to MAYBE_NULL, ensuring the analysis strictly adheres to memory safety guarantees.

True . L. False
if (condition)
ptr = &val; ptr = NULL;
Env: ptr — NOT_NULL Env: ptr — NULL

Execution Converges
Merged Env: ptr — MAYBE_NULL

Figure 4.1: Visual representation of state merging from multiple incoming CFG edges. When
execution paths converge after an i f—else block, conflicting states (NOT_NULL and NULL) are
conservatively downgraded to MAYBE_NULL to guarantee safety.

4.1.2 Path Traversal and Node Revisits

During the traversal of the CFG, it is common for a single node to be evaluated multiple times,
even in the absence of cyclic loops. This occurs because branching structures, such as i f-else
statements, create multiple independent execution paths that eventually converge at a common
dominator node.

When the traversal encounters an if statement, it must explore both divergent outcomes. As
it evaluates these separate paths, any subsequent code located immediately after the branch scope
will naturally be reached more than once.

Consider the following conditional branching structure:

if (cl) |

int a

Il
[€)]
~.

} else {
int b = 7;
}

int ¢ = 6;

Listing 1: Branching paths converging at a single post-conditional statement.
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When analyzing this topology, the algorithm evaluates the true and false paths sequen-

tially. The logical execution proceeds as follows:
1. The traversal first takes the t rue path, processing the statement int a = 5;.

2. It then exits the if scope and reaches the statement int ¢ = 6;. At this moment, the
node evaluates the statement using the nullability environment generated purely by the t rue

branch.
3. Next, the traversal evaluates the false path, processing the statement int b = 7;.
4. It exits the e1lse scope and reaches the statement int ¢ = 6; for a second time.

Because the final statement is reached via two distinct incoming edges, it is necessary to visit
this convergence node twice. Every time the algorithm reaches a previously visited node, it merges
the current incoming environment with the environment that was stored in the node during the
prior visit. This mechanism guarantees that the abstract execution continues safely, aggregating

all possible states from the preceding branches.

4.1.3 Cyclic Traversal and Fixed-Point Iteration

While acyclic branching causes a convergence node to be visited a finite and deterministic number
of times, while loops introduce cyclic paths within the CFG. Just as a conditional branch forces
the algorithm to revisit convergence points, a loop back-edge forces the algorithm to iteratively
revisit the entire body of the loop.

When a loop is encountered, the algorithm processes the loop’s condition and subsequent
body. Upon reaching the end of the loop body, the CFG topology directs the flow back to the
initial condition node. Because this node was previously visited, the newly generated state from
the loop’s tail is merged with the state that existed prior to loop entry.

This cycle repeats iteratively until the environment reaches a fixed point, where further analysis
iterations do not change the nullability status of any variable. Once this fixed point is achieved, it
is guaranteed that all possible state mutations caused by the loop have been safely accounted for,

allowing the traversal to proceed to the subsequent blocks.

4.1.3.1 Handling Break and Continue Statements

Control flow interruptions inside loops, such as break or continue statements, are naturally
resolved by the native topological structure of the CFG without requiring complex heuristic rules.

A break statement generates an outgoing edge that bypasses the remainder of the loop body,
pointing directly to the loop’s exit node. The exact nullability state of the variables at the moment
the interruption occurred is propagated along this edge. The loop’s exit node then processes this
as a standard convergence point, merging the state from the break edge with the state from the
natural loop exit. This ensures that early structural exits are accurately represented in the finalized

post-loop environment.
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4.1.4 Path-Sensitive Guard Analysis

When a variable’s state is unknown (MAYBE_NULL), developers frequently employ conditional
guards, suchas if (ptr != NULL), to ensure memory safety. The algorithm recognizes these
guards and actively splits the environment based on the specific branch being traversed.

When evaluating the t rue branch of such a condition, the variable’s state is refined to NOT_NULL.
Conversely, in the else branch, the state is refined to NULL. If the environmental state of the
pointer is statically known before the guard evaluation (e.g., it is already strictly NOT_NULL), the
algorithm optimizes the traversal by identifying the e1lse branch as dead code, pruning it from

the analysis paths.

void process_data (int *ptr) {
// Initial state: ptr is MAYBE_NULL
if (ptr != NULL) {
// True branch: State refined to NOT_NULL
int value = *ptr;
} else {
// False branch: State refined to NULL

return; // Farly exit

// Converged State:

// Because the 'else' branch returned, the only incoming edge
// to this point 1is from the 'true' branch.

// Therefore, ptr safely remains NOT_NULL.

*ptr = 10;

Listing 2: C example demonstrating path-sensitive state splitting and early returns.

This logic elegantly resolves "early return" patterns purely through graph mechanics. Because
the else branch contains a return statement, it produces no outgoing edge to the subsequent
code. Consequently, the statements following the guarded block only receive an incoming edge

from the t rue branch, naturally inheriting the refined NOT_NULL state.

4.2 Interprocedural Analysis and Contract Semantics

4.2.1 The Boundary Problem and Scalability

A critical challenge in static dataflow analysis is the "boundary problem" at function calls. When
an analyzer evaluates a single function, it can easily track the nullability state of locally defined
variables. However, evaluating the interaction between functions presents a dilemma between

precision and scalability.
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A naive approach might attempt to traverse into the body of the called function, analyze it, and
return. However, this "whole-program" approach suffers from severe scalability issues, exponen-
tially increasing the state space and often failing to resolve recursive function calls. Conversely,
analyzing a function in strict isolation without additional interprocedural information forces the
analyzer to be conservative. It must assume that any unknown incoming parameter or external
return value is MAYBE_NULL. This safe assumption severely weakens the precision of the analy-
sis, leading to a high quantity of false-positive warnings. Furthermore, standard library functions
(such as malloc) or pre-compiled third-party binaries do not expose their internal source code
for analysis at all.

To ensure both performance and precision, the proposed dataflow algorithm employs a modu-
lar, contract-based approach. Under this model, every function is analyzed in strict isolation. The
algorithm never inspects the body of a callee function while analyzing the caller; instead, it relies
entirely on theoretical metadata (contracts) injected into the function signatures to evaluate the

boundary state.

4.2.2 Nullability Primitives

To model these interprocedural boundaries effectively, a function call is viewed as a state machine
transition for a pointer’s memory state. A pointer enters the function in an initial state (Se;) and,
upon the function’s return, transitions into a guaranteed final state (S,,;).

To express these transitions, the theoretical model relies on four core primitives:

1. Pre-conditions (Entry State): The required nullability state a parameter must hold before
the function is invoked.

2. Post-conditions (Exit State): The guaranteed nullability state of the parameter after the

function completes execution.

3. Invariants (Unchanged State): A guarantee that the function will not mutate the parame-

ter’s nullability state, meaning Sey/ry = Sexir-

4. Return State: The guaranteed nullability state of the memory address returned by the func-

tion.

To illustrate how these theoretical concepts map to a practical function boundary, Listing 3

provides a conceptual example demonstrating all four primitives applied to a standard C function.
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// Primitive 1 & 2: 'ptr' must enter as MAYBE-NULL and exit as NOT-NULL.
// Primitive 3: 'read only ptr' state must remain UNCHANGED.
// Primitive 4: The function RETURN value 1is guaranteed NOT-NULL.
intx initialize_data(int *ptr, int +read_only_ptr) {
if (ptr == NULL) {
ptr = malloc (sizeof (int));
}

return ptr;

Listing 3: Theoretical primitives required for interprocedural nullability contracts.

4.2.3 Modeling Deep Memory and Variadic Boundaries

While defining pre- and post-conditions is straightforward for standard pointers, C programs
frequently rely on complex, deep memory structures such as structs (objects) and pointers-to-
pointers. A robust methodology must allow contracts to be applied recursively. For instance,
declaring an object pointer as safe does not inherently guarantee that the nested pointer fields
within that object are also safe. The contract logic must support a hierarchical mapping that ex-
plicitly defines the state transitions for every level of memory indirection.

Additionally, the methodology must account for variadic functions (e.g., print ), where the
number of parameters is undetermined at compile time. Static analysis requires a pattern-matching
mechanism that can apply these core nullability primitives across dynamically evaluated argument

lists based on naming conventions or types, ensuring safety even in highly dynamic function calls.

4.2.4 Dual-Boundary Contract Enforcement

Having established the theoretical vocabulary of contracts, the analysis engine must systematically
enforce them. When the traversal algorithm encounters a function call node within the Control
Flow Graph (CFG), it treats the call as a rigid mathematical boundary. To maintain absolute

memory safety, the contracts are strictly verified on both sides of this boundary:

1. Caller-Side Pre-condition Verification (The Caller’s Burden): At the call site, the algo-
rithm inspects the incoming arguments and matches them against the callee’s required entry
state. If the callee demands a NOT_NULL parameter, the algorithm verifies that the corre-
sponding argument in the local environment guarantees that state. If it cannot be proven

safe, a violation is flagged at the call site before the function theoretically executes.

2. Caller-Side Post-condition Integration (The Caller’s Reward): Once pre-conditions are
verified, the algorithm seamlessly updates the caller’s local environment based on the callee’s
guaranteed exit state. It registers the return value’s nullability, applies any UNCHANGED

guarantees, and safely invalidates global variables to account for external side effects.
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3. Callee-Side Contract Validation (The Callee’s Burden): The system must also guarantee

that the function itself does not violate its own contract. When the algorithm analyzes the
body of the callee function in isolation, it verifies that the internal logic actually satisfies
the promised post-conditions. For instance, if a function signature promises to return a

NOT_NULL pointer, but the CFG traversal discovers an execution path that returns NULL,

the algorithm flags an error within the callee’s definition.

Listing 4 demonstrates how the algorithm enforces these boundaries at the call site, strictly

using the local environment without inspecting the callee’s internal logic.

// Contract: 'ptr' must enter NOT_NULL and exit NOT_NULL

void process_data (int »*ptr);

void analyze_caller (int »unknown_ptr) {
// Initial state: unknown_ptr is MAYBE_NULL

// ERROR: The algorithm flags a pre-condition violation here.
// It does not matter what process_data actually does;
// the caller failed to prove the pointer was safe first.

// process_data (unknown_ptr);

// SUCCESS: The developer adds a path-sensitive guard.

if (unknown_ptr != NULL) {
// The environment refines unknown ptr to NOT_NULL.
// The algorithm checks the environment against the contract,
// sees a match, and safely allows the function call.

process_data (unknown_ptr) ;

Listing 4: Enforcing theoretical pre-conditions at the function boundary.

This example illustrates the efficiency of the modular approach. The algorithm instantly ver-

ifies the safety of the process_data call using only the local environment and the callee’s

mathematical signature. By adhering strictly to these bidirectional verifications, the analysis com-

plexity scales linearly with the number of functions, rather than exponentially with the depth of

the call stack.

4.3 AST Normalization: Switches and Short-Circuits

The C programming language provides multiple syntactic structures that achieve the same control-

flow outcomes. For a static analysis engine, handling every possible variation of branching logic
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(such as switch cases, ternary operators, and short-circuit evaluations) significantly increases the
complexity of the traversal algorithms.

To streamline the analysis phase, the compiler pipeline employs an Abstract Syntax Tree
(AST) normalization step. This phase intercepts complex syntactic sugars and structurally trans-
forms them into their fundamental i f-else equivalents. Consequently, the analysis engine only
needs to understand one unified branching structure, drastically reducing the surface area for bugs

in the dataflow logic.

4.3.1 Switch Statement Normalization

The switch statement in C evaluates a variable and jumps to the corresponding case label.
While convenient for developers, it represents a complex, multi-way branch in a Control Flow
Graph, heavily complicated by C’s "fall-through" semantics (where execution continues into the

next case unless explicitly halted by a break), as demonstrated in Listing 5.

switch (status) {

case 1:
ptr = malloc(sizeof (int));
break;

case 2:
ptr = NULL;
break;

default:

return;

Listing 5: Standard switch statement before normalization.

Instead of unwinding the switch into a simple high-level i f-e1se chain, the normalization
drastically lowers the abstraction level. It deconstructs the switch block into explicit conditional
evaluations, temporary variables, and unconditional got o jumps. The compiler generates an inter-
mediate representation that physically separates the condition checking from the execution bodies,

as illustrated in Listing 6.
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// Condition Evaluation Block

int coral_var_0 = status;
int coral_var_1 = 1;
bool coral_var_2 = coral_var_0 == coral_var_1;

if(_ _coral_var_2) goto swl_case_1;

else {
int _ coral_var_3 = status;
int _ coral_var_4 = 2;
bool _ coral_var_5 = _ coral_var_3 == _ coral_var_4;

if(_ _coral_var_5) goto swl_case_2;

else goto swl_default;

// Execution Bodies

swl_case_1:

unsigned long __ _coral_var_6 = sizeof (int);
void %_ coral_var_7 = malloc(__coral_var_6);
ptr = _ _coral_var_7;

goto switch_exit_1;

swl_case_2:

void *_ coral_var_8 = (void ) 0;

ptr = (__coral_var_8);

goto switch_exit_1;

swl_default:

return;

switch_exit_1:

r

Listing 6: Switch statement after normalization into conditional jumps and explicit labels.

This transformation strategy provides several architectural advantages for the analysis engine:

1.

Simplified CFG Generation: The CFG generator trivially processes goto statements by
drawing direct edges to the corresponding labels. It no longer needs custom logic to handle

switch branches.

Native Fall-Through Handling: Because the execution bodies (swl_case_1, swl_case_2)

are laid out sequentially, if a developer omits a break statement, the generated code natu-
rally omits the goto switch_exit jump. The execution will organically fall through to

the next label, exactly as the C standard dictates.
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Consequently, the nullability module remains entirely unaware that a switch statement ever
existed. It simply traverses the resulting graph, applying its standard path-sensitive guard logic to

the i f conditions and propagating the state along the goto edges.

4.3.2 Short-Circuit Evaluation Normalization

The logical AND (&&) and logical OR (| |) operators introduce implicit control flow. In C, if the
left-hand side of a short-circuit expression conclusively determines the outcome, the right-hand
side is never executed.

Instead of building custom CFG logic to deal with this specific case during the analysis phase,
the normalizer structurally decomposes them into explicit nested i £ statements. For a logical OR
(I1), the right-hand side is only evaluated if the left-hand side is false. Consider the standard
logical OR expression shown in Listing 7. This is normalized using an else if structure to

duplicate the target body, as demonstrated in Listing 8.

if (ptr == NULL || count == 0) {

handle_error();

Listing 7: Logical OR operator before normalization.

if (ptr == NULL) {
handle_error();

} else {
if (count == 0) {

handle_error () ;

Listing 8: Logical OR operator normalized into explicit branching.

Similarly, for a logical AND (s &), the right-hand side is only evaluated if the left-hand side is
true. This is cleanly normalized into a nested condition, transforming the logic from Listing 9 into
Listing 10.

if (ptr != NULL && *ptr > 0) {

process_data (ptr) ;

Listing 9: Logical AND operator before normalization.
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if (ptr != NULL) {
if (sptr > 0) {

process_data (ptr);

Listing 10: Logical AND operator normalized into a nested condition.

The Benefit of Short-Circuit Normalization

This specific transformation for the logical AND operator is exceptionally helpful for pointer
safety analysis. A highly common C idiom is to check a pointer for NULL and dereference it

within the same i f condition, as seen in Listing 11.

void f1l (int * ptr) {
if (ptr != NULL && *ptr > 0) {

// Safe dereference idiom

Listing 11: Common C idiom utilizing short-circuiting to safely dereference a pointer.

If the analyzer attempted to evaluate the entire compound expression of the if statement at
once, it would see a dereference (xptr) on a potentially MAYBE_NULL pointer and falsely flag
it as a memory error. However, because the normalizer unwinds this into nested i f statements

(Listing 12), the evaluation becomes trivially safe.

void f1l (int * ptr) {
if (ptr != NULL) {
if (*ptr > 0) {

// Evaluated under a guaranteed NOT_NULL environment

Listing 12: Normalized short-circuit logic enabling safe sequential evaluation.

The analyzer evaluates the AST sequentially. First, it encounters the outer guard if (ptr
!= NULL). As it steps into the t rue branch of this outer guard, it path-sensitively updates the
environment, refining ptr from MAYBE_NULL to NOT_NULL. By the time the analyzer reaches
the inner condition 1f (xptr > 0), it already possesses the guarantee that pt r is memory safe.
Thus, the analysis engine accurately verifies the code without needing any complex, hardcoded

rules for short-circuit logic.
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4.4 Memory and Pointer Abstractions

To accurately track nullability, a static analyzer cannot simply map variable names to states; it
must logically abstract the underlying memory hierarchy of the C language. C allows for complex
memory topologies, including multi-level indirection (double pointers), aggregate types (structs),
and shared global state. The proposed methodology employs a field-sensitive and indirection-

aware memory model to handle these constructs safely.

4.4.1 Indirection and Multi-Level Pointers

In C, a pointer is not merely a variable; it is an edge pointing to a target in memory. When dealing
with multi-level indirection, such as a double pointer (int =*ptr), tracking a single nullability
state is insufficient. The outer pointer could be NULL, the inner pointer could be NULL, or the final
dereferenced value could be accessed safely.

To resolve this, the methodology abstracts pointers into a hierarchical graph. A double pointer
is tracked as distinct logical entities. For a variable ptr of type int«*, the dataflow algorithm

independently tracks the state of:
* ptr: The outermost pointer.
e «ptr: The first level of indirection.
* xxptr: The final allocated memory or value.

By abstracting memory in this layered manner, the algorithm can accurately evaluate safe par-
tial dereferences (e.g., verifying that pt r is not null before checking if *ptr is not null) without

conflating the states of the different memory levels.

4.4.2 Object and Field-Sensitive Analysis

Aggregate data structures, such as struct objects, contain multiple internal fields, each poten-
tially holding its own pointer. A naive analysis might abstract an entire object as a single state,
which would lead to massive imprecision.

Instead, the proposed methodology uses a field-sensitive abstraction, as depicted in Figure
4.2. When an object is encountered, the algorithm tracks the object itself to determine if the base
pointer is safe to access. Once the base pointer is proven safe, the environment independently
tracks the nullability state of each field (e.g., obj—>fieldl and obj—->field2). This allows
the engine to enforce memory contracts on specific object properties without requiring the entire

object to adhere to a single, monolithic nullability state.

4.4.3 Global Variables and Side-Effect Invalidation

Global variables present a unique challenge in static analysis because they exist outside the local

scope of any single function. They can be read or modified by any part of the program at any time.
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Multi-Level Pointer Field-Sensitive Struct
ptr obj
State: NOT_NULL State: NOT_NULL

dereference access field access field

*ptr
1 obj->fieldl obj—>field2
State: MAYBE_NULL
State: MAYBE_NULL State: NOT_NULL
dereference
**ptr

(Integer Value)

Figure 4.2: Hierarchical memory abstraction for multi-level pointers and object fields. The algo-
rithm independently tracks the nullability state of each topological level, preventing state confla-
tion.

To handle globals securely, the analysis pipeline populates all global variables referenced by a
function at the very beginning of that function’s traversal. As the algorithm traverses the function’s
CFQG, it tracks the state of these globals identically to local variables.

However, this tracking must account for hidden side effects. When the analyzed function calls
an external function, the algorithm must assume the worst-case scenario: the external function
may have maliciously modified global variables. Therefore, the methodology enforces a strict
invalidation rule. Unless a custom interprocedural contract explicitly guarantees otherwise, the
moment a function call occurs, the state of all global variables in the environment is immediately
downgraded to MAYBE_NULL.

Listing 13 illustrates why this conservative invalidation is strictly necessary for maintaining

global memory safety:
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int xglobal_ptr = NULL;

void external_function () {
free(global_ptr);
bi

void analyze () {

global_ptr = malloc(sizeof (int));

if (global_ptr != NULL) {
// Here, the analyzer knows global_ptr is strictly NOT_NULL.
*global_ptr = 10; // Safe

external_function(); // Side-effect boundary!

// The environment MUST downgrade global_ ptr to MAYBE_NULL here.

// We cannot guarantee that external_ function() didn't free it.

// *global_ptr = 20; // ERROR: False-negative risk averted.

Listing 13: Global variable invalidation due to external function calls.

In this scenario, if the algorithm did not invalidate the global environment upon encountering
external_function (), it would falsely assume global_ptr was still safe to dereference.
By forcibly downgrading the state, the methodology correctly requires the developer to re-verify
the global pointer before subsequent use.

It is crucial to note, however, that this deterministic tracking of global state inherently assumes
a single-threaded execution environment. In a concurrent or multi-threaded context, global vari-
ables are subject to asynchronous mutations. A background thread could invalidate a global pointer
at any instruction boundary, not merely during explicit interprocedural calls. Because linear CFG
traversal cannot predict arbitrary thread interleaving, this methodology relies on the premise of
single-threaded execution. Extending this framework to guarantee multi-threaded memory safety
would require complementary synchronization analysis (such as lock-set algorithms), which falls

outside the scope of this purely nullability-focused domain.

4.4.4 Separation of Concerns: Nullability vs. Liveness

By abstracting pointers strictly through the lens of nullability, this methodology inherently sepa-

rates itself from other domains of memory safety, such as liveness and lifetime analysis. Because
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different static analysis paradigms evaluate distinct properties of memory, a purely nullability-
focused algorithm may encounter pointers that are technically NOT_NULL, but point to invalid or
out-of-scope memory, commonly known as "dangling pointers."

Consider the scoping scenario demonstrated in Listing 14:

int «ptr;

if (true) {
int a = 5;
ptr = &a;

} // 'a' goes out of scope here.

// 'ptr' is now a dangling pointer.

int b = xptr;

Listing 14: A dangling pointer that evaluates as technically not-null.

In a comprehensive analysis pipeline, a dedicated liveness analyzer would flag the final assign-
ment because the memory backing variable a has been deallocated. However, when evaluating this
code strictly based on nullability semantics, the algorithm observes that pt r was assigned a valid
memory address (&a). Therefore, it correctly categorizes ptr as NOT_NULL. When the derefer-
ence occurs on the final line, the nullability algorithm permits it, as the pointer is guaranteed not
to be NULL.

This behavior is a deliberate consequence of architectural decoupling. The nullability algo-
rithm guarantees that a pointer is not NULL at the time of dereference, but defers the responsibility
of ensuring the underlying memory is still "alive" to independent lifetime tracking algorithms.
This strict separation of concerns prevents overlapping logic and ensures that individual analyses

remain highly orthogonal.

4.4.5 Ownership Transfer and Move Semantics

A similar separation of concerns applies to ownership and move semantics. In advanced static
analysis paradigms (such as affine typing), variables managing allocated memory can have their
ownership "moved" to another variable. Once moved, the original variable is logically invalidated
to prevent double-free errors.

However, from a strict nullability perspective, a logical move is implemented as a simple
physical pointer assignment. The physical memory address stored in the original pointer does
not become NULL simply because its conceptual ownership was transferred, as demonstrated in
Listing 15.
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void process_data () {
int xownerl = malloc(sizeof (int));
if (ownerl == NULL) return; // 'ownerl' is now NOT_ NULL

// Logical move: Ownership of the allocated memory 1is transferred.

int xowner2 = ownerl;

// ERROR (Move Analysis): 'ownerl' has been moved and is invalid.
// SUCCESS (Nullability): 'ownerl' is still physically NOT_NULL.
~ownerl = 42;

Listing 15: A pointer dereference following a logical ownership move.

If a dedicated move analysis is executed on this snippet, it will accurately flag the final line
as an illegal use of a moved value. However, a purely nullability-focused analysis will permit it.
The nullability environment correctly tracks that owner1 successfully passed a NULL guard. The
subsequent assignment (owner2 = ownerl) does not mutate the physical value of ownerl to
NULL. Therefore, the algorithm accurately deduces that dereferencing owner1 will not trigger a
NULL pointer exception. The responsibility of preventing the logical "use-after-move" vulnerabil-
ity is entirely deferred to move-semantic algorithms, perfectly illustrating the isolated domain of

nullability tracking.



Chapter 5

Extending CORAL with Null Safety

This chapter details the transition from the theoretical models established in the previous Chap-
ter to the practical implementation of the nullck module. The development process involved
integrating these concepts directly into the CORAL framework, with all architectural changes

conducted within a dedicated development branch [4].

5.1 Architectural Isolation of Analysis Modules

A foundational engineering decision in the implementation of the nullability analyzer was to
strictly isolate its logic from the existing compiler checks. In earlier iterations of the CORAL
infrastructure, the analysis phase executed all semantic checkers concurrently. However, to ensure
modularity and extensibility, the null pointer detection logic was isolated entirely within its own
dedicated nullck module.

This separation provides significant architectural benefits. Primarily, it ensures that modifica-
tions to one analyzer do not inadvertently introduce regressions into another. As a standalone mod-
ule, nullck safely consumes the output from the normalization phase, such as simplified switch
statements and extracted contracts, without disrupting the execution pipeline. Consequently, the
nullability engine can maintain an independent environment to track the state of variables, objects,
and pointers as it traverses the CoralControlFlowNode structures.

Furthermore, this modular design exposes precise control to the end-user. Developers are not
forced to execute the entire suite of compiler checks during every build. The decoupled system
allows users to explicitly toggle specific analyzers. For instance, a developer strictly auditing
function contracts and pointer safety can choose to run only the nullck module, isolating the
specific diagnostic warnings they care about.

Most importantly, decoupling the logic resolves a critical flaw in analysis testing: fail early
interference. When multiple analyzers run concurrently, a fatal error discovered by one checker
(e.g., an ownership violation) will typically stop the compilation process. This early fail behavior
prevents subsequent checkers from evaluating the remainder of the code, making it more difficult

to evaluate the nullability engine.

33
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To better illustrate this interference, consider the following C code illustrated in Listing 16,

which contains both an intentional borrowing violation and a null pointer dereference:

void test_isolated_checks () {
int *owner = NULL;

int *borrowed = owner; // Borrowing the owner pointer

// Intentional borrow rule violation:
// Modifying the 'owner' while a 'borrowed' reference still exists.
int new_value = 10;

owner = &new_value;

// Intentional null pointer violation:
// Dereferencing the 'borrowed' pointer, which is still NULL.

int result = xborrowed;

Listing 16: Test case containing both a borrow violation and a null dereference.

If the compiler executes all checks simultaneously, the borrow checker (regionck) will an-
alyze the code first. It will detect that the owner variable is reassigned while the borrowed
reference remains active, report a borrowing error, and immediately stop the analysis pipeline.
Because the process aborts early, the nul1ck module never reaches the final line, masking the
null dereference vulnerability.

By isolating the compiler’s logic, the developer can configure the test suite to execute only the
nullck module. In this isolated mode, the compiler ignores the borrowing rule violation, suc-
cessfully tracks the NULL state from the owner variable to the borrowed variable, and correctly
catches the null pointer dereference on the final line. This proves that the nullck module func-
tions autonomously, allowing for rigorous, isolated testing without interference from the broader

compiler ecosystem.

5.2 Contract Syntax and Pragma Design

To implement the theoretical contract semantics established in the previous chapter, the nullck
module introduces a custom syntax built upon C’s preprocessor #pragma directives. This imple-
mentation choice allows developers to define rigorous boundaries without altering the underlying

C language standard or interfering with standard compilers like GCC or Clang.

5.2.1 Basic Parameter and Return Directives

The implementation maps the theoretical state transitions to a highly readable syntax using the —>

operator. The left side of the operator defines the pre-condition (entry state), and the right side
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defines the post-condition (exit state). The engine recognizes three explicit tokens: not-null,
maybe-null, and null.

To represent state invariants, the implementation introduces the unchanged keyword, which
instructs the environment to preserve the incoming state. Finally, the ensures return directive
is utilized to annotate the output state of a function, which is particularly vital for interfacing with
standard library allocations like malloc. The complete application of these syntax directives to a

standard function is illustrated in Listing 17.

#pragma coral ptr : maybe-null —-> not-null
#pragma coral ensures return not-null
#pragma coral read _only ptr : unchanged
int+ initialize_data(int xptr, int xread_only_ptr) {
if (ptr == NULL) {
ptr = malloc (sizeof (int));
}

return ptr;

Listing 17: Implementation of basic parameter and return contracts using CORAL pragmas.

5.2.2 Nested Syntax for Complex Data Structures

To satisfy the requirement of hierarchical memory modeling, the pragma parser was engineered to
support a nested bracket syntax ({ }).

For an object (struct), the outer annotation defines the nullability of the base pointer, while
the inner bracket block defines the state transitions for specific fields. Similarly, for multi-level
pointers, the recursive syntax allows the developer to explicitly target the outermost pointer, the
intermediate references, and the final dereferenced target individually. Listing 18 demonstrates

how this nested syntax is applied in practice to both a custom struct and a double pointer.
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typedef struct ({
int xfieldil;
int xfield2;
} MyObject;

// Annotating an object and its inner fields:
#pragma coral myObject {fieldl: maybe-null —-> not-null,
field2: null -> not-null} : maybe-null -> not-null

// Annotating a double pointer (int ##*ptr):
#pragma coral ptr {*ptr{ ##ptr: not-null -> not-null}
not-null -> not-null} : not-null -> not-null
void process_complex_types (MyObject xmyObject, int x*ptr) {
// Implementation logic...

Listing 18: Implementing recursive contracts for nested pointers and objects.

5.2.3 Regex Pattern Matching for Variadic Boundaries

To handle variadic functions and reduce redundant annotations, the implementation integrates
regular expression matching directly into the pragma syntax. By replacing a strict parameter name
with % (regex), the nullck module dynamically applies the specified contract to any parameter
or runtime argument that matches the string pattern. Listing 19 demonstrates how this feature can

be used to seamlessly apply bulk rules to multiple parameters simultaneously.

// Any parameter containing "ptr" in its name must be not-null.

)

#pragma coral % (.*ptr.x*) : not-null —-> not-null

// Any parameter containing "obj" is unchanged.

)

#pragma coral % (.#obj.*) : unchanged

void batch_process (int xfirst_ptr, int *second_ptr, MyObject =xdata_obj) {

// Automatically enforced without explicit individual pragmas

Listing 19: Using regex pattern matching to apply bulk rules to function boundaries.

5.3 Extending the Parser: Custom Pragma Extraction

The entire interprocedural analysis relies on developers writing #pragma contracts. However,
getting these rules out of the C source code and into the TypeScript engine presented a major

architectural roadblock. By default, the underlying C/C++ frontend (Clava) does not understand
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custom pragmas. When it sees a #pragma coral directive, it simply attaches it to the Abstract

Syntax Tree (AST) as one long, "dumb" text string.

5.3.1 The Necessity of a Custom Parser

While it is theoretically possible to read and split raw #pragma strings dynamically during the
analysis phase, relying on a basic, out-of-the-box lexer would destroy the advanced formatting
required by the nullability contracts.

The contracts utilize highly complex syntactic structures, most notably regular expressions en-
closedin % (.. .) and field-sensitive object tracking like {data: not-null}. A naive parser
typically tokenizes strings by aggressively splitting them at white spaces or common programming
delimiters, such as parentheses and colons.

If this standard splitting logic were applied to a contract like #pragma coral null % (" X
ptr) : not-null , the parser would break the string at the parentheses and the colon. This
would shatter the regular expression into broken, useless fragments before the analyzer ever had a
chance to read it.

Therefore, building a dedicated, custom parser was strictly necessary. By carefully extracting
the regex patterns and intelligently unwrapping the struct brackets, rather than blindly splitting the
string, the custom parser ensures that the integrity of these advanced features is perfectly preserved

for the analysis engine.

5.3.2 Implementation: The Factory Pattern

To solve these problems, we completely separated the text extraction from the analysis phase. We
built an early preprocessing step (Ext ractContracts) that catches the pragmas and hands them
over to a dedicated ContractFactory.

Think of the ContractFactory as a strict bouncer. It checks if the string belongs to us,
safely unwraps the complex regex syntax, and translates the raw text into a clean TypeScript

object. This logic is represented in Listing 20.
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export class ContractFactory ({
static fromPragma (rawContent: string): Contract | undefined ({
// 1. Namespace Enforcement: If it's not a null pragma, ignore it entirely!
if (!rawContent.trim().startsWith("coral null")) {

return undefined;

// Clean up the string so we only parse the actual rules

let content = rawContent.replace(/"coral\s+nulll\s+/, '').trim();

// 2. Syntax Protection: Safely extract variable names and regex patterns

const paramMatch = content.match (/" ([a-zA-Z20-9_T+ 3\ ([")]1+\)) (?:\s*:\sx(.+))725/

if (paramMatch) {
let target = paramMatch[1];

let isRegex = false;

// If it is a regex like % (.#*ptr.x), strip the % () shell
const regexExtract = target.match (/"3\((.*)\)S/);
if (regexExtract) {

target = regexExtract[1l];

isRegex = true;

// 3. Output: Return a strictly typed, easy-to-read object
const contract: Contract = {

target: target,

isRegex: isRegex
bi

Object.assign (contract, this.parseTransition (paramMatch[2]));
return contract;

}

return undefined;

Listing 20: The factory logic safely unwrapping syntax and enforcing namespaces.

By returning an object with a simple i sRegex boolean flag, the factory completely hides the

messy string parsing from the rest of the compiler.
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5.3.3 Data Structures: The Contract Interface

To make this translation work, the parser maps the text into a strict TypeScript Cont ract interface

represented in listing 21.

export interface FieldContract {
entryState?: Nullability;
exitState?: Nullability;

unchanged?: boolean;

export interface Contract ({
target: string;
isGlobal?: boolean;
unchanged?: boolean;
entryState?: Nullability;
exitState?: Nullability;

// Tracks nested pointers inside structs (e.g., obj.data)

fields?: Record<string, FieldContract>;

// Flags that prevent the analyzer from doing string comparisons
isRegex?: boolean;

compiledRegex?: RegExp;

Listing 21: The Contract interfaces used to replace raw strings

This interface was designed to handle every possible contract variation, from simple global
variables to deep, field-sensitive object tracking. This structure directly mirrors the theoretical
memory abstractions discussed in Section 4.4. More importantly, the 1 sRegex and compiledRegex

fields simplify the handling of variadic functions like printf.

5.3.4 AST Annotation: Doing the Heavy Lifting Early

While ContractFactory successfully parses string directives into structured JSON objects,
leaving the data purely as raw AST metadata creates an inconvenient architectural design. If the
core analysis engine had to repeatedly search through raw metadata and resolve which contract
belonged to which parameter during the CFG traversal, the analysis logic would become highly
cluttered and tightly coupled to the pragma syntax.

To streamline this process, the NullabilityAnnotator was introduced. Operating as a

preparatory pass before the main analysis begins, it iterates through the AST and permanently
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binds the parsed contracts directly to the semantic symbols of the function’s parameters. This

logic is illustrated in Listing 22

class NullabilityAnnotatorApplier extends CoralFunctionWiseTransformationApplier {

apply () : void {
const fnSymbol = this.fn.getSymbol (this.fn. jp);
const contracts: Contract[] = this.getParsedContracts();
fnSymbol.compiledParamContracts = [];

// 1. Permanently attach rules to the exact parameters
for (const param of fnSymbol.params) {
const paramContract = contracts.find(c => {
if (c.isRegex) return new RegExp (c.target) .test (param. jp.name);
return c.target === param.jp.name;

1)

if (paramContract) {
// The analyzer can now find these states instantly in O(1) time
param.initialNullability = paramContract.entryState;
param.finalNullability = paramContract.exitState;

param.fieldsNullability = paramContract.fields;

// 2. Pre-compile the regex fallbacks for functions like printf
for (const contract of contracts) {
if (!contract.isGlobal && contract.isRegex) {
fnSymbol.compiledParamContracts.push ({
...contract,

compiledRegex: new RegExp (contract.target)

1)

Listing 22: Nullability Annotator class

By performing this annotation upfront, the framework effectively decouples the extraction of
contracts from their enforcement. The main nullability analyzer, as well as any potential future
static analysis modules, can now access a parameter’s expected state seamlessly as native prop-

erties of the parameter symbol. Additionally, for variadic functions, the annotator conveniently
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pre-compiles and stores the necessary regular expressions. This ensures that the main traversal
algorithm can evaluate complex function boundaries cleanly and intuitively, without needing to

manage raw strings or parsing logic on the fly.

5.4 Implementing Control Flow Logic: The Main Algorithm

With the contracts successfully extracted and attached to the AST, the next architectural challenge
was implementing the traversal engine. The nullck module utilizes a custom NullabilityAnalyser
class. Rather than performing a standard top-down AST walk, which fails to capture complex exe-
cution paths like loops and got o jumps, the analyzer operates directly over a Control Flow Graph
(CFG) generated by the Coral framework.

Developing this flow-sensitive engine required solving two major engineering difficulties:
managing cyclic paths to prevent infinite analysis loops, and dynamically splitting memory states

to eliminate false positives in branching logic.

5.4.1 CFG Initialization and Structural Node Bypasses

A critical implementation detail in the traversal algorithm involves how the starting environment is
injected into the Control Flow Graph. In theoretical CFGs, the root node seamlessly represents the
first executable instruction. However, in the applied CFG generated by the Coral framework, the
graph includes structural nodes (such as FunctionNode and ScopeNode) that represent lexical
boundaries rather than executable code.

Initializing the analysis at the absolute root of this generated graph introduces a severe pathing
flaw. Because a ScopeNode conceptually wraps an entire block of code, Clava often generates
an outgoing edge from the ScopeNode that points directly to the end of the block (the exit node),
representing the scope’s closure. If the initial environment is injected into this structural node,
the traversal algorithm will follow this bypass edge, skipping the internal instructions entirely and
prematurely merging the initial state with the final exit state.

To guarantee that the analysis accurately follows the physical execution path, the NullabilityAnalyser
dynamically filters the graph to locate the true first executable instruction, as shown in the listing
23.



Extending CORAL with Null Safety 42

// 1. Filter out structural boundaries to find the first real instruction
const entryNode = this.nodes.find(n =>
n.Jjp.joinPointType !== "body" &&

n.jp.joinPointType !== "function"

if (!entryNode) return;

// 2. Inject the initial environment ONLY into the executable entry point

this.store.set (entryNode.id, { inEnv: this.initialEnv, outEnv: this.initialEnv });

// 3. Start the path-sensitive traversal

this.computeFlow (entryNode) ;

Listing 23: Bypassing structural nodes to find the true CFG entry point.

By explicitly discarding the structural wrapper nodes during initialization, the algorithm en-
sures that the starting environment flows linearly into the first assignment or function call, pre-

venting false-positive state degradation at the function’s exit.

5.4.2 The Worklist Algorithm and Fixed-Point Iteration

The core traversal is implemented as a Worklist Algorithm. The analyzer maintains a queue of
CFG nodes to process and a central st ore that maps each node’s ID to its incoming (inEnv) and
outgoing (outEnv) memory states.

The primary difficulty in CFG traversal is handling cyclic graphs caused by while loops. If
the analyzer blindly followed the graph edges, a loop would cause the engine to traverse the same
nodes infinitely. To solve this, the implementation utilizes a fixed-point iteration strategy.

When processing a CFG node, the algorithm calculates the newly generated outgoing envi-
ronment. Before propagating this state to subsequent nodes, it performs a comparison against the
node’s previously recorded state. As demonstrated in Listing 24, if the new environment is identi-
cal to the existing one, a fixed point has been reached, and the algorithm safely halts further cyclic

traversal.
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// Step 1: Calculate the new environment for this node

let outEnv = this.computeNode (node, new NullabilityEnvironment (inEnv)) ;

// Step 2: Fetch the environment from the last time we visited this node
const existingState = this.store.get (node.id);

const hasBeenProcessed = this.processedNodes.has (node.id);

// Step 3: Fixed-Point Check
// If the environment hasn't changed since the last visit, stop traversing!
if (hasBeenProcessed && existingState &&

this.environmentsEqual (existingState.outEnv, outEnv)) {

return; // Break the cycle

// Otherwise, save the new state and continue down the outgoing edges
this.processedNodes.add (node. id) ;

this.store.set (node.id, { inEnv: inEnv, outEnv: outEnv });

for (const out of outgoers) {

this.computeFlow (out) ;

Listing 24: Fixed-point iteration check to prevent infinite cyclic traversal.

By implementing the #environment sEqual helper function, the analyzer intelligently stops
cyclic traversal the exact moment the variable states stabilize. This guarantees that the analysis
will eventually terminate, even for deeply nested loops, while ensuring all possible state mutations

have been accounted for.

5.4.3 Path-Sensitive Condition Splitting

A major implementation challenge was handling conditional branches (if statements). To pre-
vent false-positive errors, the analysis engine must understand that the state of a variable differs
depending on which execution path is taken.

Implementing this required dynamic environment cloning. When the # computeNode method
evaluates a ConditionNode, it acts as a fork in the control flow. Instead of passing a single
environment forward, it creates two distinct clones of the current memory state: one for the t rue
branch and one for the false branch. Listing 25 demonstrates how the implementation evaluates
the condition, forks the environment, and propagates the path-sensitively refined states down their

respective execution edges.
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Node.Case (ConditionNode, n => {
// Determine the variable being checked and the condition (e.g., ptr ==
const targetVar = resolveTargetVariable (n.jp.cond);

const isEqToNull = checkEquality (n.jp.cond);

// Create the 'TRUE' branch environment

let thenEnv = new NullabilityEnvironment (env.store, env.aliasMap);

const thenNullability = isEgToNull ? Nullability.NULL : Nullability.NOT_]

thenEnv.setNullability (targetVar, thenNullability);

// Create the 'FALSE' branch environment

let elseEnv = new NullabilityEnvironment (env.store, env.aliasMap);
const elseNullability = isEqgToNull ? Nullability.NOT_NULL : Nullability
elseEnv.setNullability (targetVar, elseNullability);

// Push the cloned environments down their respective CFG edges

const outgoers = node.outgoers;

NULL)

NULL;

.NULL;

this.store.set (outgoers[0].id, { inEnv: thenEnv, outEnv: thenEnv }); // True edge

this.store.set (outgoers[1l].id, { inEnv: elseEnv, outEnv: elseEnv }); //

Listing 25: Environment cloning and state splitting at a Condition Node.

This logic represents the heart of the path-sensitive analysis. By isolating the NOT_NULL as-
sumption strictly to the environment traversing the safe branch, the algorithm inherently avoids
flagging safe pointer dereferences without requiring hardcoded exceptions or complex backtrack-

ing logic.

5.4.4 Deferred Validation of Post-Conditions

A final design decision involved when to validate the analysis results. While illegal pointer deref-
erences are caught immediately as the individual nodes are processed, checking the function’s final
post-conditions (e.g., guaranteeing a function returns a NOT_NULL pointer) presents a structural
challenge because a function can have multiple divergent return statements.

To ensure absolute safety, the validation phase is deferred until the entire CFG has reached its
fixed point. Listing 26 demonstrates how the algorithm aggregates all terminal nodes and merges

their respective environments before executing the final contractual checks.

False edge
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validateResults () {

20

21

22

23

24

// 1. Find every possible exit point in the graph
const exitNodes = this.nodes.filter (n => n.outgoers.length === 0);

let finalEnv = new NullabilityEnvironment () ;

// 2. Merge all exit states into one absolute final state
for (const exit of exitNodes) {
const state = this.store.get (exit.id);
if (state) {
finalEnv = NullabilityEnvironment.merge (finalEnv, state.outEnv);

// 3. Verify the final merged state against the function's contracts
for (const contract of contracts) {
const actualState = finalEnv.getState (contract.target);

if (contract.exitState && actualState !== contract.exitState) {
throw new ContractViolationError (

this.fn.jp, contract.target, contract.exitState, actualState

)i

Listing 26: Merging all terminal CFG nodes to validate interprocedural post-conditions.

The algorithm filters the graph for all exit nodes and aggressively merges them using the
NullabilityEnvironment .merge function. If a variable evaluates to NOT_NULL at one
exit node but NULL at another, the merge conservatively forces the final state to MAYBE_NULL.
Only after all execution paths have converged does the engine verify the developer’s contracts
against this finalEnv. This guarantees that a function cannot inadvertently bypass its contractual

obligations by taking an unexpected early return path.

5.5 State Management and Memory Abstraction

As the analyzer traverses the Control Flow Graph, it must maintain a precise record of the nullabil-
ity status of every variable at any given moment. This record is managed by the NullabilityEnvironment
class.
The primary engineering difficulty in managing this state is that C memory is not flat. Variables
can be nested inside structs, global variables can be invalidated by function calls, and pointers can
alias one another. To model this accurately, the environment constructs a dynamic, graph-like

abstraction of the program’s memory using polymorphic MemoryNode interfaces.
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5.5.1 Flattening Multi-Level Indirection

To handle the complexity of C data types, the environment dynamically flattens multi-level point-
ers into discrete, trackable memory nodes. In C, a multi-level pointer such as int «*p cannot be
tracked as a single state, because a partial dereference (xp) might be NULL even if the root pointer
(p) is safely allocated.

When the environment processes the declaration of int *xp, it mathematically unpacks the

indirection levels and allocates three distinct nodes within its internal store:

1. A PointerNode mapped to the string key "p", which strictly points to the target " +p".

2. A secondary PointerNode mapped to the key "xp", which points to the final target

"**p"'

3. A base VarNode (or ObjectNode) mapped to the key " »+p", representing the final allo-

cated memory chunk.

This flattened topological graph ensures that when the analyzer evaluates a deep dereference,
it must sequentially verify the safety of each node in the chain, preventing critical false-negative

memory violations.

5.5.2 The Duality of Pointers: Aliasing vs. Explicit State

The most significant challenge in memory abstraction is updating pointer states when aliasing
occurs. In the PointerNode interface, a pointer retains both a pointsTo set (its alias targets)
and an optional explicit state. Maintaining both fields is strictly necessary to solve the conflict
between variable aliasing and path convergence.

Consider the simple aliasing scenario listed in 27, where one pointer is assigned to another

and targets exactly one variable:

void test (int xa, int xb) {

a =>b; // 'a' now aliases 'b'
if (b != NULL) {
int ¢ = xa; // SAFE: The analyzer knows 'a' points to a safe 'b'

Listing 27: Pointer aliasing where the target state dictates safety

In this scenario, when a = b is evaluated, the environment updates a’s pointsTo set to
contain b. Later, whenthe if (b != NULL) guard is processed, the environment does not need

to update the pointer itself; instead, it updates the exists property of the underlying b node to
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true. When the analyzer reaches the dereference *a, it checks a’s node, follows the pointsTo
reference to b, and successfully verifies that the underlying memory is safe.

However, relying solely on pointsTo fails when control flow paths converge, leading to
uncertainty about which variable is actually being targeted. Consider the conditional assignment
listed in 28.

void test (int *a, int xb, int cond) {
int =xcj;

if (cond) {

c = a;
} else {
c = b;

}

// At this point, the environment merges paths.

// 'c' now points to the set {a, b}.

if (¢ != NULL) {
int d = *xc; // SAFE: 'c' itself was checked
int e = xa; // ERROR: 'a' might still be NULL

Listing 28: Path convergence creating target uncertainty.

When the paths merge after the i f—e1se block, the environment merges the pointsTo sets.
Consequently, ¢ points to both a and b.

If the environment only used the pointsTo set, checking if (c != NULL) would force
the analyzer to guess whether to apply the safe state to a or b. If it incorrectly applied it to a, the
subsequent »a dereference would falsely pass, leading to a critical false-negative vulnerability.

To resolve this ambiguity, the PointerNode utilizes its explicit state field. When ¢ !=
NULL is evaluated, the analyzer recognizes that c points to multiple targets. Rather than blindly
propagating the safe state to the underlying variables, it applies the not-null state directly to
the state field of pointer c itself. Therefore, xc is correctly evaluated as safe, while xa remains

strictly maybe-null.

5.5.3 Conservative Environment Merging

Because the traversal relies on a Worklist algorithm, the NullabilityEnvironment frequently
encounters converging CFG edges. When merging two environments, the engine iterates through
the MemoryNode keys of both states.

If a variable exists in both environments, the merge logic must aggressively downgrade dis-

crepancies to ensure safety, as represented in the listing 29.
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if (vall.kind === "pointer" && val2.kind === "pointer") {
const statel = envl.getState(key);
const state2 = env2.getState(key);

// If paths disagree on safety, downgrade to MAYBE_NULL
const mergeState = statel === state2 ? statel : Nullability.MAYBE NULL;

// Union the pointsTo targets

const mergedPoints = new Set([...vall.pointsTo, ...val2.pointsTo]);

mergedStore.set (key, {
kind: "pointer",
pointsTo: mergedPoints,
// Only retain explicit state 1if there is target ambiguity

state: mergedPoints.size > 1 ? mergeState : undefined

1)

Listing 29: Conservative state downgrading during environment merge

By unifying the pointer targets and defaulting to maybe-null when paths diverge mathe-
matically, the environment guarantees that no false assumptions survive path convergence. This

conservative merging strategy forces the CFG traversal to stabilize securely.

5.6 Interprocedural Integration and Violation Detection

The final architectural component of the nullck module is the enforcement mechanism. This
system is responsible for bridging the gap between local CFG traversal and interprocedural func-

tion calls, ultimately detecting and classifying memory safety violations.

5.6.1 Context Switching and the Variadic Problem

When the CFG traversal encounters a function call (Call node), it must evaluate the arguments
against the callee’s contracts without traversing into the callee’s body. Implementing this boundary
logic required solving a significant challenge regarding AST context and variadic functions.
Initially, it seemed optimal to rely solely on the pre-processed FunctionSymbol parameters
generated during the annotation phase (Section 5.3). However, this approach completely broke
down for variadic C functions, such as printf (const char *format, ...). Inthe AST,
the callee.params array for printf contains only a single parameter (format). If a de-
veloper passes five arguments to the function, the remaining four arguments have no matching

parameter in the AST to map against.
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To solve this, the applyFunctionContracts method forces a strict context switch. Rather
than relying on the caller’s local scope, it reaches directly into the callee’s AST node to fetch the
raw JSON contracts. Listing 30 illustrates how the implementation loops over call-site arguments

to resolve both standard parameters and variadic expressions dynamically.

const args = callJp.args;

const params = callee.params;

// Iterate over the ARGS provided at the call site, not the AST parameters
for (let i = 0; i < args.length; i++) {
const argCode = args[i].code.replace(/[()]1/g, "").trim();

undefined = undefined;

let paramContract: Contract

if (i < params.length) {
// Standard Parameter: Match by exact AST name or Regex

const paramName = params[i].name.trim();
paramContract = contracts.find(c =>
c.isRegex ? new RegExp(c.target) .test (paramName) : c.target ===
)i
} else {

// Variadic Argument (e.g., printf): Match argument code against Regex

paramContract = contracts.find(c =>
c.1isRegex ? new RegExp (c.target) .test (argCode) : false
)i
}
// ... apply preconditions and postconditions

Listing 30: Handling variadic arguments by dynamically evaluating regex contracts.

By fetching the raw contracts and looping over args. length instead of params.length,
the algorithm can dynamically test regular expression rules (e.g., % (. *)) against the unknown
variadic argument string. This architecture ensures that the nullability engine gracefully handles

arbitrary C function signatures without crashing or skipping safety checks.

5.6.2 Side-Effect Invalidation

Before evaluating parameters, the interprocedural boundary must also enforce the side-effect rules
established in the previous chapter. The algorithm scans the global variables present in the caller’s
environment. If a global variable is not explicitly protected by an unchanged or state-defining
contract on the callee, the algorithm aggressively downgrades its state to MAYBE_NULL. Listing
31 demonstrates how this defensive invalidation is programmatically executed across the global

environment.

paramName
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for (const globalVar of globalVars) {

const globalContract = contracts.find(c => c.target === globalVar && c.isGlobal);

if (globalContract?.unchanged) {
continue; // The variable is mathematically guaranteed safe
} else if (globalContract?.exitState) {
env.setNullability(globalVar, globalContract.exitState);
} else {
// No guarantee exists. Safely invalidate the state.
if (env.store.has(globalVar)) {
env.setNullability(globalVar, Nullability.MAYBE_NULL) ;

Listing 31: Invalidating global state to prevent false negatives across function boundaries.

5.6.3 Classifying Memory Violations

By maintaining precise memory states (Section 5.5) and enforcing strict interprocedural bound-
aries, the nul1lck module is capable of classifying memory safety issues into three distinct error

categories:

1. Null Dereferences (NullDereferenceError): Caught dynamically during the main
CFG traversal. If the analyzer processes an ExpressionNode containing a pointer deref-
erence, it queries the NullabilityEnvironment. If the state evaluates to NULL or

MAYBE_NULL, an error is immediately thrown, halting the compilation.

2. Pre-Condition Violations (PreconditionViolationError): Caught exactly at the
call-site boundary within applyFunctionContracts. If an argument’s resolved state
does not strictly match the callee’s required ent ryState, the analyzer rejects the function

call, forcing the developer to implement a proper NULL check before passing the pointer.

3. Post-Condition Violations (ContractViolationError): Caught at the culmination
of the analysis. Because functions can have multiple divergent return statements, the
analyzer waits until the CFG Worklist algorithm reaches its final fixed point. It merges all
possible exit nodes into a single finalEnv, and verifies that the final mathematical state

satisfies the function’s own exitState promises.

By strictly categorizing these violations, the Coral framework provides developers with highly
granular, context-aware feedback, distinguishing between internal logic flaws (dereferences) and

API-level boundary failures (contract violations).



Chapter 6

Evaluation and Results

This chapter evaluates the efficacy, correctness, and performance of the nullck analyzer. To rig-
orously assess the framework, the evaluation was conducted in three progressive phases: isolated
unit testing across core static analysis features, a comparative case study on a legacy C repository,
and validation against established null-pointer dereference benchmarks. Together, these evalu-
ations demonstrate the tool’s ability to accurately model C memory semantics and successfully
isolate memory safety violations through the use of developer contracts. All benchmark source
code, including the flattened PolyBench implementations and the custom test suites, is publicly

available to ensure the reproducibility of these results [5].

6.1 Unit Testing and Core Feature Verification

To verify the foundational correctness of the dataflow logic, path-sensitivity, and pointer tracking
mechanisms, a comprehensive suite of unit tests was executed. These tests simulate specific edge
cases and control flow patterns that traditionally challenge static analyzers.

The tests are categorized into four distinct behavioral paradigms: basic nullability checks,
path-sensitive conditional guards, complex flow sensitivity, and macro annotations. The following

subsections detail the specific semantic patterns evaluated and their verified analysis outcomes.

6.1.1 Basic Nullability Checks

These initial tests validate the fundamental rules of pointer assignment, direct null initializations,
and basic dereferencing boundaries before any complex structural control flow is introduced. Be-
cause C permits highly expressive and often implicit memory manipulation, this baseline suite
spans twenty distinct semantic scenarios to ensure the dataflow engine is robust against real-world
coding patterns.

Specifically, the tests evaluate the engine’s pessimistic assumption strategy, verifying that
uninitialized pointers are strictly flagged as MAYBE_NULL until proven safe. Beyond basic assign-

ments, the suite assesses the analyzer’s capacity to interpret deeply ingrained C idioms seamlessly.

51
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This includes translating implicit boolean evaluations (e.g., if (ptr) versus if (!ptr)),in-
line ternary operators, and short-circuit logical evaluations (&&, | |) into strict mathematical nul-
lability bounds.

Furthermore, this test group probes the structural limits of the framework’s memory model.
It verifies that the analyzer correctly flattens multi-level indirection (e.g., double pointers), safely
tracks nested struct member accesses (—>), and properly downgrades safe pointer states when
interprocedural side effects occur via external function calls.

The specific scenarios and their verified outcomes are summarized in Table A.1.

6.1.2 Conditional If-Guards

This suite evaluates the analyzer’s path-sensitivity when executing conditional branching. In static
analysis, accurately modeling conditional guards requires the NullabilityEnvironment to
dynamically split, clone, and refine variable states along divergent execution paths. However, be-
cause C offers highly flexible branching mechanisms, this test suite pushes the Worklist algorithm
well beyond standard i f—e1se blocks to ensure robust state management across complex control
flow structures.

First, the tests evaluate the engine’s ability to interpret compound and embedded conditions.
This includes resolving short-circuit logical operators (&&, | |) where partial evaluation dictates
memory safety, handling variable assignments embedded directly within guard conditions, and
dynamically splitting environments for inline ternary operators (? :). The suite also verifies that
boolean flags used as proxies for nullability checks (e.g., bool is_safe = ptr != NULL)
correctly trace back to their underlying pointer states.

Second, the suite aggressively tests control flow disruptions and scoping rules. It verifies
that early termination paths,such as return, break, or goto statements triggered by negative
guards, successfully apply permanent post-conditions to the remainder of the linear execution path.
Furthermore, the tests ensure the environment respects lexical boundaries, correctly merging states
when blocks close and safely isolating variables during complex shadowing or aliasing scenarios.

The complete list of these path-sensitive scenarios, demonstrating how the framework handles

both explicit guards and complex structural branching, is detailed in Table A.2.

6.1.3 Annotation and Boundary Enforcement

The final tier of unit tests evaluates the custom parser and the interprocedural boundary logic.
These tests ensure that developer contracts are correctly interpreted and strictly enforced across

function calls, with the core scenarios outlined in Table A.3.

6.1.3.1 Precondition and Postcondition Enforcement

A primary focus of this test suite is verifying that the analyzer correctly validates memory states

exactly at function boundaries. Tests simulating invalid arguments, such as passing unverified
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pointers or explicit NULL literals into parameters explicitly annotated as not-null, success-
fully trigger a PreconditionViolationError and halt compilation. Conversely, the suite
ensures deep internal verification by evaluating function return paths. If a function’s internal
logic fails to satisfy its own promised postconditions (e.g., assigning NULL to an out-parameter
guaranteed to be valid upon exit), the analyzer correctly identifies the mismatch and throws a

ContractViolationError.

6.1.3.2 Side-Effect Invalidation and Aliasing

To guarantee analytical soundness, several tests evaluate the framework’s defensive mechanisms
against unknown or unannotated external code. The unit tests confirm that when a pointer, or a lo-
cally declared alias of that pointer, escapes into a function lacking explicit nullability contracts, the
analyzer safely invalidates the tracked state, downgrading it to MAYBE_NULL. This flow-sensitive
invalidation successfully prevents false negatives, ensuring that any subsequent dereferences are

flagged as potential vulnerabilities.

6.1.3.3 Standard Library Integration

The evaluation suite also thoroughly validates the built-in contract registry. Tests involving dy-
namic memory allocation confirm that the analyzer inherently treats mal1loc returns as MAYBE_NULL,
strictly blocking direct usage until a conditional guard is applied. Furthermore, tests utilizing
free () demonstrate the framework’s pragmatic Use-After-Free detection; by statically coercing

the freed pointer’s state to NULL, the analyzer successfully catches any subsequent access attempts.

6.1.3.4 Advanced Semantics and Scoping

Finally, the suite verifies the parser’s ability to handle complex C semantics and spatial constraints.
The analyzer successfully enforces object-sensitive contracts on nested struct fields, tracks double-
pointer out-parameters (x*ptr), and strictly isolates global variable states based on custom an-
notations. By proving that loop invariants are mathematically preserved across back-edges, these
tests confirm that the interprocedural boundary logic scales beyond simple local variables to han-

dle robust, real-world C codebases.

6.2 Case Study: Analyzing an Amateur C Program

While the unit tests in Section 6.1 validate the theoretical correctness of the nullck engine,
assessing the tool’s practical utility requires analyzing real-world, unstructured code. To achieve
this, the framework was evaluated against a legacy amateur C program designed to extract random
string fragments from a file.

This evaluation demonstrates the incremental workflow of static nullability analysis. It il-

lustrates how establishing boundaries at the lowest level (external libraries) creates a contractual
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"ripple effect” that forces the developer to annotate internal functions, ultimately uncovering root-

cause memory vulnerabilities.

6.2.1 Phase 1: Defining External Boundaries

Because the program relies heavily on the C standard library for file manipulation and memory
allocation, the analysis began by establishing contracts for the utilized external functions. As dis-
cussed in the methodology, nullck defaults to strict side-effect invalidation for unknown bound-
aries. To prevent the analyzer from throwing false positives, #pragma annotations were manually
declared for functions such as strtol and read, ensuring the engine understood their expected

pre- and postconditions.

// Standard Library Annotations
#pragma coral null ___endptr{+__endptr: maybe-null -> not-null} : maybe-null -> not-null
#pragma coral null __ _nptr : maybe-null -> not-null

long strtol (const char x__restrict_ _ nptr, char xx__restrict__ _ endptr, int _ base);

#pragma coral null _ _buf : not-null -> not-null

ssize_t read(int __fd, wvoid »__buf, size_t __ nbytes);

Listing 32: Manual annotations establishing contracts for standard library functions.

6.2.2 Phase 2: Propagating Internal Contracts

With the external boundaries defined, executing the nullck analyzer immediately flagged con-
tract violations within the program’s internal helper functions. Specifically, the verifyInput
and extract_fragments functions were passing unchecked pointers directly into st rtol and
read.

To resolve these errors, the developer must formally declare the expected state of the incoming
parameters. By adding #pragma annotations to the internal functions (Listing 33), the responsi-
bility of null-checking is pushed upward in the call stack to the caller function (main), allowing

the helper functions to execute safely under the assumption that their preconditions are met.
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// Internal function boundaries established via #pragma
#pragma coral null arg : not-null —-> not-null
#pragma coral null n : not-null -> not-null

long verifyInput (char* arg, long *n) { /x ... #/ }

#pragma coral null theStr : not-null —-> not-null
#pragma coral null alreadySeen : not-null —-> not-null
void extract_fragments (int fd, charx theStr, longx alreadySeen,

long numberFrags, long maxFragSize, long tam) { /x ... */ }

Listing 33: Propagating memory safety requirements to internal function boundaries.

6.2.3 Phase 3: False Positives and Domain Semantics

Pushing the contractual requirements up to the main function surfaced a classic limitation of static
analysis: the generation of false positives due to a lack of domain-specific semantic knowledge.
The verifyInput function now explicitly demanded a NOT_NULL argument. However,
when the program passed argv[2] and argv[3] to this function, nullck flagged it as a
PreconditionViolationError. In standard C, if argc == 4, the operating system math-
ematically guarantees that elements up to argv [3] are non-null strings. Because nullck lacks
this OS-level contextual awareness, it conservatively treated the array lookups as MAYBE_NULL.
To satisfy the compiler, redundant null checks had to be manually injected into the code (List-
ing 34). While this produces minor boilerplate, it successfully validates CORAL’s core design

philosophy: in the absence of absolute certainty, the engine defaults to strict safety.

char « argv_2 = argv[2];

// Explicit check required to satisfy the static analyzer's conservative model

if (argv_2 == NULL) return -1;

if (!verifyInput (argv_2, &numberFrags)) {
fprintf (stderr, "numberfrags and maxfragsize must be integers\n");

return EXIT_FAILURE;

Listing 34: Injecting explicit null checks to resolve false positives associated with argv.

6.2.4 Phase 4: Uncovering True Vulnerabilities

The culmination of this contractual propagation was the successful identification of two genuine,

critical vulnerabilities initially present in the amateur code.
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The extract_fragments function was now annotated to require NOT_NULL pointers for
its theStr and alreadySeen buffers. In the original main function, these buffers were allo-
cated using malloc. However, the developer failed to check the return values of these alloca-
tions. nullck successfully identified that malloc returns a MAYBE_NULL state and immediately
halted compilation with a PreconditionViolationError before the unsafe pointers could
be passed to extract_fragments

To resolve these true positives, the code was refactored to explicitly guard the memory allo-
cations (Listing 35). By forcing the developer to address these unchecked returns, the nullck
framework successfully prevented what would have resulted in catastrophic segmentation faults at

runtime, proving its efficacy in securing legacy C environments.

// ORIGINAL AMATEUR CODE:

// char #theStr = (char+) malloc (maxFragSize x sizeof (char));

// extract_fragments (fd, theStr, ...); // [nullck] PreconditionViolationError!

// CORRECTED CODE:
char *theStr;

while (1) {
theStr = (charx) malloc (maxFragSize * sizeof (char));
if (theStr != NULL) break; // State refined to NOT_NULL

long ralreadySeen;
while (1) {
alreadySeen = (longx) malloc (numberFrags x sizeof (long));

if (alreadySeen != NULL) break; // State refined to NOT_NULL

// Execution 1s now statically verified as safe

extract_fragments (fd, theStr, alreadySeen, numberFrags, maxFragSize, tam);

Listing 35: Correcting true vulnerabilities identified by the analyzer at the root level.

6.3 Standard Benchmark Validation: PolyBench/C

To validate the framework against established, third-party code, nul1ck was evaluated against the
atax.c benchmark from the PolyBench/C suite. PolyBench is a standard suite used extensively in
compiler optimization and High-Level Synthesis (HLS) research. This specific benchmark, which
computes matrix transposes and vector multiplications, was selected because its heavy reliance
on contiguous memory allocations and pointer arithmetic provides an ideal baseline to test the

analyzer’s handling of High-Performance Computing (HPC) patterns.
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To ensure compatibility with the standard C AST parsed by Clava, the benchmark’s complex
preprocessor macros were flattened into standard malloc calls and explicit 1D pointer indexing.

This allowed the evaluation to focus purely on the framework’s nullability dataflow.

6.3.1 Phase 1: Default Nullability and Internal Dereferences

In the absence of explicit interprocedural contracts, the nullck framework enforces a strict,
pessimistic memory model: it assumes that any pointer parameter entering a function may be
MAYBE_NULL.

During the initial analysis of the flattened atax. c file, the helper functions (init_array,
kernel_atax,and print_array) lacked annotations. Consequently, when the analyzer evalu-
ated the internal arithmetic and array indexing (e.g.,x[i] = 1 + (i / fn); inside init_array),
it flagged the unverified memory accesses. The framework correctly halted compilation, reporting
multiple PotentialDereferenceErrors deep within the internal loops of the computational

kernels.

6.3.2 Phase 2: Establishing Boundary Contracts

To resolve these internal errors, the benchmark was secured by establishing strict interprocedural
boundaries. Explicit NOT_NULL contracts were applied to the parameters of the helper functions
(Listing 36).

#pragma coral null A : not—-null —> not-null
#pragma coral null x : not-null —-> not-null

static void init_array (int m, int n, DATA_TYPE xA, DATA_TYPE =xXx);

#pragma coral null A : not-null —-> not-null

#pragma coral null x : not-null —-> not-null

#pragma coral null y : not-null —-> not-null

#pragma coral null tmp : not-null —-> not-null

static void kernel_atax(int m, int n, DATA_TYPE *A, DATA_TYPE xx,
DATA_TYPE =y, DATA_TYPE xtmp);

#pragma coral null y : not-null —-> not-null

static void print_array (int n, DATA_TYPE xy);

Listing 36: Applying interprocedural contracts to PolyBench helper functions.

By declaring these preconditions, the responsibility for memory safety is mathematically

shifted away from the internal loops and pushed upward to the caller. The analyzer now assumes

the inputs to these functions are valid, successfully eliminating the internal PotentialDereferenceErrors.
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6.3.3 Phase 3: Upward Propagation and State Refinement

While the annotations successfully secured the helper functions, they immediately shifted the
burden of proof to the main function.

A well-known anti-pattern in HPC codebases is the omission of defensive programming prac-
tices; dynamic memory allocations are typically presumed to succeed to avoid branching overhead.

In main, the memory for the arrays was allocated using malloc without any NULL checks. Be-

cause malloc returns a MAYBE_NULL state, re-running the analyzer yielded a PreconditionViolationErro:

at the exact moment the unverified arrays were passed as arguments:

-—> init_array(m, n, A, x);

This behavior successfully demonstrates the framework’s contract propagation. To resolve the
precondition violation and satisfy the analyzer’s strict memory model, explicit state-refinement

guards had to be injected immediately following the malloc allocations (Listing 37).

/% Variable allocation using standard malloc =/

DATA_TYPE xA = (DATA_TYPEx) malloc(m * n % sizeof (DATA_TYPE));
DATA_TYPE xx = (DATA_TYPEx) malloc(n * sizeof (DATA_TYPE));
DATA_TYPE xy = (DATA_TYPE«x) malloc(n * sizeof (DATA_TYPE));
DATA_TYPE xtmp = (DATA_TYPEx) malloc(m » sizeof (DATA_TYPE));

/% CORAL FIX: Explicit state-refinement guard */
if (A == NULL || x == NULL || y == NULL || tmp == NULL) {
fprintf (stderr, "Memory allocation failed!\n");
return 1; // Safely terminates the MAYBE_NULL control flow path

/% Execution continues: pointers are mathematically proven to be NOT_NULL

init_array(m, n, A, x);

Listing 37: Injecting defensive programming to refine pointer states to NOT_NULL.

6.4 Summary of Evaluation

While the nullck framework is currently in its foundational stages and presents clear avenues for
future improvements, the evaluations conducted in this chapter firmly validate its practical utility.
The framework successfully traversed diferent codebases and accurately identified memory safety
violations without altering the underlying program logic.

The dual nature of the case studies highlighted the tool’s versatility across different levels of
developer expertise. In the amateur program evaluation, nullck proved its value as a rigid safety

net for novice programmers, catching unchecked allocations and forcing the adoption of defensive

[nullck] PreconditionViolationError: 'A' expected NOT_NULL but was MAYBE_NULL.
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programming habits. Conversely, the PolyBench evaluation showed that the framework is also
valuable for established, highly-optimized codebases. While professional code naturally contains
fewer basic vulnerabilities, nullck still serves as a strict auditing tool. By requiring explicit
function contracts, the analyzer proved it can be applied to legacy projects to verify memory
safety and ensure that defensive programming rules are followed.

Ultimately, these results demonstrate that combining a strict nullability dataflow environment
with interprocedural contracts provides a highly effective mechanism for securing C programs,

bridging the gap between theoretical memory safety and real-world application.



Chapter 7

Conclusions

7.1 Limitations and Future Work

While the nullck module developed in this thesis successfully establishes a rigorous, flow-
sensitive model for pointer nullability, it inherently operates within the boundaries of base-value
state tracking. This chapter outlines the current limitations of this approach, specifically regard-
ing temporal validity and spatial bounds, and proposes a comprehensive architectural roadmap for
future iterations of the CORAL framework.

7.1.1 Current Limitations

It is crucial to distinguish between nullability analysis (tracking whether a pointer holds a memory
address or NULL), temporal safety (tracking whether that memory address is still valid), and spatial
safety (tracking the boundaries of that memory). Currently, nullck excels at nullability but lacks

the semantic vocabulary to enforce temporal and spatial constraints.

7.1.1.1 Temporal Safety: The free () Conundrum

This limitation is most evident in how the framework currently handles dynamic memory deallo-
cation via the free () function. In standard C, calling free (ptr) returns the memory to the
operating system but does not automatically mutate the pointer’s literal value to NULL. Because
the pointer still holds a non-zero address, it becomes a dangling pointer.

Since nullck strictly tracks nullability, it cannot natively express an "invalid but not null"
state. As a pragmatic implementation compromise, free () is currently modeled using standard
interprocedural annotations for convenience. It is annotated to expect a NOT_NULL parameter,
which allows the analyzer to safely process the function call without throwing an error. However,
as a direct consequence, nullck assumes the pointer’s state remains NOT_NULL after the call.

Listing 38 illustrates how this limitation results in false-negative Use-After-Free vulnerabilities.
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void process_data () {
int *ptr = (int *)malloc (sizeof (int));
if (ptr == NULL) return;

// [nullck]: Matches contract expecting NOT_NULL.
free(ptr);

// LIMITATION: ‘ptr’ was never explicitly reassigned to NULL.
// nullck still believes “ptr’ is NOT_NULL and safe to use.
int value = *ptr; // BUG: Use-After-Free! nullck fails to catch this.

Listing 38: Example of a Use-After-Free vulnerability that bypasses current nullability checks.

7.1.1.2 Spatial Safety: Array Decay and Pointer Arithmetic

A parallel limitation exists regarding arrays. In C, arrays inherently decay into pointers when
passed to functions or assigned to pointer variables. Because nullck tracks whether the base
address of a pointer is NULL, it possesses no awareness of the allocation’s size or bounds.

If a pointer is verified as NOT_NULL, the analyzer assumes that any dereference of that pointer
is safe. Consequently, nullck cannot detect buffer overflows caused by out-of-bounds indexing

or unsafe pointer arithmetic, as demonstrated in Listing 39.

void process_buffer (int xbuffer) ({
if (buffer == NULL) return;

// [nullck]: “buffer® is NOT_NULL. Dereferencing is deemed safe.
// LIMITATION: nullck does not know the size of the buffer.

for (int 1 = 0; 1 < 100; i++) {

buffer([i] = 0; // BUG: If buffer size 1is < 100, this 1is a buffer overflow!

Listing 39: Example of a spatial vulnerability (buffer overflow) bypassing nullability checks.

To resolve these limitations, future extensions must transcend simple nullability tracking and

mathematically model both the lifecycle and the spatial boundaries of the underlying memory.

7.1.1.3 Standard Library Interoperability and Annotation Burden

Beyond temporal and spatial constraints, a significant practical limitation of the current nullck
architecture lies in its handling of external and standard library functions (e.g., malloc, fread,

strtol). As established in the methodology, when the analyzer encounters an interprocedural
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boundary without a defined contract, it defaults to strict, conservative side-effect invalidation. It
assumes the unknown function may have corrupted the memory, safely downgrading pointers to
MAYBE_NULL.

While safe, this creates a massive usability burden. To analyze a standard C program, devel-
opers are currently forced to manually write #pragma annotations for every ubiquitous standard
library function they invoke. Attempting to bypass this by permanently injecting custom contracts
into the operating system’s native C header files (e.g., <stdlib.h>) is not a viable solution, as
it inherently risks polluting the user’s Abstract Syntax Tree (AST) and severely disrupting estab-
lished compilation toolchains. Consequently, the framework currently lacks a seamless, out-of-

the-box way to analyze standard C programs without heavy developer intervention.

7.1.2 Future Work

To achieve parity with modern safe systems languages, the most logical evolution for CORAL
is to tightly couple the existing nullability engine with two new modules: a temporal ownership

model and a spatial bounds tracker.

7.1.2.1 Dynamic Memory Allocation and Ownership (Temporal Safety)

Drawing inspiration from Rust’s Box<T> semantics, we propose an architecture that leverages the

exact Control Flow Graph (CFG) and interprocedural contract infrastructure built for this thesis:

1. Synergistic Initialization: Functions like malloc return pointers flagged as POTENTIALLY_OWNED.
It is only after the existing nullck module verifies the pointer through an if (ptr !=

NULL) guard that the memory is officially transitioned to FULLY_OWNED.

2. Flow-Sensitive State Mutations (Fixing free): Calling free () would no longer be a
simple contract check; it would act as a state-consuming operation. Passing a pointer to
free () would immediately transition the pointer’s state to INVALID in the CFG. Any

subsequent attempt to dereference it (Listing 38) would be caught at compile time.

3. Interprocedural Ownership Contracts: The regex contract system developed in this work
could be extended with tags such as @consumes (transferring ownership) or @oborrows

(temporarily lending), allowing the analyzer to safely verify function boundaries.

4. Automated Scope Drops: If the CFG traversal detects that a FULLY_OWNED pointer is
about to exit its lexical scope while its state is still valid, CORAL could automatically inject

a free () call, eliminating memory leaks.

7.1.2.2 Bounds Tracking (Spatial Safety)

To resolve the array decay limitation, CORAL must implement a mechanism for statically tracking

memory boundaries. Rather than altering the C memory layout to use heavy "fat pointers,” future
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work could expand the AST analysis to track a size or bound property alongside the pointer’s
nullability state.

When an array is declared (e.g., int arr[5]), the analyzer would attach a static bound
of 5 to that reference. The regex contract system could be similarly expanded so that func-
tions accepting array pointers can explicitly declare their expected bounds via annotations (e.g.,
@expects_size (N)). During CFG traversal, whenever pointer arithmetic (ptr + offset)or
indexing (buffer [i]) occurs, the analyzer would mathematically verify that the offset does not
exceed the known bound, successfully catching the spatial vulnerabilities demonstrated in Listing
39.

7.1.2.3 Automated Standard Library Contract Injection

To resolve the annotation burden without altering the target source code or the underlying AST, fu-

ture iterations of the nul1ck module should fully integrate a seamless Built InContractRegistry.

As conceptually demonstrated in Listing 40, this singleton class is designed to operate entirely in-
dependently of the AST parser, loading a predefined map of standard library contracts directly into

the analyzer’s memory during initialization.

export class BuiltInContractRegistry {
private static instance: BuiltInContractRegistry | null = null;

private contractsMap = new Map<string, Contract[]>();

// Singleton pattern ensures the configuration is parsed exactly once
public static getInstance(): BuiltInContractRegistry {
if (!BuiltInContractRegistry.instance) {
BuiltInContractRegistry.instance = new BuiltInContractRegistry();

}

return BuiltInContractRegistry.instance;

public hasContract (functionName: string): boolean {

return this.contractsMap.has (functionName) ;

public getContracts (functionName: string): Contract[] {

return this.contractsMap.get (functionName) || [];

Listing 40: Proposed singleton registry responsible for managing standard library contracts.

Under this proposed architecture, the registry populates its internal map using a lightweight
JSON configuration file. This architectural decoupling ensures that adding or modifying support

for new standard library functions requires zero modifications to the core TypeScript analysis
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engine. Listing 41 illustrates how these predefined rules would be structured using mathemat-

ical argument indexing rather than relying on unpredictable OS-specific parameter names (e.g.,

__ptr).
{
"malloc": [
{ "target": "return", "exitState": "MAYBE_NULL" }
I
"fread": |
{ "index": 0, "target": "ptr", "entryState": "NOT_NULL", "exitState": "NOT_NULL" },
{ "index": 3, "target": "stream", "entryState": "NOT_NULL", "exitState": "NOT_NULL"

Listing 41: Conceptual JSON configuration mapping standard C functions to nullability states.

To fully realize this system, the core analysis algorithm’s applyFunctionContracts method
would intercept the standard resolution process. As shown in the proposed logic in Listing 42, be-
fore the analyzer checks the callee’s AST for #pragma annotations, it would query the registry.
By matching the arguments by their index position, the predefined JSON contracts could be ap-
plied instantly, effectively overriding the need for user intervention and eliminating false positives

associated with standard library side-effects.

let contracts: Contract[] = [];
const registry = BuiltInContractRegistry.getInstance();

if (registry.hasContract (funcName)) {
// 1A. It is a standard library function, use the predefined JSON map
contracts = registry.getContracts (funcName) ;

} else if (callee) {
// 1B. It is user code, check the AST for #pragma annotations
const raw = callee.getUserField("coralContracts") as string | undefined;
if (raw) {

contracts = JSON.parse(raw) as Contract[];

Listing 42: Proposed logic for intercepting function calls to inject built-in contracts.

7.2 Answers to Research Questions

This thesis set out to extend the CORAL framework by developing a robust, static nullability

analyzer for the C programming language. Based on the implementation of the nul1lck module
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and the subsequent evaluations, the research questions formulated in the introduction can now be

answered:

RQ1: How can the state and movement of null pointers be accurately modeled at compile
time to ensure memory safety, without restricting or breaking common C programming
idioms?

Null pointers can be accurately modeled by combining a lattice-based state machine (tracking
states such as NOT_NULL, MAYBE_NULL, and NULL) with a path-sensitive dataflow engine. By
utilizing a Worklist algorithm that traverses the Control Flow Graph (CFG), the nullck module
dynamically splits and merges the NullabilityEnvironment at conditional branches. This
path-sensitive approach seamlessly supports idiomatic C patterns,such as implicit boolean checks
(e.g., if (!'ptr)), ternary operators, and loop iterations,allowing the analyzer to refine pointer

states naturally without forcing the developer to rewrite code.

RQ2: How can memory safety guarantees be enforced across custom function calls and
external standard libraries without requiring full source-code visibility or deep symbolic
execution?

Interprocedural memory safety can be efficiently enforced through a dual-contract architec-
ture. For user-defined code, developer-authored #pragma annotations establish explicit precon-
ditions and postconditions at function boundaries, allowing the analyzer to verify dataflow with-
out traversing into the callee’s internal AST. When external functions lack defined contracts, the
engine applies conservative side-effect invalidation, ensuring analytical soundness without the ex-

ponential performance overhead of whole-program symbolic execution.

RQ3: To what extent do the proposed nullability extensions increase the proportion of real-
world C code that the CORAL framework can safely verify?

The introduction of nul1ck significantly expands CORAL’s verification capabilities, enabling
the framework to audit complex pointer state transitions, conditional branching, and interproce-
dural dataflow. The evaluation demonstrated that the framework effectively identifies root-cause
memory vulnerabilities, such as unchecked pointers and potential dereferences, in both unstruc-
tured amateur code and highly optimized legacy codebases like the PolyBench benchmark. While
the framework currently operates within the boundaries of base-value nullability tracking,meaning
it cannot yet fully resolve temporal or spatial vulnerabilities (e.g., buffer overflows),it successfully
enforces defensive programming standards and drastically reduces the incidence of null-pointer

dereferences in real-world C programs.

RQ4: How can these compile-time safety mechanisms remain compatible with existing C
standards, ensuring they can be adopted incrementally without disrupting established de-
velopment workflows?

Compatibility and incremental adoption are achieved by utilizing standard C preprocessor di-

rectives, specifically the #pragma mechanism. Because standard C compilers (such as GCC and
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Clang) are designed to simply ignore unrecognized pragmas, developers can inject CORAL con-
tracts directly into their source code without breaking the standard compilation toolchain. This
architecture allows development teams to adopt the framework incrementally, annotating and ver-
ifying individual functions or modules at their own pace without disrupting their existing builds or

continuous integration pipelines.

7.3 Final Conclusions

Memory safety in the C programming language remains one of the most persistent challenges
in modern software engineering. The lack of native safeguards against null-pointer dereferences
frequently leads to unpredictable runtime crashes and severe security vulnerabilities. This thesis
addressed this critical gap by developing nullck, a static nullability analyzer integrated into the
CORAL framework.

Using a Worklist algorithm to traverse the Control Flow Graph (CFG), the framework success-
fully tracks pointer states,such as NOT_NULL and MAYBE_NULL, with deep path sensitivity. This
allows the analyzer to dynamically split and refine memory states across conditional branches,
respecting standard C idioms without demanding unnecessary code rewrites. To overcome the
scalability limits of whole-program analysis, the tool introduces a strict boundary architecture. By
utilizing developer-authored #pragma annotations, nullck successfully enforces memory safety
across function boundaries, pushing the responsibility of verification up the call stack to the root

allocation.

7.3.1 Practical Uses of the Framework

The architectural decisions behind nullck render it a highly versatile utility with distinct appli-

cations across different software engineering paradigms:

* Educational and Pedagogical Tools: For novice programmers, the analyzer acts as an
automated code reviewer. By explicitly highlighting potential null dereferences inside loops
and forcing developers to verify the returns of memory allocations, it serves as a powerful
teaching aid that structurally ingrains secure coding and defensive programming habits early

in a developer’s education.

* Incremental Auditing of Legacy Systems: Because the framework uses standard #pragma
directives that standard compilers safely ignore, it provides an ideal ecosystem for legacy
code maintenance. Engineering teams can adopt the tool incrementally, isolating and veri-
fying critical modules or security-sensitive functions one at a time without breaking existing

production compilation pipelines or continuous integration (CI) workflows.

* HPC and Systems Software Verification: In high-performance environments where run-

time performance is paramount, developers traditionally strip out defensive branching checks.
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The nullck framework offers a zero-overhead alternative; by statically proving that point-
ers entering a computational kernel are mathematically guaranteed to be NOT_NULL, de-
velopers can maintain optimal execution speeds while retaining absolute confidence in the

codebase’s memory safety.

The evaluation of the framework across both amateur code and the highly optimized Poly-
Bench suite successfully validated its practical utility. The analyzer proved highly effective at
identifying unchecked allocations and potential dereferences, forcing developers to adopt safer
programming practices.

While the current architecture focuses strictly on base-value nullability tracking, leaving spa-
tial and temporal bounds checking for future iterations, it successfully meets its primary objec-
tive. The nullck module provides an incrementally adoptable safety net that reduces the risk
of null-pointer vulnerabilities in C codebases, marking a significant step forward for the CORAL

framework.
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Appendix A

Unit test tables

Table A.1: Unit tests evaluating fundamental pointer assignments and basic dereference safety.

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

0l - simple if

guards

02 - unguarded

dereference

03 - else branch

04 - pointer

initialization

05 - direct null

dereference

06 — uninitialized

pointer use

Explicit null-check (if (ptr
!= NULL)) safeguarding a

pointer dereference.

Dereferencing an unannotated

parameter without a prior guard.

Dereferencing a pointer inside
the negative branch of a null-

guard.

Pointer initialization using the

address-of operator (&).

Direct initialization to NULL fol-
lowed by an immediate derefer-

ence.

Dereferencing a locally declared
pointer without any initializa-

tion.

Refines ptr to NOT_NULL
within the true branch, allowing

safe dereference without errors.

Evaluates ptr as

MAYBE_NULL and throws a

PotentialNullDereferenceError.

Refines ptr to NULL in
the else Dbranch environ-
ment and throws a strict

NullDereferenceError.

Tracks the pointer target (x) and
evaluates its state as NOT_NULL,

proving memory safety.

Explicitly tracks the NULL

literal state and triggers a
NullDereferenceError at

the operation site.

Evaluates the uninitial-
ized variable as  unsafe
and accurately throws a

NullDereferencekError
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Table A.1 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

07 - assign null

after init

08 - guard with

return

09 - implicit

boolean check

10 - negative

implicit check

11 - short—-circuit
and

12 — short-circuit
or

13 - ternary-guard

14 - check then
nullify

Overwriting a potentially safe
pointer with an explicit NULL re-

assignment.

Early control-flow exit using a
NULL guard and a return state-

ment.

C-style implicit truthy evalu-
ation (1f (ptr)) guarding a
block.

Unprotected dereference occur-
ring after an out-of-scope nega-

tive guard (i1 £ (!ptr)).

Inline dereference protected by a
short-circuit logical AND opera-
tor (&&).

Dereference protected by a
short-circuit logical OR (] |)
evaluating a NULL pointer.

Pointer dereference enclosed
strictly within the true branch of

a ternary operator (? :).

Explicit assignment of NULL im-
mediately following a successful

null-guard.

Updates the environment state
dynamically and flags the subse-

quent dereference as an error.

Refines the environment post-
condition, treating the pointer as
NOT_NULL for the remainder of

the function.

Successfully translates implicit
boolean checks into nullability
rules, allowing safe execution

within the true branch.

Merges paths post-condition,

conservatively downgrading
the state to MAYBE_NULL and

trapping the unsafe dereference.

Evaluates the left-hand condi-
tion first, dynamically refining
the pointer state before safely
evaluating the right-hand ex-

pression.

Recognizes the  right-hand

side only evaluates if ptr
== NULL, triggering a strict

NullDereferenceError.
Splits the state inline, refining

the pointer to NOT_NULL exclu-

sively for the safe dereference

expression.
Overrides the refined
NOT_NULL state dynami-

cally, catching the subsequent

invalid dereference.

Continued on next page...
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Table A.1 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

15 - while loop
guard

16 — struct member

guard

17 — function call

inval

18 - switch case

guard

19 - double pointer

20 - nested logic
depth

Dereferencing a struct pointer

iteratively inside a while

(curr != NULL) block.

Struct pointer member access
(—>) executed after a standard

validity guard.

Pointer passed by reference
(sptr) to an external function

after being guarded.

Dereference inside a switch
statement that follows an early

return guard.

Dereferencing an unverified in-
ner pointer extracted from a ver-

ified double pointer.

deref-
erences protected by deeply

Independent  pointer

nested, sequential if state-

ments.

Evaluates the loop guard at the
CFG back-edge, maintaining the
NOT_NULL state continuously
inside the loop body.

Refines
NOT_NULL

the base pointer to
and evaluates the
nested field access as memory

safe.

Reverts the refined state to
MAYBE_NULL due to potential

interprocedural side effects.

Propagates the NOT_NULL post-
condition down the CFG, prov-

ing safety across all case
branches.
Correctly flattens indirection;

proves outer pointer is safe

but flags inner pointer as
MAYBE_NULL.
Successfully  cascades and

merges isolated environments,
verifying the intersection where

both pointers are safe.

Table A.2: Unit tests evaluating path-sensitive state splits and conditional guards..

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

01 - and combination

Joint condition using logical
AND (&&) to protect multiple

variables.

Refines
NOT_NULL exclusively within
the true branch block.

both a and b to

Continued on next page...
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Table A.2 — continued from previous page

Test ID / Scenario Target Semantic Feature Expected Analysis Behavior
02 - or combo Ambiguous joint condition us- Recognizes that a is not
uncertainty ing logical OR (] [). strictly guaranteed safe
on  entry, throwing a
PotentialNullDereferenceError
03 - out of scope Dereference occurring immedi- Re-merges the environmental
invalid ately after a closed null-guard state post-block, downgrading

04 - early exit

negative

05 - reassignment in

guard

06 — for loop header
guard

08 - assignment in

guard

07 - predicate

function

09 - do while risk

block.

Early control-flow exit using a
negative guard (!ptr) and a

return.

Pointer reassignment occurring

inside an actively guarded block.

Nullability evaluated

within a for loop condition

guard

header.

Variable assignment embedded
directly within the if condition

evaluation.

Interprocedural guard utilizing
a boolean predicate contract
(ensures return == (p

= NULL)).

Dereference inside a do-while
loop where the guard is evalu-

ated post-execution.

ptr to MAYBE_NULL and trap-

ping the error.

Applies a permanent NOT_NULL
post-condition to the remainder

of the function’s execution path.

Detects the state mutation, inval-
idates the previous guard guar-
antee, and correctly flags the

subsequent dereference.

Treats the loop condition as a
pre-requisite to the block, main-
taining memory safety during

the loop body execution.

Processes the assignment before
the boolean check, safely refin-
ing the newly assigned pointer

for the true branch.

Translates the external func-
tion’s contract into a local envi-
ronment refinement, safely per-

mitting the dereference.

Recognizes the guaranteed first-
pass execution before the condi-
tion is checked, catching the un-

guarded dereference.

Continued on next page...
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Table A.2 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

10 - goto cleanup
guard

11 - alias guard

prop

12 - nested break
guard

13 - boolean flag
guard

14 - nested struct

guard

15 - wvariable

shadowing

16 - loop break

refin

17 - function call

trust

Negative null-guard triggering a
goto jump to bypass a derefer-

ence.

Null-guard applied to a pointer
(a) followed by a dereference of
its alias (b).

Dereference  nested  deeply

within multiple loop blocks

following an early return guard.

Branching based on a boolean
variable that stores the result of

a nullability expression.

Safe base struct pointer followed
by an unguarded nested struct

field dereference.

Redeclaration of a pointer in-
side an i f block, shadowing the

outer parameter.

Control flow exiting an infinite
loop via a break triggered by a
positive null-guard.

Guarded global pointer sub-
jected to an opaque, side-

effecting interprocedural call.

Refines the environment for the
linear path, ensuring the deref-
erence before the jump label re-

mains strictly safe.

Cross-references the alias map,
successfully proving b is safe

because it maps to the verified

target of a.
Correctly propagates the
NOT_NULL post-condition

through complex nested struc-
tural loop exits without state

loss.

Resolves the boolean flag back
to its underlying pointer con-
dition, dynamically refining the

pointer in the true branch.

Verifies out is safe but correctly
isolates out—>inner as unver-
ified, trapping the unsafe multi-

level access.

Preserves lexical scoping in the
environment; verifies the safely-
assigned inner pointer without

corrupting the outer state.

Identifies the break edge as a
path-sensitive refinement point,
securing the pointer for the post-

loop execution.

Aggressively invalidates the

global pointer state due to

unknown  potential  muta-
tions, correctly reverting it to

MAYBE_NULL.

Continued on next page...
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Table A.2 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

18 - ternary

operator

Inline variable assignment dic-
tated by a ternary (? :) nullabil-
ity check.

Splits the evaluation environ-
ment temporarily to allow a safe
dereference explicitly within the

positive ternary branch.

Table A.3: Unit tests evaluating fixed-point iteration and CFG path convergence.

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

01 - arg not null

check

Precondition fulfillment via

branch analysis.

Accepts the function call with-
out errors, as the pointer is stat-
ically verified as NOT_NULL by
the if guard before the bound-

ary.

02 - arg not null

direct

Precondition enforcement on

unverified states.

Throws a

PreconditionViolationError

because an unchecked

MAYBE_NULL pointer is
passed to a parameter explicitly

requiring not-null.

05 - ret maybe null

usage

Return value postcondition ap-

plication.

Throws a

PotentialNullDereferenceError

The analyzer reads the callee’s
maybe-null return contract
and  successfully  prevents
the caller from immediately

dereferencing it.

06 - arg final not
null

Deep postcondition validation

(Internal Verification).

Throws a
ContractViolationError
The analyzer correctly iden-
tifies that the function body
assigns NULL to *p, violating its
own promised not-null exit

contract.

Continued on next page...
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Table A.3 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

07 - arg final state

check

Side-effect propagation to the

caller’s environment.

Throws a

PotentialNullDereferenceError.

The analyzer downgrades the
pointer’s state to MAYBE_NULL
after the function call based
on the callee’s exit contract,
catching the subsequent unsafe

dereference.

08 - arg not null

mismatch

Precondition enforcement on

implicit states.

Throws a
PreconditionViolationError,
correctly blocking the function

call due to the lack of prior

null-checks in the caller’s
environment.
09 - arg not null Literal value precondition vali- Throws a

literal

dation.

PreconditionViolationError
by identifying that passing an
explicit NULL literal strictly vio-
lates the parameter’s not —null

entry requirement.

10 - ret not null

violation

Contract boundary enforcement

on explicit literals.

Throws a
PreconditionViolationError,
rejecting the function call at
compile-time when a NULL
literal bypasses expected bound-

aries.

11 - ret maybe null

check

Implicit return state handling.

Throws a

PotentialNullDereferenceError

as unannotated function returns
default
MAYBE_NULL state.

to a conservative

Continued on next page...
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Table A.3 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

12 - final not null
check

Postcondition boundary enforce-

ment.

Throws a
ContractViolationError
because the function internally
NULL

assigns to a param-

eter guaranteed to exit as

not-null.

13 - final maybe

null propagation

Side-effect

unannotated calls.

invalidation  via

Throws a
PotentialNullDereferenceError.
Passing a pointer to an unan-
notated function safely down-
grades its environment state to

MAYBE_NULL.

14 - multi arg mixed

Heterogeneous entry state appli-

cation.

Throws a
NullDereferencekError

by correctly applying divergent
entry
vs null)

contracts (not-null
independently to

multiple parameters.

15 - use after free

Built-in
(free).

contract  injection

Throws a
NullDereferenceError.

The built-in free convention
coerces the pointer state to
NULL, successfully catching the

Use-After-Free anomaly.

16 - malloc contract

override

Built-in
(malloc).

contract  injection

Throws a
PotentialNullDereferenceError
The malloc contract correctly
asserts a MAYBE_NULL return,
derefer-

blocking immediate

€nce.

Continued on next page...
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Table A.3 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

17 - malloc to not

null arg

Transitive boundary enforce-

ment.

Throws a

PreconditionViolationError

when the unverified

MAYBE_NULL result of
malloc is passed directly

to a not—null parameter.

18 - out param init Nested field postcondition ful- Succeeds, validating that a
fillment. double-pointer  out-parameter

(*out) is properly initialized to
not-null before returning.

19 - out param Nested field postcondition viola-  Throws a

violation tion. ContractViolationError
because the function explicitly
assigns NULL to an out-
parameter statically promised to
be not-null.

20 - call chain not Interprocedural contract chain- Safely allows a not-null

null ing. pointer to be passed unmodified
through a chain of strongly-
typed function  boundaries
without false positives.

21 - alias contract Contract propagation across lo- Succeeds by correctly propagat-

flow cal aliases. ing the not—null entry state of
a parameter to a locally declared
alias pointer.

22 - alias contract Safe invalidation of escaping Throws a

invalidation aliases. PotentialNullDereferenceError.

The local alias escapes into an
unannotated function, correctly
state

triggering conservative

invalidation.

Continued on next page...
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Table A.3 — continued from previous page

Test ID / Scenario

Target Semantic Feature

Expected Analysis Behavior

23 - loop not null

invariant

Loop invariant state preserva-

tion.

Succeeds by proving the

not-null contract state is
mathematically maintained

across all loop back-edges.

24 - loop null

assignment

Flow-sensitive loop state merg-

ing.

Throws a
PotentialNullDereferenceError
because the fixed-point CFG
analysis identifies a conditional
NULL assignment within the

loop body.

25 - struct member

not null

Struct field contract application.

Throws a

PotentialNullDereferenceError
Applies object-sensitive con-
tracts to catch the illegal muta-
tion and subsequent dereference

of the inner val field.

26 — global not null

Global variable boundary en-

forcement.

Throws a
PotentialNullDereferenceError
by strictly adhering to the global
annotation defining the state as

null upon function entry.
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