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“I think we all change each other’s paths. I don’t know which law idea that is in physics, but I
don’t think any of us can live without affecting one another.”

Frank Ocean
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Resumo

Virios tratamentos contra o cancro estdo associados a uma vasta gama de efeitos secundarios
que devem ser sistematicamente monitorizados durante o tratamento. Muitos efeitos secundarios
baseiam-se em relatos de doentes, que sao manifestacOes subjetivas e dependem da descri¢do dos
sintomas feita pelo doente. A realizag@o de entrevistas estruturadas sobre os sintomas para recolher
todas as informagdes relevantes para a classificagdo de acordo com os CTCAE exige muitas vezes
tempo e esforco significativos por parte dos profissionais de saide.

A dissertagdo discute a criagdo de um assistente clinico automatizado para facilitar este pro-
cesso através da combinagdo de grandes modelos de linguagem e mecanismos baseados em grafos.

Esta estrutura hibrida permite que o sistema efetue uma entrevista estruturada, faca ajustes em
tempo real a conversa e recolha todos os dados importantes para classificar o sintoma.

Uma vez concluida a entrevista, o sistema verifica automaticamente os graus atribuidos e gera
resumos médicos com pontos-chave para andlise.

A plataforma foi implementada de modo a que a totalidade da execugdo fosse local e possivel
sem acessos externos & API ou transferéncias de dados.

Uma validagdo clinica preliminar com um oncologista mostrou concordancia total com o sis-
tema no que diz respeito ao reconhecimento dos sintomas e a atribuicdo dos graus CTCAE.

A avaliacdo da carga de trabalho realizada com o instrumento NASA-TLX demonstrou uma
carga mental baixa em ambas as interfaces, de 22.0 e 4.8, respetivamente, nas interfaces de revisio
do paciente e do médico.

Os resultados da usabilidade também foram positivos, com pontuacdes de 87.5 e 100.0 no SUS
na interface do paciente e na interface médica, respetivamente, e pontuagdes elevadas em todas as
dimensdes do QUIS (7.88 para a interface do doente e 8.78 para a interface médica).
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Abstract

Several cancer treatments are associated with a broad range of side effects which must be
monitored systematically during treatment. Numerous side effects are based on patient reports,
and these are subjective manifestations and depend on the patient’s description of the symptoms.
Conducting structured symptom interviews to collect all grading relevant information according
to CTCAE often requires significant time and effort from healthcare professionals.

The dissertation discusses the creation of an automated clinical assistant that would facilitate
this process through the combination of large language models and graph-based mechanisms.

This hybrid framework enables the system to carry out a structured interview, make real-time
adjustments to the conversation and collect all of the important data to grade the symptom.

With its completion, the system automatically checks the assigned grades and generates med-
ical summaries with key bullet points for physician review.

The platform was deployed so that the entirety of local execution was possible with no external
API accesses or data transfers.

A preliminary clinical validation with an oncologist showed that the clinician completely
agreed with the system in respect to symptom recognition and assignment of CTCAE grades.

The workload evaluation carried out with the NASA-TLX instrument has demonstrated a low
mental load of both interfaces of 22.0 and 4.8, respectively, in patient-facing and medical review
interfaces. The usability outcomes were also positive, being 87.5 and 100.0 on SUS scores on the
patient and medical interface respectively, and high scores on all QUIS dimensions (7.88 for the
patient interface and 8.78 for the medical interface).
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Chapter 1

Introduction

In 2022, 9.7 million people died from cancer, according to the World Health Organization,
remaining one of the leading causes of death globally [5]. In addition of its high mortality rates,
cancer also greatly impacts patients’ daily lives both by the cancer itself and side effects of treat-
ments [6, 7, 8].

Monitoring the symptoms significantly helps in getting better treatment outcomes and quality
of life for cancer patients. Proactive symptom monitoring has been demonstrated to decrease
emergency department visits, prolong treatment durations, and improve survival rates [9, 10].

The Common Terminology Criteria for Adverse Events (CTCAE) is a standardized classifica-
tion and severity grading scale developed by the National Cancer Institute (NCI) for classification
and reporting of Adverse Events (AEs) [11, 12, 13]. This global system is used in clinical practice
and research to characterize and assess the severity and potential impact of adverse events linked
to cancer therapies [11, 12].

The integration of Artificial Intelligence (Al), particularly through advancements in Large
Language Models (LLMs) has great potential to transform the patient-doctor relationship [14].
LLMs are at the front of Al technologies that have an extraordinary ability to understand, process,
and generate human-like text [14, 15, 16]. The alignment of Al approaches with the CTCAE has
the potential to considerably improve the collection of symptoms. This alignment could allow
systematic grading and tracking of adverse effects according to standardized criteria, thereby en-
suring the consistency and comparability of symptom reporting over different phases and forms of

treatment.
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1.1 Problem Statement

Effective symptom management in oncology is often compromised by the underreporting of
adverse symptoms and side effects by clinicians [17, 18, 19]. This underreporting may also result
in inappropriate care approaches that lower the quality of life of the patient and increase the burden
of the disease [20, 21].

In addition, traditional care approaches commonly react late to serious symptoms, address-
ing them when they have already caused a great deal of distress and require costly interventions
[22, 23]. To fill this gap Patient-Reported Outcomes (PROs) have been adopted [19, 24]. PROs
are direct reports from patients about their health status, symptoms, quality of life, or treatment re-
sponse that rely on the internalization of health or treatment data without interpretation by people
other than the patient. Often obtained via validated tools, such as the Patient-Reported Outcomes
version of the Common Terminology Criteria for Adverse Events (PRO-CTCAE) that captures
patient-reported symptoms associated with cancer therapies, PROs provide a distinctive view of
the patient experience encompassing physical, emotional, and functional domains. These data
are critical to assessing treatment effectiveness, tracking side effects, enhancing patient-provider
communication and enabling a more patient-centered approach to care [19, 25, 26, 27].

Prior studies have shown that using PROs in patients undergoing cancer treatment promotes
the early detection of symptoms [28, 29, 30]. Specifically, monitoring symptoms not only leads to
better life quality in patients but also contributes to improved patient satisfaction through more ef-
fective communication between patients and health care providers [29, 31]. The CTCAE adoption
insures that the evaluation is accurate, so oncologists can intervene more effectively and quickly,
which might avoid emergencies. This is possible because CTCAE provides a standard framework
for categorizing and grading adverse events, reducing subjective evaluation.

PROs are progressively adopted in clinical trials to assess symptoms and toxicities however,
their integration in routine cancer care remains limited [19, 32, 33]. Paper based PROs can be
cumbersome for patients and health-care practitioners. These often lead to delayed data process-
ing, inconsistent data quality, and logistical challenges in retrieving and organizing information
during clinical consultations [34]. This gap in symptom monitoring forms the basis for the de-
velopment of electronic solutions like electronic Patient-Reported Outcomes (ePROs) that enable
remote monitoring, improve communication, and thus can lead to earlier identification and ad-
dressing of modifications in treatment [35, 36, 37]. However, they still lack expressivity and the

ability to cover nuances of patient experiences, since such instruments requires patients to select
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from fixed responses, and that may impose some limitations in the information to be presented and
miss unusual symptomatology or more contextual aspects that can be important when translating

the data into clinical interpretation [38].

1.1.1 Research Question

To explore whether these limitations can be overcome, this dissertation proposes the following
research question:
Does a chatbot based on large language models have the ability to collect and grade

clinically relevant symptom data of patients in accordance with the standards of CTCAE?

1.1.2 Hypothesis

It is hypothesized that a chatbot guided by a large language model is able to conduct struc-
tured interviews with patients, retrieving the collected symptom data and grade according to the

CTCAE.

1.2 Purpose

This project is part of the Osler Project, which aims to use artificial intelligence to change
medical anamnesis. The collection of evidence concerning the history and symptomatology of
patients, anamnesis, is rather time-consuming and inconsistent in various clinical environments.
The Osler Project suggests the transition to structured, explainable, automated patient interview-
ing via LLMs, which would allow collecting data more efficiently and at a larger scale, without
compromising data quality and enhancing clinical performance.

In the context of this framework, the DALY chatbot was created as a focused application in
oncology care, as it poses great challenges in the ongoing monitoring of self-reported symptoms,
as discussed in Section 1.1. Its purpose is to help in the assessment of symptoms at the pre-
consultation stage. By guiding patients through task-oriented dialogue aligned with CTCAE v5.0
criteria, the system aims to produce structured symptom summaries and their severity grades. Such
outputs should help clinicians in symptom assessment and can help to alleviate workload, making

more timely interventions.
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1.3 Objectives

The objectives of this project were:

» To create a conversational chatbot, which, based on large language models, is able to con-

duct an interview with the patient and obtain the clinical data about the symptoms.

* To align the collected data with the CTCAE guidelines, as it is useful for clinicians to

analyze and adapt the cancer treatment according to the severity of the reported symptoms.

» To support both text and voice interactions so that patients, including those experiencing

physical, cognitive, or literacy-related challenges, can use the chatbot.

» To test and assess the system with a small group of oncologists to evaluate the system’s

effectiveness and accuracy.

1.4 Document Structure

There are six chapters in this dissertation. In Chapter 1, the background and the problem
are presented, as well as the expected outcomes. Chapter 2 provides the necessary background
to understand the clinical and technical context of the problem. Covering symptom monitoring
in oncology, as well as the CTCAE framework, and the technical background of large language
models and task oriented dialogue systems. Chapter 3 presents the literature review on digital
tools for symptom monitoring within CTCAE guidelines, detailing the types of tools identified,
and the gaps in current approaches. Chapter 4 describes the proposed solution, starting with
the conceptual system design and followed by the technical implementation details. Chapter 5
provides the assessment outcomes of the clinical testing with both the quantitative and qualitative
responses of the physician. In the end, Chapter 6 summarizes the results of the study, as well as

its limitations and future steps regarding the system expansion and refinement.

1.5 Contribution to the United Nations Sustainable Development Goals

The Sustainable Development Goals (SDGs) offered by the United Nations are a universal
guide toward implementing a more sustainable and better future. It has 17 goals aimed to solve

the most important problems in the whole world.
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The current dissertation can, possibly, impact a few of this goals, such as healthcare, innova-

tion, and equity. The identified goals and related targets, potential contributions of the project, and

potential performance indicators are summarized in the following Table 1.1.

The specific Sustainable Development Goals mentioned have the following names:

SDG 3 Ensure healthy lives and promote well-being for all at all ages

SDG 9 Build resilient infrastructure, promote inclusive and sustainable industrialization and fos-

ter innovation

SDG 10 Reduce inequality within and among countries

TABLE 1.1: Contribution to SDGs and Performance Metrics

Contribution

Performance Indicators and

Metrics

The system facilitates real-time,
structured follow-ups of adverse
effects of treatment in oncology,
which enable early clinical inter-
vention to avoid deterioration of
patients’ health. It automates the
collection of symptoms descrip-
tions to then grade them follow-
ing CTCAE, while minimizing

physician workload.

The quantity of symptoms that
are automatically evaluated; The
average time of information col-
lection during sessions; The per-
centage of grades that were de-
termined automatically and con-

firmed by clinical validation.

SDG | Target
34

3
3.8

The system allows universal ac-
cess to standardized symptom
monitoring through reduction of
dependency on the availability
and access to clinicians as well
as maintaining consistency in
data collection across resource-

limited environments.

Decreased amount of clinician
time spent on symptom data col-
lection; Increased rates of full
patient assessment carried out

independently.

Continues on the next page
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Tabela 1.1 (continuacio)

SDG

Target

Contribution

Performance Indicators and

Metrics

9.5

Uses natural language process-
ing systems in clinical work-
flows as an example of innova-
tion in using LLMs and edge
computing to bring medical de-
cision support in the clinical

pathway.

Full implementation of local
systems without cloud-type de-
pendencies; The number of ses-
sions held in clinical testing;
Technical reliability of the sys-

tem (up-time, data security).

10

10.3

Enables patients of different
health and digital literacy to ef-
fectively report symptoms, by
using simplification of language
and questions (simplification of
non-medical language and adap-
tive questions) and use of voice

to report the symptoms.

Proportion of patients who were
capable of doing interviews in-
dependently; Patient satisfaction

and comprehension scores.




Chapter 2

Background

2.1 Symptom monitoring in cancer

Cancer therapy is often long and demanding, and patients often experience a range of side
effects and symptoms. The average cancer patient usually experiences 9 to 14 symptoms, which
are consequences of the disease and the treatment, having a significant effect on everyday life
[6,7, 8].

Because of these adverse symptoms, patients frequently require emergency medical care. A
study found that 76% of cancer-related emergency department visits were due to oncology drug-
related side effects, with 36% resulting in admission [9]. Another study demonstrated that cancer
patients visited the emergency room on average 9.5 days after receiving anticancer drugs due to
treatment side effects. Of these patients, 72.8% were admitted for further treatment, and 6.5%
died [10]. These statistics demonstrate how crucial it is to identify and treat side effects in cancer
patients as soon as possible.

Many of these symptoms are subjective, like pain, nausea or fatigue, so they are not detected
with objective monitoring tools, like blood tests, imaging, or wearable sensors. Therefore these
monitoring tools cannot replace the value of the patirnt reported information [39, 40]. Moreover,
measurable physiological alterations usually follow subjective reports and consequently patient-
reported symptoms represent an early alarm system of complications [41].

For effective treatment, oncologists depend on prompt and precise information from patients
regarding their conditions [42, 43].

Structured symptom reporting has also been linked to improved patient outcomes. Studies
show that patients who were instructed to report their symptoms themselves had a lower rate of
emergency room visits, received treatment for a longer period, and had higher one-year survival

rates than those who were managed in the standard care [44].
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2.2 Common Terminology Criteria for Adverse Events

2.2.1 Overview

The precise and standardized measurement of adverse events AEs is key to guaranteeing safety
and effectiveness of cancer therapies. The NCI has developed the CTCAE which offers a widely
accepted and structured system of classifying and grading of AEs. Initially set to apply to oncol-
ogy clinical research trials, the CTCAE has since become a tool in research and everyday cancer
treatment, allowing consistent communication, logical documentation and evidence-based choices

[45].

2.2.2 Development and Structure of CTCAE
Evolution of the CTCAE

Since the first release in the 1990s, the CTCAE has been revised several times, in the context
of the development of new therapeutic strategies and the need to make toxicity reporting more
specific and sensitive [45]. The latest, CTCAE v5.0 (issued in 2017) contains 837 terms of the
AEs divided by System Organ Class (SOC) and mapped to the Medical Dictionary for Regulatory
Activities (MedDRA) ontology [46].

Its structure is designed to ensure that the reporting is concise, coherent and accurate in a way

that it would aid in data analysis and more importantly, informed decision making in clinical trials.

CTCAE Grading System

Each adverse event listed in the CTCAE is associated with a severity grade ranging from 1 to
5. While the grading structure is uniform across the system, the specific clinical criteria for each
grade vary depending on the nature of the adverse event. These criteria are designed to reflect
symptom intensity, functional impairment, and the level of medical intervention required [13].

Below is a general outline of the grading framework:

* Grade 1 (Mild): Asymptomatic or mild symptoms; clinical or diagnostic observations only;

no intervention required.

¢ Grade 2 (Moderate): Minimal, local, or noninvasive intervention indicated; some limita-

tions in age-appropriate instrumental Activities of Daily Living (ADL).



Chapter 2. Background 9

* Grade 3 (Severe): Medically significant but not immediately life-threatening; hospitalisa-

tion or prolongation of hospital stay recommended; disabling; limits self-care ADL.
* Grade 4 (Life-threatening): Life-threatening consequences; urgent intervention required.

¢ Grade 5: Death related to the adverse event.

It is essential to consult the CTCAE event-specific rubric when grading symptoms, as each

adverse event has its own detailed criteria for each severity level.

Limitations of Clinician Based Reporting

This standard grading structure of AEs is heavily dependent on clinician assessment, which
can lead to underreporting of subjective symptoms. Research indicates that clinicians usually tend
to underreport the severity or occurrence of such symptoms compared to what patients report about

themselves [47].

2.2.3 Alignment with Patient Reported Outcome

In order to deal with the shortcomings of AEs reporting by clinicians alone, the NCI created the
Patient-Reported Outcome (PRO)-CTCAE. This instrument enables patients to self-report symp-
toms with the help of structured questionnaires based on the CTCAE terms and makes the toxicity
monitoring more accurate and patient-centered, particularly with regard to subjective symptoms
[48].

CTCAE and PRO-CTCAE present two different sides of the same coin: the first is a clinical
opinion, and the second is a patient experience. In combination they offer a clearer view of treat-
ment tolerability, allowing the earlier identification of complications and the better management

of symptoms [49].

Outcomes

PRO-CTCAE usage has resulted in a more precise and complete report of symptoms than
clinician evaluations, resulting also in assessing a wider variety of adverse events and allowing
earlier action to be taken [50, 51]. According to the reports of the patients, they started to feel
more empowered and involved, which helped them live better and feel more satisfied with care

[51].
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Moreover, studies revealed the correlation between the use of PRO-CTCAE and clinical out-
comes, such as the decrease in acute care utilization and the improvement of survival rates due to

the better control of treatment-related toxicities [51, 52].

2.3 Large Language Models

The field of chatbots has improved in the recent years because of the large language models.
These models are trained on abundant data and have an architecture that allows fluent, relevant
and reliable human-like text generation to became a possibility [53].

Prior to the LLM, Natural Language Processing (NLP) was dependent on sequential algo-
rithms, especially Recurrent Neural Networks (RNN) and their successors Long Short-Term Mem-
ory (LSTM). These tools proved to be very effective then but because they depended on several
parallel mechanisms, they were not satisfactory when it came to capturing long term relationship
in the text [54, 55]. With the release of the transformer architecture in 2017 [56], there was a
change in NLP.

The transformer brought a new philosophy of design as compared to its predecessors. Using
a multi-headed self-attention layer, many parts of an input sequence can be processed simultane-
ously, considering the relationship in the whole sequence. This advancement not only enhanced
the model’s context comprehension ability but also made obsolete such typical downsides as van-
ishing gradients which were common for older architectures [54].

There are two main variants within the transformer architecture when used in LLMs, which

are the decoder-only architecture as well as the encoding-decoding architecture:

* Decoder-Only Models: These models (e.g., LLaMA3, GPT-4, Qwen2.5) are used in text
generation where one word at a time is predicted and the previous predicted words are used
as context. This qualifies them to be suitable in open-ended dialogues or creative activities

used in chatbots [57, 55].

* Encoder-Decoder Models: These models (e.g., TS, BART) are used in situations when the

input and output are strongly connected, such as translation or summarization [58].

These architectural advances enable modern chatbots that are based on LLMs, like ChatGPT,

Claude or Gemini to benefit in various aspects. They are capable of:

* Sustaining contextually and coherent multi-topics conversations [59].
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* Doing few-shot learning, zero-shot learning enabling them to transfer domains with little

fine-tuning [59, 60].

» Supporting task-oriented dialogue while preserving the flexibility of open-domain interac-

tion [60].
* Understanding and creating text in a human like way [57, 55, 60].

Other than architecture, recent developments have directed their interest to improving LLM
performance in particular domains. Techniques such as Reinforcement Learning from Human
Feedback (RLHF) have proved to be useful in the effort of bringing the model outputs closer
to human preferences. Prompt engineering solutions such as Chain of Thought prompting [61]
provide the possibility of structured reasoning, and a variability of zero-shot and few-shot learning
allows the models to generalize to unseen tasks they have not been directly trained on. Soft
prompting, multitask prompting among others enhance flexibility among domains [62].

Fine-tuning strategies, prompting methods, and retrieval augmented generation, among others,
are considered the major approaches to adapting LLMs to particular tasks or domains and are

discussed in the following sections.

2.3.1 Fine-Tuning
Full Fine-Tuning

Full fine-tuning is used for adapting a pre-trained large language model, where every models’
parameter is optimized for a specific objective. This approach ensures that while the model retains
and uses the pre-trained knowledge, it is adjusted for specific requirements. This approach is
computationally expensive, however, it is shown to be a reliable technique to redirect a LLM on
such tasks that are more specific [63].

Large language models, when being trained, are given large corpuses which results in parame-
ters Bpretrained that provide an understanding of language. By fine-tuning these parameters, through
the process of model optimization, the model can be fitted for targeted datasets [64].

The goal of fine-tuning is to minimize a task-specific loss function L(6) [65], defined as:

1
_N-l

1

L(6) U(fo(xi),yi),

M=

where:
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* fo(x;): The model’s output for input x;, parameterized by 6.
 y;: The true label associated with x;.

* /(-,-): A task-specific loss function, such as cross-entropy for classification or mean squared

error for regression.

Full fine-tuning updates all parameters 0 using gradient-based methods [65]. The parameters
are adjusted iteratively:

0« 6 —-nVeL(0),
where:
* 1: Learning rate, controlling the step size of updates.

* VoL(0): Gradient of the loss with respect to the parameters.

Parameter-Efficient Fine-Tuning

Parameter-efficient fine-tuning techniques selectively update specific components of a pre-
trained model instead of all of their parameters, thereby resulting in a significant reduction of
memory costs [66, 67].

Moreover, these approaches do not hinder the general knowledge encapsulated in the LLMs,
instead they enable a low-resource and task-specific fine-tuning. Parameter-efficient methods are
key in the sense that they allow the use of LLMs in certain applications without having to alter
most of the already trained weights in the pre-trained model, by freezing most of the pre-trained
parameters and modifying only a small subset. In other words, only a small number of free pa-
rameters are adjusted, such fine tweaking of parameters is extremely useful during deployment in
specific tasks [66, 68].

Low-Rank Adaptation (LoRA) is a parameter-efficient fine-tuning method that introduces low-
rank updates AW to the frozen weight matrices W of the pre-trained model. Instead of directly

modifying Wy, LoRA adds a task-specific update [69, 70] represented as:

W =Wy+AW, AW =AB',

where:

o A € R and B € R?*" are low-rank matrices.
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* r < d, ensuring that AW introduces only a small number of additional parameters.

2.3.2 Prompting
Soft Prompting

Soft prompting is a method for guiding the behavior of large language models without fine-
tuning the parameters. Instead of explicitly crafting text-based instructions (hard prompts), soft
prompting optimizes embeddings that prompt the model in desired ways [71]. These embeddings
act as learned prompts that are annexed to the input, subtly steering the model’s response [72].

Supposing the original input sequence is X = {xj,x2,...,x,} with n tokens, and the target
sequence is Y, to implement soft prompting, the sequence of learned prompt embeddings P =
{p1,P2,-..,Pm} is added, where m represents the number of prompt tokens [73]. This results in

an extended input sequence Z defined as:

Z = 2([P;X])

where [P;X] denotes the concatenation of the prompt embeddings P with the original input
X. The encoder ® processes this combined sequence Z [73], allowing the prompt embeddings to
influence the model’s activations without adjusting the main model parameters, meaning without
fine-tuning [72].

During training, only the prompt embeddings P and the classification head hg are updated,

while the parameters of ® remain fixed [72].

Hard Prompting

The hard prompt is raw human-written instruction or sample with clear and discrete goal aimed
to get the response from the language model. In contrast to soft prompting, where learnt embed-
dings are used to guide the language model, hard prompting makes use of direct text inputs to
guide the LLM into generating the predicted outputs. This approach is often implemented through
carefully constructed phrases or sentences that frame the model’s task [73].

Hard prompting leverages the pre-trained knowledge of an LLM by framing tasks as natural
language inputs. The prompts are carefully crafted to include the task’s context, instructions, and,

if necessary, a few examples.

1. Instruction-Only Prompt: The prompt includes a plain task description.



Chapter 2. Background 14

2. Few-shot prompting: Tasks’s examples are included to guide the model.

3. Structured Prompt: Prompts are explicitly formatted to produce outputs in a specific struc-

tured format.

4. Schema Prompt: Features the utilization of templates that introduce the input context, as

well as the format the answers should follow.

Chain of Thought

Chain of Thought (CoT) is a type of hard prompting that aims at improving the reasoning
ability of language models by designing the prompts to imitate the natural process of solving a
problem. When humans try to solve complex and or multi-step tasks, they tend to view the problem
in smaller parts towards the final answer step by step. In this way, chain-of-thought prompting
allows LLMs to complete the same steps encouraging the generation of several intermediate steps
leading to the final answer [74, 75].

Traditional prompting relies on generating a single-step response directly from the input. In
contrast, CoT prompting structures the input to guide the model into producing intermediate steps
that lead to the final answer. Let the input sequence be X = {x1,x2,...,x,}, and the target response
Y ={y1,y2,---,Ym}- CoT extends X by adding intermediate reasoning steps R = {ry,r2,...,r},

forming an augmented sequence [76, 77]:

Z=[X;R)Y].

The model generates R and Y sequentially, maximizing the joint probability [76, 77]:

P(RY |X)=P(R|X)-P(Y |R,X).

By explicitly modeling the intermediate reasoning process R, CoT prompts encourage the

LLM to "think out loud," improving interpretability and task performance.

2.3.3 Reinforcement Learning from Human Feedback

RLHF is a training paradigm that is used to match the output of large language models with
the preferences of humans. In contrast to the approach of working with predetermined labels or
datasets, RLHF introduces the human judgment aspect into the learning process, obtaining more

reliable, safe, and contextually correct answers [78, 79].
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Normally, there are three phases in RLHF pipeline:

1. Supervised Fine-Tuning (SFT): It is the original fine-tuning on human curated and labeled

set of prompts and the desired answers [78].

2. Reward Model Training: Human annotators rank several responses that the model pro-
duces. The rankings are then used to train a reward model r4(x,y), that predicts a scalar
reward for a prompt response pair (x,y), modelling the preference signal implicitly, mean-

ing it will estimate response quality [80].

3. Reinforcement Learning: A reinforcement learning algorithm (e.g., Proximal Policy Op-
timization) is used to train the base model to maximise the expected reward [80]. Thus,
adjusting the policy of the model 7y (y|x) so that the expected reward of the responses in-

creases:

Eymo o) [0 (x,)]

Here, E denotes the expected value that is, the average reward the model receives when

generating responses y according to its current policy 7g.

2.3.4 Retrieval-Augmented Generation

In the case of generative base models, especially for unusual situations or specific queries, their
main limitation is the fact that a model’s responses will depend on the information that it initially
trained from. This restriction can lead to hallucinations or out-of-context responses [81, 73].

Retrieval-Augmented Generation (RAG) is a hybrid approach that combines the generative
model to do dynamic retrieval in relevant documents. RAG retrieves documents related to a query
and generates a response by incorporating the retrieved information, in a way that the response is
now contextually informed [81, 82].

RAG consists of two primary components:

* Retriever: Identifies relevant knowledge from external sources, such as documents or struc-

tured datasets, and scores them based on relevance to a given query [81, 82].

* Generator: Combines the retrieved knowledge to produce an answer in the context input,

guaranteeing that the response is both relevant to specific context as well as true [81, 82].
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Retrieval

For a guiven query g, the retrieval step in RAG is responsible for finding information relevant
to that query. The goal of the retriever is to rank the k relevant documents d; € D. The query
undergoes the process of indexing to transform it into a vector [82, 83]. For each document dj,
the retrieval probability P(dy|q) is computed, which represents how relevant dy is to g. A common
approach is to calculate this probability based on cosine similarity between vector embeddings of

q and dj, [83].

Generation

After retrieving the top kdocuments documents {d,d>,...,d;} the generation model pro-
duces a response via maximizing the conditional probability of the answer a, given both the query
g and each of the retrieved documents. The formulated query and selected documents are com-
bined to create a structured prompt, which is then presented to a large language model to generate

a response [82, 84].

* Combine g with the retrieved passages to form an augmented input for the generative model:

Z = g;di;dy;. .. di]

* The model generates a response conditioned on Z.

Knowledge Graphs

Knowledge Graphs (KGs) are structured representation of well-established entities and their
relationships often represented in a graph format. While unstructured document retrieval may lack
precision and explainability, KGs present a rich, structured framework for linking common related
concepts [85, 86].

A knowledge graph is defined as G = (V,E), where:

* V is the set of nodes used to represent individual elements [87, 88].

* E is the set of edges that connect nodes and characterize the relationships between them

[87, 88].

* Attributes provide aditional contextual details for nodes and edges, improving reasoning:
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— Node attributes: Gives specific information about an entity [89].

— Edge attributes: Add metadata about the connection, such as confidence scores, rules,

or conditions to refine the relationships between nodes [90].

The graph enables structured traversal and reasoning.

2.3.5 Context Management

For large language model based chatbots, coherence and relevance throughout repeated human-
computer interactions requires both comprehension of current human inputs as well as features to
maintain human context across longer interactions or sessions. Naturaly, LLMs manage short-
term context through information retention in limited model depth, while their lack of long-term
memory causes them to forget previous interactions that must be maintained externally [91, 92].

Since LLMs have a limited context of tokens, a number of approaches have been proposed to

maintain long-term memory.

* Memory Augmentation This frameworks, such as MemoryBank, provide a structured way
to store and manage information beyond the context window. The Memory Bank organizes
entries with timestamps, ensuring that information remains accessible but also decays over
time based on relevance, exactly how the human memory works, where the information that

is no longer needed and critical fades [92].

* Structured Memory Systems These systems implement the long-term memory by aplying
structures that enable the chatbot to navigate and retrieve relevant data more effectively
[93, 94]. Two prominent domains in this area are tree-shaped structures and knowledge

graph-based systems.

— Tree Based Systems For example, the tree-based memory system such as MemTree
arranged information out in hierarchical form akin to a decision tree. The nodes of
the tree refer to a unique piece of information, and the branches represent the link
or relationship between the information. This causes the chatbots to only perform
targeted retrievals by narrowing down paths in the tree based on the context of the

query [94].

— Knowledge Graph Based Systems Models like RecallM serve as graph-based mem-

ory systems that expand beyond hierarchical relationships to indicate interactions as
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nodes and interconnections as edges. This method captures richer, non-linear relation-
ships and allows for more sophisticated reasoning over temporal and relational data.
The graph structures enable the chatbot to track the development of concepts across
time. As new details updates include data are added, the graph is maintained to adjust

edges and nodes to encapsulate the altered context or relationships [93].

* Retrieval-Augmented Generation

Retrieval Augmented Generation, as mentioned in the earlier chapter, allows external knowl-
edge bases or databases and a LLM to work together, so the chatbot can look up information

in real-time [92, 95, 96, 97].

* Dialogue Summarization

Management of context to fit within the token limit of the LLM requires summarization.
Summarization approaches extracts the most relevant information from earlier parts of the
interchange and injects it back into the conversation as needed, preserving the continuity of

the dialogue without going beyond the contextual window [98, 99, 100].

2.4 Graph Theory Foundations for Dialogue Systems

Graphs are used in several ways in designing dialogue systems. The particular attention in
this section is paid to the graph-based dialogue control mechanisms in which nodes correspond
to dialogue states or actions, and the edges represent the set of possible transitions between them,
and thus determine the arrangement of conversational flow. These control graphs form the basis
of dialogue progression control, state management and decision handling [101].

It is important to distinguish these dialogue control graphs from external knowledge graphs,
which represent domain-specific factual knowledge and were discussed in the Section 2.3.4 on

RAG.

2.4.1 Formal Definition of Graphs

A graph is formally defined as an ordered pair:

G=(V,E)

where:
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¢ V is a finite set of vertices (nodes).
» E is a set of edges, where each edge represents a connection between two vertices.

Graphs can be either undirected or directed, depending on organization. In undirected ar-
chitecture, the edges are simply written as unordered pairs («,v), without a particular direction
between the two vertices. On the other hand, in directed graphs edges have a specific direction:
each one is written as an ordered pair (u,v), showing a sequential move from node « to node v
[102].

2.4.2 Directed Acyclic Graphs

A Directed Acyclic Graph (DAG) is a directed graph that contains no cycles. They can be

defined as:

Yv; € V, no path exists such thatv; — --- — v;

In a graph without any loops, there exists only one direction, so it is only allowed to travel to
forward nodes. However, it is worth mentioning that a node can have several predecessors as well

as sucessors [103].

Path Graphs

A path graph is a special case of DAG where the nodes are organized as a linear sequence.

Each node, besides the first and last, has one predecessor and one successor [104]:

Pn:(V,E), VZ{V],Vz,...,vn}, E:{(vi,vi+1)\1§i<n}

where:

* P, denotes the path graph of order #;
* V is the set of vertices (nodes), indexed sequentially from v; to v,;

» E is the set of directed edges, where each edge connects node v; to its immediate successor

Viy1, foralli from 1 ton—1.
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2.5 Task-Oriented Chatbots

2.5.1 Traditional Task-Oriented Chatbot Architectures

The classical task-oriented chatbot was built on a modular architecture where the different
functionalities were separable into different dedicated components [105]. There were typically
three modules in the pipeline: Natural Language Understanding (NLU), Dialogue Management,
that included Dialogue State Tracking (DST) and Policy Learning, and Natural Language Gener-
ation (NLG) [106].

The NLU module interprets user speech to identify the intents and identify the associated en-
tities or slots. As an example, a medical appointment system could have the slots containing the
name of the patient, symptoms, and the preferred date of appointment. The dialogue manager
therefore maintains the dialogue state by recording the filled slots and determines the system’s
next action by using either a rule-based reasoning or learnt dialogue policies. Finally, NLG mod-
ule converts the planning of the system into natural language answers usually through hand-built
templates [106].

The earlier systems initiated their operations using finite-state machines, which correspond
to simple directed graphs [107] , or decision trees. Consequently, the dialogue flows were rather
deterministic and interpretable. These systems were able to perform well in structured fields, due
to the rule-based slot fillings, yet they could not understand language well enough and reacted
poorly to unsual user input [108].

Besides, the pipeline structure had a susceptibility towards error propagation: inaccuracies
at the NLU stage (wrong intent classification and entity extraction) could propagate downstream
and compromise the overall coherence of the dialogue. Though later individual modules were
improved by statistical methods, inherent modularity would impose upper bounds on flexibility

and naturalness [106].

2.5.2 LLM-Driven Task-Oriented Chatbots Architectures

The application of large language models in chatbots has revolutionized the development of
dialogue systems since they have the potential to provide generative and language understanding
capabilities [53].

Chatbots can be used to process a huge range of user interactions without adhering to prede-

fined sets of rules or slots through the use of LLMs [109]. Such flexibility allows having more
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fluent and coherent conversations, as chatbots are able to recognize various expressions and com-
plex sentence constructions [110].

Recent research has explored several strategies for integrating LLMs into Task-Oriented Dia-
log (TOD) systems.

SimpleTOD [111] formulates TOD as a single sequence generation problem using a LLM.
The model predicts sequentially the belief state, database search outcomes, action choices and
delexicalized system responses at each turn, given the entire history of the dialogue. This single
unification allows performing end-to-end training and inference without any modular supervision
or task-specific modules.

SGP-TOD [1] dialog management is broken into specific prompting modules. The DST
Prompter encourages the LLM to directly retrieve the belief state as slot-value pairs via dialogue
history, and the Policy Prompter specifies the system action to be taken next via policy skeletons
which define permissible system behaviors. Such architecture retains complete schema control
through prompting only, meaning that it can be adapted to new domains with zero-shot learning
by only changing the task schema definitions, without fine-tuning the model. The architecture of

this system is illustrated in Figure 2.1.

(- ) | User: | am looking for a restaurant with moderate price range
- serving modern European food.
r )
it t name = pizza hut city, golden wok,
DSTP o etc.; food = dont care, chinese, british, etc..
[ romp! r] pricerange = dontcare, cheap, moderate,
expensive; area = ... Belief Instruction
SQL: select * -
from restaurant where I need a restaurant that |
P pricerange = moderate; serves [value_food]
food = modemn food.
European
" Preferred ™.
g < price range? " t>|Request price range
o
LLM Database
@ i & Yes
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two match \
-~ Preferred - R t
4 area? " 1> lequest area
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Policy Prompterf| y
N Yes
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(— (inform (choices), restaurant Dialog Policy
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‘ System: | have at least 2 choices, do you have a preferred area? |
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FIGURE 2.1: The proposed SGP-TOD architecture is depicted with a dialog ex-
ample [1].

More recently, Cao et al. [2] introduced DiagGPT, a multi-agent framework that orchestrates
LLMs to manage dialogue state in complex task-oriented conversations. DiagGPT does not use

slot-filling or belief state extraction, instead uses a Topic Manager module to dynamically decide
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what the next dialogue step should be based on topic transitions, keeping a stack-like structure to
keep track of pending, active and completed topics. All modules, such as topic enricher and chat
agent, interact through dedicated LLM prompts, allowing the system to both actively walk users
through predefined checklists and freely deal with topic changes and user-instigated deviations.
Figure 2.2 shows the general architecture of DiagGPT and how its Topic Manager, Topic Enricher,

Context Manager, and Chat Agent components help to control the flow of topic-based dialogues.

DiagGPT

Topic Manager {

1. Think Topic Development

2. Maintain Topic Stack
User
3. Enrich Topic 4. Generate Response

Current Topic Query
Topic 1 Topic Enricher —— Chat Agent
—

Response
Topic 2 \ ,

Context Manager

TopicN

Topic Stack

FIGURE 2.2: The framework of DiagGPT [2].

Sohn et al. [3] proposed TOD-Flow , a graph-based control framework in which the latent
task structure of task-oriented dialogues is learned directly from annotated dialogue act data. The
TOD-Flow graph emcompasses three kinds of connections amid dialog acts: Can (the permis-
sibility of an action), Should (the preferred actions), and Should Not (the actions that should be
avoided) depending upon the existing state of dialogue. These relations are inferred via decision
tree models trained on observed dialog trajectories without requiring manual definition of task
schemas or workflows. TOD-Flow can be thought of as a filtering and ranking layer, once learned
it constrains the outputs of both dialogue policy models and end-to-end LLM-based dialogue gen-
erators, significantly increasing prediction accuracy and consistency of responses. This system

architecture is in the Figure 2.3
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FIGURE 2.3: TOD-Flow architecture [3].
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Walker et al. [112] introduced GraphWOZ a dialogue management framework in which the
dialogue state is modelled as a dynamic knowledge graph instead of the static slot-based repre-
sentation. The nodes of the graph represent entities (e.g., persons, events, locations, groups) or
dialogue elements (e.g., utterances, entity mentions) and the edges represent semantic relations
(attendance, organization, or coreference, etc.). As the conversation progresses, new nodes and re-
lations are incrementally added or updated. The dialogue management system works in two major
components: conversational entity linking, mentions in user utterances are linked to graph enti-
ties with neural classifiers over string-based and graph-based features; response ranking, where
subgraphs are natural language summaries and prepended to the dialogue history to condition
response selection by a fine-tuned language model.

AutoTOD [106] is a fully end-to-end task-oriented dialogue system introduced by Xu et al.
that abolishes the modular design of TOD systems by letting a LLM take full dialogue control.
Within this framework, all fundamental dialog capabilities such as intent recognition, dialogue
state tracking, policy learning, slot filling, Application Programming Interface (API) calling, error
handling and natural language generation are handled by the LLM. The system is defined purely
in terms of schema-guided zero-shot prompting, where a task schema, a description of available
APISs, slot definitions and constraints, is inserted into the prompt to direct the reasoning of the
LLM at each step. Structural knowledge is offered by this schema, nonetheless, no dialogue flow
management or state machine is enacted explicitly, the LLM takes dynamic control of interpreting
both the user input and the present dialogue context to decide independently what to do subsequent.

The LLM ContextBridge architecture [113], which was designed as an automotive virtual
assistant, features an architecture of a dual interpretation pipeline that takes advantage of the
strengths of both rule-based systems and generative systems. To answer simple questions, an
intent classification and slot extraction is done by a classical NLU module. When user utterances
are unclear, incomplete or require vast context (e.g. “and tomorrow?), the system makes use of
an LLM to rephrase the utterance into an explicit and full command. This reformulated input is
again fed back into the common pipeline so that improved comprehension can be achieved without
retraining and changing downstream parts.

The Script-Based Al Therapist [4] integrates deterministic finite-state machines and the gen-
erative properties of LLMs to guarantee clinical safety and natural flow of therapeutic dialogue.
The conversation is controlled by a pre-scripted finite state machine, and every state denotes a
fixed therapeutic step under psychological protocols. The planning and the selection of the next

action is not the responsability of the LLM, but it has two roles. First, it translates the structured
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instruction of each state into fluent, caring, and contextually appropriate natural language. Second,
it determines whether the response of the user meets the clinical expectations of the step they are
on, and thus decides whether it is reasonable to continue in the script or rephrase the prompt. Such
a dual-role design allows a strict adherence to the protocol, utilization of the advantages of the
LLM in empathy and flexibility of language understanding, without any safety or interpretability
sacrifices.

Figure 2.4 illustrates the general architecture of the Script-Based Al Therapist. The Assessor
LLM identifies whether the input of the user meets the therapeutic objective of the state in ques-
tion; when this is the case, the Dispatcher LLM will use the next part of the structured script, and

the Dialog LLM will verbalize this in a natural, empathetic manner.

IF not completed
yet: Triggers to
proceed

1) Assesses
whether
current section
of instructions
is completed

4) Generates
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based on
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next

Dispatcher
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Assessor LLM Dialog LLM

section
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ity user

Script

Dialog
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FIGURE 2.4: General architecture of the Script-Based Al Therapist [4].

The main architectural characteristics of the discussed LLM-driven task-oriented dialogue sys-

tems are summarized in Table 2.1.

TABLE 2.1: Comparison of modern LLM-driven task-oriented dialogue architec-

tures.
Approach Architecture | Role of LLM Dialogue Control | Limitations
Type
SimpleTOD End-to-end Full generation | Fully implicit (no | Requires large anno-
[111] supervised (state  tracking, | external control) tated datasets; lack of
policy, response) transparency:

Continued on next page
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Table 2.1 — continued from previous page

classical pipeline

Approach Architecture | Role of LLM Dialogue Control | Limitations
Type
SGP-TOD [1] | Schema- Dialogue  state | Schema- Domain Adapt-
guided tracking and | constrained ability; schema
prompting policy generation | prompting dependency
via schema-based
prompts
DiagGPT [2] | Multi-agent LLM per mod- | Topic stack | Complex prompt de-
prompting ule (topic man- | tracking with | sign; limited explicit
orchestration | ager, topic en- | LLM-controlled control
richer, chat agent) | transitions
TOD-Flow Graph- Policy = ranking | Learned dia- | Requires dialog act
[3] inferred conditioned on | log act graph | annotations
policy learn- | graph (Can/ Should/
ing ShouldNot)
GraphWOZ Entity-centric | Response gener- | Knowledge graph | Entity linking ambi-
[112] knowledge ation conditioned | state tracking guity
graph on entity sub-
graphs
AutoTOD Fully zero- | Full LLM deci- | Fully implicitcon- | No interpretability;
[106] shot schema- | sion making (in- | trol with schema | lack of transparency
prompted tent, policy, API | injected in prompt
LLM calls)
LLM Con- | Dual NLU | Reformulates Dialogue state and | Latency and consis-
textBridge pipeline with | ambiguous  ut- | flow managed by | tency issues; dual
[113] LLM refiner terances for | legacy pipeline pipeline complexity

Script-Based
Al Therapist
(4]
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Synthesis

End-to-end approaches such as SimpleTOD and AutoTOD aim at complete automation, with
the LLMs having complete control of the dialogue without any structure. Although this results
in compelling fluency and simplicity, it directly costs interpretability, clinical traceability and the
capability of enforcing domain-specific protocols, such that these architectures are not appropriate
in safety-critical settings like clinical symptom assessment.

Systems such as SGP-TOD and DiagGPT use modular prompting approaches, in which vari-
ous subtasks (e.g. state tracking, policy generation) are addressed with structured prompts. These
systems maintain flexibility while preserving control via schemas or topic stacks, offering a mid-
dle ground between raw LLM power and structured task execution. Their versatility to fit in new
areas without any retraining is particularly attractive in the changing health care environment.

TOD-Flow and GraphWOZ use graph-based representations to model dialogue flow or knowl-
edge states. Whereas TOD-Flow implicitly learns the dependencies between actions based on dia-
log act information (Can / Should / Should Not), GraphWOZ deals with the entity-level semantics
by use of dynamic graphs. These methods provide formal organization and allow decision-making
to be consistent, but GraphWOZ adds more complexity that is unnecessary in situations requiring
a protocol-based approach to decision-making.

Hybrid designs like LLM ContextBridge combine deterministic flows with selective LLM
intervention. The fundamental flow of conversation in the system is determined by some predeter-
mined rules or scripts. The LLM is only called when the user does not do what is expected, e.g.
when the input is vague or not on-topic, to rephrase, clarify or deal with exceptions. But the LLM
does not make the decision of whether the system will proceed to the next step, this is still in the
control of the rule based engine.

The Script-Based Al Therapist follows a strictly scripted flow defined by a finite-state machine,
but integrates the LLM more actively and continuously. At every step, there are two distinct roles
that the LLM fulfills. First, to transform structured therapeutic instructions into natural, empathetic
language. Second, it will serve as an assessor that determines whether the input of the user meets
the clinical goal of the current state. It is only in case of such positive validation that the system
goes to the next scripted step. This configuration guarantees maximum adherence to the protocol
and takes the best of the benefits of LLMs in the context of natural language processing and
user interaction, which is extremely applicable to sensitive and safety-sensitive areas like clinical

interviews.
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Chapter 3

Literature Review

In order to methodically find and categorise existing approaches and solutions for the research
question, a scoping literature review was conducted to evaluate and compile the current status of
the creation and application of digital symptom monitoring tools for cancer patients. It specifi-
cally evaluated the technology employed, the methodology’s adherence to CTCAE guidelines, the
usefulness and efficacy of the suggested solutions, and the effect these solutions have on patient ex-
perience and symptom control. This review sought to provide guidance for the following question:
What digital tools based on CTCAE are being used for cancer patient symptom monitoring,

and what are their features, usability, and reported effects on symptom management?

3.1 Methods

A scoping review following the Preferred Reporting Items for Systematic Reviews and Meta-
Analyses Extension for Scoping Reviews (PRISMA-ScR) guidelines [114], was employed in this
scoping review to provide a more standardized approach to reporting the investigation of digital

tools for monitoring cancer treatment symptoms based on the CTCAE.

3.1.1 Eligibility Criteria

Studies were selected according to predefined inclusion criteria in Table 3.1 focusing on digi-
tal tools for monitoring cancer treatment related symptoms aligned with CTCAE criteria. Eligible
studies included adult or pediatric cancer patients undergoing active treatment where a digital in-
tervention (such as an mobile Health (mHealth) app, web platform, Al based system, or other elec-

tronic tool) was used for symptom tracking or toxicity monitoring in accordance with CTCAE or
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PRO-CTCAE standards. Only original research articles (including intervention studies, pilot/fea-
sibility studies, or system development papers) published in English from 2014 onward were in-
cluded. This date cutoff was chosen to capture recent advancements following the introduction
of PRO-CTCAE and the rise of mobile and digital health solutions in oncology. Studies focusing
purely on therapy outcomes without a symptom monitoring component, not using CTCAE cri-
teria, not involving a digital tool, or not describing the tool’s development/implementation were
excluded.

TABLE 3.1: Inclusion criteria.

Category Inclusion Criteria

Population  Cancer patients undergoing treatment with relevant
symptom monitoring.

Intervention Digital tools for monitoring cancer treatment symp-
toms aligned with CTCAE criteria.

Technology Digital tools, such as mHealth, eHealth, Al-based,

Type or electronic platforms for oncology symptom track-
ing.

Outcome Study reports on symptom monitoring outcomes us-
ing CTCAE.

Study Focus Development, design, or implementation of digital
tools for oncology symptom monitoring.

Language Published in English.

Publication = From 2014 onward to capture recent advancements

Date in digital health.

Study Type Original research (e.g. clinical trials, pilot studies,
feasibility studies, implementation studies).

A comprehensive search was conducted across four databases: PubMed, Scopus, EBSCO,
IEEE Xplore and ACM Digital Library. The search was structured to capture relevant studies
on digital tools designed for symptom monitoring in oncology, leveraging the following boolean
query: ("cancer" OR "oncology") AND ("digital*" OR "mHealth" OR "electronic*" OR "eHealth"
OR "AI" OR "Atrtificial Intelligence") AND ("monitor*" OR "evaluate*" OR "assess*" OR "track*")
AND ("symptom*" OR "side effects" OR "Adverse Events") AND ("CTCAE" OR "Common Ter-
minology Criteria for Adverse Events"). This query was adapted as needed for each database’s
search interface. The final search was executed in december 2024, and an updated sweep was done

in february.
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3.1.2 Selection of Sources and Screening

The initial search yielded 593 articles. A total of 203 duplicate articles were removed using
Excel, leaving 390 unique articles. Titles and abstracts of these articles were screened, leading to
the exclusion of 248 articles based on irrelevance to digital symptom monitoring or non-aligment
with CTCAE criteria. After a more refined review, 54 articles were excluded for not being digital
tools, 48 for evaluating existing tools without detailing their development, and 10 more because
they did not discuss the development of the digital tool in question. After this thorough screening,
15 articles were included and the study selection process is illustrated in a PRISMA flow diagram

in Figure 3.1.

Identification of studies via databases and registers

5 Records removed before
" Records identified from SCreening:
!E databases: — Duplicate records removed
E (m=5483) (n=203)
=
¥
o
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4 ¥
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of digital tools not developed by
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__J of the digital tool without
L menfioning the development)
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S {n=15) (Impact of a treatment) (n = 17}

FIGURE 3.1: PRISMA 2020 flow diagram of the study selection process.

3.2 Results

A data extraction form was developed to capture key information from each included study,

including: author, year, country, study design, patient population, type of technology, integration
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of CTCAE/PRO-CTCAE, and main outcomes (usability findings, symptom control outcomes,
etc.). For further evaluation of the articles, an assessment tool, Scale to Assess the Methodological
Quality of Studies Assessing Usability of Electronic Health Products [115] was used, and the
articles were evaluated on 15 questions from the assessment tool with yes/no.

Fifteen studies were included and analyzed. The studies were heterogeneous for the types of
digital symptom monitoring tools evaluated, with the most common types being mobile applica-
tions web-based and Electronic Health Records (EHR) integrated platforms.

The majority of studies found high usability with System Usability Scale (SUS) scores usually
between 86 and 93, which indicates good patient involvement.

Clinically, several of these tools have benefits, including better symptom management, im-
provement in quality of life, and decreased healthcare utilization with fewer hospital admissions
and emergency department visits.

Specific study details and results are provided in Table 3.2 offering a mechanism of comparison

between study designs, methods, and findings.

TABLE 3.2: Digital Tools Using CTCAE or PRO-CTCAE: Instruments and Clin-
ically Relevant Outcomes

Study Country Design Digital Tool Instrument Main Outcomes
Used
Soh et al. (2018) | South Ko- | Interventional Mobile app LifeM- | PRO-CTCAE QoL improved signifi-
[116] rea observational anager cantly (EORTC QLQ-
study; 203 C30, p = 0.02); high
patients satisfaction (4.06/5);
86.7% completion rate.
Egbring et al. | Switzerland| Randomized con- | Mobile/web app | CTCAE v4.0 High symptom reporting;
(2016) [117] trolled trial; 139 | with ECOG median survey 3.5 min;
breast cancer pa- no direct clinical outcomes
tients reported.
Kim et al. (2023) | South Ko- | Pilot study; 30 | Mobile app Smart | CTCAE v5.0 / | 264 alerts generated; us-
[118] rea patients Cancer Care PRO-CTCAE ability 4.06/5; positive fea-
sibility, no QoL or efficacy
data.
Lencioni et al. | USA System eval- | Web-based AERS | CTCAE v4.0 AE  reporting  175%;
(2015) [119] uation; 350 | platform queries [60%; focus on
patients reporting efficiency.
Hassett et al. | USA Multicenter; Web platform | PRO-CTCAE 26,268 surveys; 264 alerts;
(2022) [120] >3,000 patients eSyM,; Epic- feasibility demonstrated at
integrated scale.
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Study Country Design Digital Tool Instrument Main Outcomes
Used
Kestler et al. | Germany Clinical trial; 66 | Mobile app NEMO | CTCAE v5.0 Significant improvement
(2021) [121] patients in QoL from baseline to
end; high usability (SUS
92.5/100).
Lapen et al. | USA Pilot; 678 breast | ePRO weekly sur- | PRO-CTCAE Reduction in moderate-
(2021) [122] cancer patients veys via portal severe toxicities

(p < 0.001); 72% engage-

ment; anxiety unchanged.

Gomaa et al. USA Pilot; 34 GI can- | SMS-based RT- | PRO-CTCAE PAM  score improved
(2023) [123] cer patients CAMSS with (p =0.02); 7.4% triggered
chatbot alerts; no QoL/efficacy
outcome.
Moradian et al. | Canada Development Web platform V- | CTCAE (irAEs) High  usability (SUS
(2023) [124] with stakeholders Care 86.2/100); 94% comple-
tion; no clinical outcome
measured.
Basch et al. | USA Development and | Web PRO-CTCAE | PRO-CTCAE Test-retest reliability r >
(2014) [47] validation platform 0.8; instrument validation
only.
GraSi¢ Kuhar et | Slovenia Controlled  co- | Mobile app mPRO | PRO-CTCAE QoL improved (+10.1 and
al. (2020) [125] hort; 91 patients Mamma +10.6); trend toward fewer

hospital visits.

Haegermark et al. | Norway Usability test; 10 | Web prototype with | CTCAE / PRO- | High usability (SUS

(2023) [126] patients feedback CTCAE 92.5/100); no clinical
effectiveness data.

Barz Leahy et al. | USA Feasibility; 52 | Pedi-PReSTO Ped-PRO- 92% participation; 21% of

(2021) [127] pediatric patients online web-based | CTCAE reports triggered clinician

form tool action; positive feasibility

only.

Underwood et al. | USA Usability/feasibility; Mobile app | PRO-CTCAE 84% would use; 76% rec-

(2022) [128] 25 patients mPROS ommend; no outcome on
efficacy or QoL.

Taramasco et al. | Chile Co-design; 12 pa- | Prototype app | CTCAE / PRO- | Identified needs (e.g.,

(2023) [129] tients + clinicians +Contigo CTCAE tailored language);

development-focused, no

clinical results.

Abbreviations: CTCAE, Common Terminology Criteria for Adverse Events; PRO-CTCAE, Patient-Reported Out-
comes version of CTCAE; eSyM, Electronic Symptom Management; mHealth, mobile health; ePRO, electronic patient-
reported outcomes, EHR, electronic health record; QoL, quality of life; SUS, System Usability Scale; SMS, Short Mes-
sage Service; Al artificial intelligence; AE, adverse event; irAEs, immune-related adverse events; EORTC QLQ-C30,
European Organisation for Research and Treatment of Cancer Quality of Life Questionnaire-Core 30; PAM, Patient

Activation Measure.
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The development and use of digital devices for symptom tracking in oncology has demon-
strated promising results, major obstacles, and beneficial effects on patient care. Whether they
consist of mobile application (app), web-based or Electronic Medical Records (EMR) programs,
these tools show the importance of user centric design, teamwork with different specialists, and
extremely strict security levels in meeting the needs of oncology patients as well as healthcare

providers.

3.2.1 Types of Digital Tools Developed

Based on their technological approach, the digital tools found in this scoping review can be
divided into four main categories: Mobile apps, Web-Based Platforms, Short Message Service
(SMS)-Based Systems, Hybrid Platforms (Mobile + Web). This classification aids in mapping the

variety of digital tools available for oncology symptom monitoring.

* Mobile apps

— LifeManager: An educational chat with to-do lists in a mobile app.
— Smart Cancer Care: Android/iOS app for monitoring symptoms of cancer.

— NEMO: Mobile app for offline access and data transfer with Quick Response (QR)

code.
— mPRO Mamma: Mobile app with feedback communications that are encrypted.
— mPROS: Mobile app for capturing toxicity during radiation therapy.
— +Contigo: Co-designed mobile app for tracking symptoms post breast cancer treat-

ment with a focus on patient-centered design.

¢ Web-Based Platforms

AERS: A web-based platform for capturing adverse events integrated with EHR for

seamless integration.

eSyM: platform integrated with EpicEHR.

V-Care: Web platform for the recording of irAEs.

PRO-CTCAE System: Online symptom reporting system for patients.

mHealth app Prototype: Prototype to monitor chemotherapy side effects via web in-

terface.
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— ePRO System: Monitored remotely with a patient portal for acute post-radiation toxi-

cities.
* Hybrid Platforms (Mobile + Web)
— Mobile and Web App: Incorporates the ECOG with sliders symptom tracking.
* SMS/chatbot Based Systems

— RT-CAMSS: SMS-based system with chatbot for monitoring symptoms.

— Pedi-PReSTO: Monitors symptoms with online forms and reminders sent via SMS and

email.

3.2.2 Symptom Monitoring According to CTCAE

All tools in the studies employed CTCAE frameworks or its patient-reported adaptation PRO-
CTCAE, ensuring that the symptoms monitored were standardized and clinically relevant. This
alignment allows patient-reported data to be mapped to the common grading (Grade 1-5) used by
oncology professionals, facilitating clearer communication and potential integration with clinical
decision-making. In practice, most digital tools simplified the way CTCAE grading was presented
to patients. For example, some apps used plain-language phrasing or intuitive slider scales to
represent severity, rather than medical jargon.

Several tools utilized the PRO-CTCAE item library. Many subsequent digital interventions
built their symptom questionnaires from these items. For instance, the PRO-CTCAE was the basis
of the survey content in the eSyM program, the Lapen et al. remote monitoring system for radiation
oncology, and the Underwood et al. mPROS app for radiation toxicities.

A noteworthy point is that the pediatric adaptation (Ped-PRO-CTCAE) was used in the chil-
dren’s study. This version adjusts questions to be answerable by children (ages 7 and up) or
their caregivers, reflecting differences in symptom perception and communication in younger pa-
tients. The success of that study (with high response rates from children and parents) indicates

that CTCAE-based monitoring is feasible outside the adult population when properly tailored.

3.2.3 Technology and Frameworks Used

A central feature that stood out in some of these applications was the cross-platform appli-

cation interfaces for building applications that can work across various operating systems. For
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example, NativeScript was used in the NEMO app, which allowed users to track their symptoms
in real time on both Android and iOS. Moreover, Node.js was also used.

For the purpose of early stage designing and prototyping, Figma’s contribution was significant
during the first stages of development of initiatives such as the V-Care platform. Because it enabled
designers to design clickable demo screens to present to the users of the platform for their feedback
before the actual development was done.

Integration with existing clinical systems required attention to interoperability standards. EHR
standardisation was necessary in tools such as AERS and eSyM which were components of the
EpicEHR. This included the ability to transfer data securely using HL7 messaging and MirthCon-
nect. As a result of including these instruments in the current EHR systems, clinician efficiency
was enhanced since symptoms of interest could be viewed in the patient’s record in real-time. In
terms of an adverse drug event reporting system, such integrations were key in reducing the burden
of data management processes and improving the quality of data collected.

Protecting data and ensuring the confidentiality of information were given utmost consider-
ation in the design of all the electronic systems especially because of the delicate nature of the
information they handled. Systems implemented mechanisms such as encryption and OAuth 2.0
to ensure safe authorization while restricting access to patients’ information during interaction. For
instance, the NEMO application introduced a unique QR code protocol for offline data transfer,

ensuring that information could be securely transferred without relying on internet connectivity.

3.2.4 Outcomes

Usability was the main strength found in the studies for these tools, and in most of the studies
they scored highly. For example, the SUS score of the NEMO app was 92.5, indicating that
elderly patients were deliberately considered in the design of the app with complete font size,
high contrast, and intuitive navigation. Likewise, the V-Care platform had a SUS score of 86.2,
indicating very good usability and retention rates (81% of eligible patients were recruited, with
85% completing weekly symptoms questionnaires over 12 weeks). The Norwegian prototype
tested by Hegermark et al. also reported SUS 92% and found that the majority of tasks in a
usability test were completed successfully by patients, with only minor usability issues identified.
Underwood et al. did not use SUS but reported that 84% of patients would continue using their

app and 76% would recommend it, reinforcing ease of use.
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Beyond usability, an essential question is whether these digital monitoring interventions lead to
meaningful improvements in clinical outcomes or processes. Several studies reported on symptom

control, quality of life, and healthcare utilization metrics:

* Symptom detection and alerts: Tools like eSyM and RT-CAMSS generated alerts for severe
symptoms, enabling care teams to intervene. In eSyM, 264 alerts (for high-grade symptoms)
were triggered across six health systems. InRT-CAMSS, about 7.4% of weekly symptom
reports led to an alert for clinical follow-up. These systems thereby captured issues that

might otherwise have gone unnoticed between visits.

* Quality of life (QoL): Several interventions aimed to improve patient QoL by better man-
aging symptoms. The mPRO Mamma app trial reported significantly higher QoL scores
in the app group; within the first week of therapy, global QoL improved by an additional
10.1 points in the intervention arm compared to controls (p = 0.02). By the end of treat-
ment, the difference in QoL summary score was even larger (+10.6, p = 0.002). These are
clinically meaningful improvements, suggesting that proactive symptom monitoring and
self-management can positively impact patients’ well-being during chemotherapy. Soh et
al. similarly found improved QoL in patients using their LifeManager app (with a signifi-
cant increase on EORTC QLQ-C30 scores, p = 0.02) along with high user satisfaction. On
the other hand, some studies focused on acute toxicity management like Lapen et al. did not
measure QoL directly but showed that better symptom control (fewer severe toxicities) can

be achieved, which likely translates to improved overall patient comfort.

* Healthcare utilization: Some evidence emerged that digital monitoring can influence health-
care utilization, such as emergency visits or hospitalizations. Egbring et al. noted that
routine symptom tracking did not negatively affect functional status and might help main-
tain it. More directly, Lapen et al. observed that among breast cancer patients undergoing
radiation, those using the ePRO system had a significant reduction in moderate-to-severe
toxicities over 2 months, which could translate to fewer urgent care needs. Grasi¢ Kuhar’s
study did not find a statistically significant difference in hospital visit rates, but there was
a trend toward fewer hospitalizations in the app group (37% had at least one hospital visit
vs 54% in control, p = 0.13), hinting at a potential reduction in acute care utilization. As
most included studies were pilot trials, were not powered to detect survival differences, but
they do reinforce that patients were often able to manage symptoms better. For instance,

Gomaa et al found that the patient activation measure (Patient Activation Measure (PAM))



Chapter 3. Literature Review 36

improvement of +3.7 points in the RT-CAMSS pilot suggests patients felt more in control

of their care, which in theory could reduce unnecessary healthcare use.

* Workflow efficiency and data quality: From the provider/system perspective, integrated
tools showed gains in efficiency. The AERS system dramatically reduced the time needed for
research staff to clarify adverse event data (60% reduction), and it cut down on missing data
in trial reports. These improvements imply that digital tools can streamline processes that
traditionally consume significant clinical or administrative time. Providers in the pediatric
study responded that the daily symptom emails were useful 97% of the time and easy to
interpret, indicating that when information is presented well, it can be readily incorporated

into care decisions without adding burden.

3.3 Discussion

This scoping review discussed the present situation of the digital tools currently available
to assist with symptom monitoring in oncology based on CTCAE or PRO-CTCAE frameworks.
Although the majority of the tools proved to be technically feasible and highly usable, only a
small fraction reported improvement of the clinical outcomes. This discussion identifies common
patterns, addresses possible factors that may explain them, and outlines implications regarding

development and research in the future.

3.3.1 Clinical Impact and Technology Type

Out of the 15 studies considered only 4 of them explicitly stated that there were statistically
significant changes in patient outcomes in terms of quality of life or decreases in treatment related
toxicities. It is important to note that each of these interventions was provided through mobile
applications that allowed active symptom monitoring, personalized feedback, or education. This
indicates that mobile platforms perhaps offer resources over web-based or SMS systems, which
could be because of their availability, timely, and the ability to incorporate interactive features.
But because many of the studies did not measure clinical impact (e.g. QoL) as an endpoint, the

lack of evidence does not always mean evidence of no effect.
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3.3.2 Usability and Patient-Centered Design

The majority of the tools had high scores of usability, especially those that were designed
using the co-design strategies including patients in the prototyping stage. Although usability in
itself is not sufficient to ensure clinical effectiveness, it could improve patient engagement, which

subsequently would promote symptom reporting and prompt response.

3.3.3 Standardisation and Flexibility in Measurement of Symptoms

All the tools were based on CTCAE or PRO-CTCAE frameworks as expected on the basis of
the inclusion criteria. They were, however, implemented rather differently. Some implemented
the entire PRO-CTCAE item library whereas others modified the wording, included sliders, or
modified phrasing to increase accessibility.

Such adaptations represent a compromise between standardisation and flexibility, which is
especially significant in cases when the literacy level or age group is involved. Application of
Ped-PRO-CTCAE in a single study demonstrated that reporting according to CTCAE can be suc-
cessfully adapted to the paediatric populations.

Although such modifications can enhance ease of use, they can also cause issues with data
comparability between tools. Future studies are needed to explain the process of modification and

validation of PRO-CTCAE items in every digital setting.

3.3.4 Alerts and Workflow Integration

A subset of tools (e.g., eSyM, RT-CAMSS) incorporated automated alerts to notify care teams
of severe symptoms. These were also among the few tools that provided clinician follow up ac-
tions and enhanced workflow efficiency. As an example, AERS platform reduced the clarification
requests by 60%. These results indicate that the implementation of symptom monitoring into
the current clinical practices not only enhances the quality of data but might allow earlier inter-
ventions. Nevertheless, in most studies, alerts did not directly translate to documented clinical

decisions, which implies that they are not fully integrated into the processes of decision-making.

3.3.5 Gaps and Research Opportunities

The analyzed literature was mostly pilot projects, observational designs, or feasibility studies.
There were few randomised controlled trials, and few reported strong clinical outcomes, like qual-

ity of life, hospitalisation or adherence to treatment, which hinders the possibility of making final
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conclusions concerning effectiveness.

Another restriction is that most of the tools lacked follow-up clinical validation. Multiple inter-
ventions proved to be highly usable and feasible, yet never underwent clinical outcome evaluation
rigorously. In the absence of this second step of validation, it is not clear that these digital tools
have any effect at all in improving patient care.

Also, there is a variety of technologies, outcome measures, and target populations, which
makes meta-analysis or benchmarking difficult. Multicentric trials with well defined primary out-
comes and comparison groups should be prioritised in the future, to enable more solid conclusions
regarding efficacy, cost-effectiveness, and long-term advantages.

Besides these evidence gaps, a number of methodological limitations were identified through-
out the reviewed studies. These include small sample sizes, lack of control groups, and limited
reporting on data security protocols. Moreover, the digital literacy and the ability to have access to
internet-enabled smartphones can be a limitation to some groups of patients. Future research and
implementation strategies should put these problems into consideration.

Lastly, the majority of tools found in the review were based on the static and form-based ap-
proach to reporting symptoms, which include checklists or multiple choice surveys. Even though
this format is easy to implement, it might be possible that it does not perfectly match the experi-
ence of the patient and fit the variations of language and expression. Dynamic tools that capture
patients’ complaints like chatbots are barely investigated in this area. The review found only a
single paper that adopted the use of a chatbot, and it adhered to a rule-based logic with SMS,
without dynamic reasoning and generation of natural dialogue. This demonstrates an existing gap
in the landscape in terms of technology and how more expressive and adaptive interaction models

can be used to assist in organized symptom gathering.

3.3.6 Future Directions

In the future, the scaling and implementation of these tools in wider, multicentre investigations
must be a priority where their efficacy can be evaluated in multiple populations and healthcare
settings. Wider validation will be required to comprehend generalisability and feasibility in the
real world other than the controlled pilot settings.

Long-term effects of these tools on clinical outcomes, healthcare utilisation and cost-effectiveness

have to be evaluated. Although the feasibility and usability of the intervention is the topic of many
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existing studies, future assessments are required to determine whether these digital interventions
can indeed benefit patient care and resource utilization.

The utilization of innovative technologies, including LLM, opens a positive prospect. Specif-
ically, the intersection of chatbots with LLM consistent with CTCAE guidelines may provide the
opportunity to conduct smart symptom triaging during natural conversation in real-time. This can
automate the process of patient reporting and cut on the workload of clinicians by limiting manual

symptom reporting.

3.3.7 Conclusion

Symptom monitoring digital tools in oncology can be viewed as a potential breakthrough
in the area of cancer care and health technology. In this scoping review, it was identified that
since 2014 many platforms such as mobile apps, web portals as well as SMS-based systems have
been designed to aid in the real-time reporting of treatment associated symptoms by the patient,
according to standardised CTCAE measures. The instruments have proved to be highly usable in
various patient groups and seem to enable earlier identification of adverse events.

Initial data indicate possible advantages in terms of preserving the quality of life, enhancing
patient engagement, and simplifying clinical processes due to the ability to intervene immediately
in reaction to extreme symptoms. However, most studies to date have been limited in scale, scope,
and duration, and robust evidence of long-term clinical benefit is still emerging. There are still
major issues, such as the integration into various healthcare systems and equitable access to all the
patients.

In conclusion, digital symptom monitoring systems have been found to be viable and accept-
able in the oncology environment and this suggests a future where digital platforms, which are
aligned with CTCAE, can be a reality to be incorporated into the ongoing cancer care. Such tools
can increase the effectiveness of supportive care and have a positive effect on clinical outcomes.
They make it possible to report symptoms sooner to patients and provide clinicians with the op-
portunity to act on the information collected between visits. Future research, especially large-scale
randomised trials, and implementation research in the real-life setting will be required to validate

and operationalise the effect of such digital interventions fully.
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Chapter 4

Developing a Clinical Chatbot for
Structured Symptom Reporting in

Oncology

The gaps found during the scoping review, provided in Chapter 3, where the use of conver-
sational tools in monitoring symptoms in oncology is minimal, were used to inspire this project.
Although a number of digital solutions are suggested, the majority of these tools are based on
static and form-based ways of monitoring the symptoms. Conversational systems are still quite
uncommon. Only a a single study was found that used a chatbot. However it was a rule-based
SMS system with no sophisticated reasoning or dynamic communication.

To address these gaps, this project suggests the creation of a system consisting of a conversa-
tional chatbot that would provide patients, a way to report and monitor their symptoms, according
to CTCAE guidelines, dynamically. The system’s aim is to provide a more natural experience
in reporting the symptoms, than the ones found in literature, while maintaining clinical rigor, by
combining deterministic dialogue structure, ensuring protocol compliance, with LLM, for ques-
tion generation, response evaluation, and symptom grading.

The modern TOD frameworks found in Section 2.5 were analyzed to provide the architectural
direction. The fully end-to-end architectures were not considered suitable in high-stakes medical
settings since they are not transparent, do not limit the reasoning path, and it is hard to validate
internal decision-making. In contrast, systems like SGP-TOD and the Script-Based Al Thera-
pist proved that combining rule-based structure with LLM enables both linguistic flexibility and

control, making hybrid approaches more suitable for medical dialogue systems.
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4.1 PartI: System Design

This first part presents the architectural principles of the system.

4.1.1 Overview

The system outlined in the current dissertation was inspired directly by the Script-Based Al
Therapist [4]. A system that combines LLM with oriented dialogue structures, allowing patients
to follow stipulated protocols.

The present system also adopts a modular, rule-guided approach aligned with LLM. Each
symptom is modeled as a predetermined path graph in which, each node represents a clinical
dimension in agreement with CTCAE requirements. The dialogue advances deterministically
through these nodes, ensuring that all these dimensions are always covered. At each step, the
LLM is used in a modular way: to generate context appropriate questions in natural language, to
evaluate whether the patient’s response satisfies the clinical objective and to produce summaries
and justifications that support symptom grading.

This architecture separates language generation from dialogue control, which enables natural
and flexible interactions with the patients, while preserving control of the conversation’s direction.

The system is composed of different modules, with the main one being the Dialogue Execu-
tion Module, which manages the dialogue process, as it is in charge of walking the patient through

the conversation. It’s composed of three components:

1. Node Controller: navigates the symptom’s path graph. It activates each node in the graph,

which allows the conversation to flow.

2. Question Generator (LLM): generates natural language questions based on the objective

of the current node.

3. Response Assessor (LLM): responsible for analyzing if the patient’s response is sufficient

to fulfill the node’s objective or requires further clarification.
Additional system modules support other key tasks in the workflow:

* Symptom Identifier: maps additional patient-reported symptoms in free-text form to exist-

ing symptoms present in the CTCAE.

* Node Summarisation Module: produces a short clinical summary per node completed.
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* Grade Assigner: assigns a CTCAE grade to each of the symptoms reported.
* Grade Validator: performs consistency check on the assigned grade.

* Medical Report Generation: provides a concise summary of the reported symptoms and

aligns the all the session output in a structured medical report.

4.1.2 Symptom Modeling

All clinical relevant dimensions with respect to CTCAE grading were covered by mmod-

elingeach of the symptoms in the system as a path graph.

Symptom Modeling and Data Selection There are 837 adverse event terms defined in CTCAE
v5.0 developed and maintained by the United States NCI. They represent a wide range of display
forms, such as complaints that patients report, laboratory abnormalities, and clinical finding of
healthcare professionals themselves. Grading and classification of every event can be based on
one or more of these sources of information.

Nevertheless, some CTCAE terms cannot be applied in a digital environment, where the pa-
tient is responsible for reporting the symptom. A manual search of the entire CTCAE catalogue
was carried out to select the subset of symptoms suitable to the structured and language-based

reporting. Each AE term was individually evaluated according to two inclusion criteria:

* Patient-observable: The symptom should be self-observable and reportable, requiring nei-

ther clinical equipment nor clinical knowledge.

* Language-expressible: The symptom should be expressible in ordinary, non-technical lan-

guage.

Symptoms that failed to meet either criterion were discounted. This screening produced 203

eligible symptoms, about 24% of the CTCAE catalog.

Structured Symptom Representation

In the following section, the internal structure of mapping each CTCAE symptom into a set
of clinically meaningful information nodes is described. This scheme unites official grading defi-
nitions and a detailed dissemination into discrete information nodes, which set up the systematic

collection of clinically relevant information.
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For each symptom, the following data elements where directly retrieved from the CTCTAE

catalog:

* The official MedDRA code and SOC corresponding to the CTCAE term;
* The definition of the symtpom

* The full rubric of CTCAE grading, which include the textual definitions of each grade sever-
ity level (Grade 1 to Grade 4). This definitions cover several clinical dimensions of the
symptoms, like the intensity, the impact on daily tasks and self-care. Grade 5, which cor-
responds to death does not appear in the representation since it is inapplicable to patient

self-reporting;

To transform each symptom to the system, every symptom is represented as:

S=(N,G,M)
where:

o N={ny,ny,...,n;} is an ordered list of information nodes, which defines the path graph,
where each node, n;, is defined as a tuple (label,description). The label represent-
ing the clinical aspect being assessed, such as “Impact on Self-Care”, and the description

providing the semantic basis for question generation.
* G=1{g1,82,83,84} the official CTCAE grading criteria;

* M = (MedDRA Code,MedDRA SOC,Definition) where the definition is what defines the

symptom.

Though each node is statically characterized by its label and description, it is related, at run
time, to a state, either OPEN, CLOSED, or EXPAND, that shows its status of evaluation in the ongoing
dialogue process. This state is managed by the Node Controller as the system traverses the
symptom-specific path graph.

In order to better visualize the inner composition of every symptom, Figure 4.1 illustrates how

the symptom Fatigue is structured.
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f 1 _ MedDRA SOC = General disorders and administration site conditions
M: Identification ——— 1 Definition = Persistent feeling of weakness and tiredness that hinders the performance of daily activities

/ . Grade 1 = Fatigue relieved by rest T

JMEdDRA Code = 10016256 '5‘

i ) . o | |Grade2 = Fatigue not relieved by rest; limits instrumental activities of daily living
Symptom: Fatigue | | Gt Grading Criteria | — Grade 3 = Fatigue not relieved by rest; limits self-care

\ | Grade 4 = -
) ) J + Confirmation | Confirm whether the patient is experiencing unusual tiredness.

N: Information Nodes - + Symptom Onset | Describe when the fatigue began

« Relief with Rest | Determine whether rest improves the fatigue
« Impact on IADLs | Assess whether fatigue limits daily tasks
+ Impact on Self-Care | Assess whether fatigue limits self care

Each node has a dynamic 'state’
OPEN, CLOSED, or EXPAND

FIGURE 4.1: Structured Representation of the symptom Fatigue According to
CTCAE Criteria.

The information nodes N are specific to symptoms and are defined manually and in line with
a detailed decomposition of the CTCAE grading of each symptom.

The construction process of N followed a systematic methodology:

* Grade analysis: Grade definitions of the CTCAE (g; to g4) were analyzed separately in
order to determine the clinical findings that correspond to the individual levels of the grades

(e.g. response to rest, effects on daily activities, symptom intensity).

* Concept extraction: The grading criteria was disaggregated into individual clinical con-
cepts. Different grades may have one or several pertinent concepts as they are more or less

complicated.
* Node definition: One node per concept was defined.

Figure 4.1 shows the symptom Fatigue along with the grading criteria G. These clinical re-
quirements were broken down into specific conceptual units and related to specific information
nodes. Grade 1 is associated with fatigue that is relieved by rest, and as a result it gave rise to the
creation of the node Relief with rest where the description of the symptom helps to infer whether
the symptom gets relieved by rest or not. Grade 2 refers to Instrumental Activities of Daily Liv-
ing (IADLs) limitations which led to the formation of the node Impact on IADLs. Grade 3 is
characterized by limitations in self-care, prompting the addition of the node Impact on Self-Care.

Other nodes, however are not a direct outcome of the grading criteria but have significant func-
tional or contextual roles. To give an example, the node Confirmation appears in each symptom
as a technical prerequisite ensuring whether the symptom is present or not to continue with the
assessment. In the same regard, the node Symptom Onset does not add an extra value to the CT-
CAE grading, but rather provides a good clinical context in terms of capturing the duration and

temporal pattern of the symptom.
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Protocol Assignment

The system includes pre-structured treatment protocols, each one linked with a curated set
of symptoms. The lists of symptoms were retrieved from the official treatment documentation
provided by the Instituto Portugués Oncologia do Porto, thus ensuring its conformity to the clinical
monitoring requirements of each treatment protocol. Some of the protocols that are currently

assessed in the system are:
* CAPOX (Capecitabine + Oxaliplatin)
* FOLFOX (Folinic Acid + Fluorouracil + Oxaliplatin)

¢ FOLFIRI (Folinic Acid + Fluorouracil + Irinotecan)

4.1.3 Dialogue Execution: Node Controller, Question Generator, and Response As-

sessor

The Dialogue Execution is responsible for the conversation flow. This module has three main

components:

* Node Controller: a deterministic part which manages the navigation through the symptom

path graph, triggering each clinical node, controlling the state of its resolution.

* Question Generator: a LLM based component which takes the clinical description of the
node and generates a natural language question with the intent of retrieving the correspond-

ing clinical information of the patient.

* Response Assessor: a LLM based component that assesses the answer of the patient and
provides a structured decision on whether the information given meets the clinical goal of

the node.

In each node n;, the Question Generator takes the description of the node and generates a
natural language question, g;, that seeks to capture the clinical information that is represented by
the node. The patient’s response, r;, is then evaluated by the Response Assessor, which returns a

decision:

d; =Decision(r;,q;) € {PRUNE,EXPAND}
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* PRUNE: the answer sufficiently covers the clinical aspect of a node and the Node Controller

updates the graph by marking the node as CLOSED.

» EXPAND: the response is insufficient or ambiguous, and the Node Controller updates the
state of the node as EXPAND. The Question Generator is responsible for rephrasing the
question based of the node’s original description and the gap found, to allow a clarification

question to be formulated.

Every decision is followed by a justification produced by the Response Assessor that explains
the rationale of the classification and, in the case of EXPAND, a short sentence providing the miss-
ing details, to provide to the Question Generator to reformulate the follow-up question. The
system uses a redundancy filtering mechanism before asking the follow-up question to the patient,
where sentence embeddings are calculated using a pretrained embedding model and cosine sim-
ilarity between the candidate follow-up and each of the previous questions within the same node
is computed, to avoid redundancy between the questions. The dialogue continues only when the
node is marked as CLOSED.

This node-level decision process is summarised in Algorithm 1.

Algorithm 1 Node-Level Dialogue Execution

Require: Ordered list of information nodes N = {ny,n,,...,n;}
Ensure: Each node evaluated and marked as CLOSED when sufficient information is obtained
1: for each node n; € N do

2: Generate question g; < QuestionGenerator(n;)
3: Present g; to the patient
4: Receive response r;
5: Evaluate decision d; <— ResponseAssessor(n;, r;)
6: if d; = PRUNE then
7: Mark n; as CLOSED
8: Proceed to the next node
9: else if d; = EXPAND then
10: Mark n; as EXPLORE
11: for each follow-up question ¢} € d;.follow_ups do
12: if ¢} ¢ PreviousQuestions(n;) then
13: Present ¢/ to the patient
14: Receive updated response r;
15: Re-evaluate d; < ResponseAssessor(n;, ;)
16: Repeat from Step 6
17: end if
18: end for
19: end if

20: end for




Chapter 4. Developing a Clinical Chatbot for Structured Symptom Reporting in Oncology 47

Figure 4.2 illustrates the structured representation and dynamic evaluation of the symptom
Fatigue. The nodes, represenitng the clinical dimension in the illustration are defined as shown
in the representation of the symptom in Figure 4.1. In the process of the dialogue, every node is
updated dynamically based on the response provided by the patient. The colour of a node indicates

its STATUS: where green is CLOSED, red is EXPAND and yellow is OPEN.

Descrever se a fadiga € constante, intermitente ou varia ao lengo do dia.

A . Pergunta: Como é a sua fadiga? E constante, intermitente ou varia ao longo do dia?

Resposta: ndo percebi
Deciséo: EXPAND

Confirmaggo
A Justificagdo: O paciente disse que ‘ndo percebeu’, o que indica uma falta de compreensdo da pergunta, justificando a necessidade de esclarecimento.

Impacto nas Alividades Instrumentais
Frequéncia 4

Inicio dos Sintomas

Impacto no Autocuidado

B Verificar se o repouso melhora a fadiga ou ndo.

Pergunta: Tem notado que o repouso ajuda a reduzir a fadiga?

Resposta: ndo ajuda

Decisdo: PRUNE

Justificac@o: A resposta € clara e direta, indicando que o repouso ndo melhora a fadiga.

Conﬁrma;éo\ ™
Impacto nas Atividades Hnstrumentais

‘ __Frequéncia

Inicio dos Sintomas
Impacto no Autocuidado

FIGURE 4.2: Symptom graph traversal for fatigue.

In Panel (A) for the node Frequency, the system queries: “How is your fatigue? Is it constant,
intermittent, or does it vary throughout the day?”, to which the patient responds as “I didn’t
understand”, which in turn leads to an EXPAND decision with a justification indicating lack of
comprehension. As a consequence the node is marked as EXPAND.

The node Relief with Rest can be seen in panel (B), with the question: “Have you noticed
whether rest helps reduce your fatigue?”. The patient replies: “It doesn’t help”. The response is

considered sufficient, leading to a PRUNE decision. The node is then marked as CLOSED.

4.1.4 Symptom Identifier

The system has a specific module to support the reporting of the unexpected or additional
symptoms that are not included in the treatment protocol of a patient.
The architecture follows a multi-stage design that combines semantic search with LLM-based

reasoning. When the patient reports another symptom, the system tries to match it with one of the
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symptoms in the list of CTCAE v5.0 symptoms, manually curated as explained in Section 4.1.2
using both the symptom definitions and their respective MedDRA SOC.

The identification pipeline starts with a coarse-grained classification narrowing down the search
space to a specific SOC, and subsequent fine-grained semantic similarity search within the nar-
rowed group to pick the most relevant symptom. In the event that the system cannot be confident
that it found an appropriate match, a fallback mechanism is initiated: rather than attempting to
assign an incorrect classification, the system instanciates a generic path graph, with pre-defined,
information nodes.

These generic nodes will be able to capture baseline clinical data applicable to any symptom

which includes:

e Symptom Onset: to determine when the symptom began.
* Frequency: to understand how often the symptom occurs.

* Impact on Daily Life: to assess whether the symptom interferes with instrumental activities

of daily living.

* Impact on Self-Care: to check if the symptom limits self-care.

4.1.5 Node Summarization

This module transforms the interaction history of each node into a concise clinical statement
after all the nodes are marked as CLOSED.

In summarization, the following is considered:
¢ the node’s clinical intent;
¢ the full dialogue history within that node (initial and follow-up questions + answers).

The output is a short sentence, summarizing the answer given by the patient to the node,
retaining the important information in relation to the node’s description. All these summaries

are represented as s; with i being the index of the associated information node #,;.

4.1.6 Grade Assigner

The grading module operates only after all node-level summaries s; have been generated by

the Node Summarization module. The set of summaries for a given symptom S is represented as:
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Hg = {s1,52,...,5}

The LLM reasons over the collected data and the official CTCAE grading rubric of the symp-
tom, which is given as: G = {g1,82,83,84}, to arrive at the final grade.

Instead of providing the whole interaction history for the symptom, the choice of using s;
relies on the fact that the LLM would not benefit of having long text-input with possibly irrelevant
dialogue history.

For example, for the following node-level summaries s;:

* Relief with rest: “The patient reports moderate fatigue not relieved with rest.”

* Impact on instrumental activities: “Needs to rest during daily chores but manages to com-

plete them.”

* Impact on self-care: “No difficulty with personal hygiene or dressing.”
Given the CTCAE rubric for fatigue:

* Grade 1: Fatigue relieved by rest.
* Grade 2: Fatigue not relieved by rest; limits instrumental ADL.

* Grade 3: Fatigue severely limits self-care ADL.

The model is expected to reason with the different grades and the summaries to conclude that

the corresponding grade, in this case corresponds to Grade 2.

Other solutions were also discussed in the design phase such as fine-tuning or LoRA-based
adaptation of a language model to directly classify symptom grades. Nevertheless, this methodol-
ogy was soon disregarded because of the total lack of annotated data on patient-authored symptom
descriptions that are tied to CTCAE levels. Creating such dataset would involve massive expert an-
notation, which is associated with data privacy issues as well as significant resource requirements.

Prompt-based reasoning was thus chosen as more viable option.

4.1.7 Grade Validator

This module is responsible for ensuring that the symptom specific assigned grade, g, is con-

sistent with both:
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* The grading criteria G;
¢ The node-level summaries Hg.

The validation mechanism, impelemented using a LLM, produces a structured output that

includes not only the validation status, but also a justification for the decision:

CONFIRMED, grade is accepted, with justification
ValidateGrade(g, Hs, G) =

REJECTED, grade is flagged for review, with justification

This validation module helps in checking whether each grade assigned is in line with the
information gathered in the dialogue and the grading criteria. By explicitly comparing the ¢ against
the set of (Hg) and (G), the system can detect discrepancies or unsupported classifications.

In conflict scenarios, the grade is flagged to review. This module enhances the transparency
of the system since all the inputs and decisions made in the grading process are retained and
traceable.

It acts as a second line of defense to determine whether the grade first set by the grading
module is clinically consistent with the data obtained. It does not ensure the validation result
to be always accurate, but it gives an additional chance to identify possible inconsistencies or

unreasonable grading decisions.

4.1.8 Medical Report

Once the grading and validation of each symptom is completed, this module is responsible for

generating a medical report, which includes:

¢ the name of the symptom;

the final grade (from the grading module);
* the validation status (CONFIRMED or REJECTED);

* aclinical summary (one sentence or two sentendes) capturing the patient’s overall symptom

complaints;
* aset of bullet points highlighting key clinical facts;

* the justification for the validation decision.
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The system generates the narrative component of the report (summary and bullet points), using
a LLLM as well as incorporates structured outputs of the grading and validation modules for each
of the symptoms. The node-level summaries serve as the basis for generating concise, symptom-
level descriptions and bullet points. The grade, validation result and the respective justification are
retrieved and added to achieve complete traceability.

The report provides an interpretable and clinically meaningful overview of the session as it
brings together portions of data that are contained in separate modules providing a clear picture of

the session and allowing monitoring downstream clinical decision-making and auditability.

4.2 Part II: Technical Implementation

This section presents the technical implementation of the system. While Part I focused on the
architectural principles and modular design, this section details how the components were exe-
cuted in practice, including runtime configuration, large language model integration, data man-

agement, local deployment and data privacy.

4.2.1 Overview and Execution Pipeline

Upon run-time, the system initiates by loading the patient’s protocol (e.g., FOLFOX), which
contains a list of symptoms that are supposed to be evaluated (e.g., fatigue, nausea). Each of
these symptoms is associated with a predetermined path graph, defined manually consisting of
clinically relevant information nodes (see Section 4.1.2). Although the full graph structure is
defined statically in JSON, nodes are instantiated dynamically at runtime by the Node Controller,
which loads and activates each node sequentially as the dialogue progresses.

The first interaction with the patient occurs in the Dialogue Execution module, when the de-
scription of the first node is passed to the Question Generator component. This component will
then generate, using a LLM, a natural question that is presented to the patient, aiming to infer
the patient’s experience within the clinical dimension of the node. When the patient provides an
answer, the Response Assessor is then used to evaluate whether the information given is suffi-
cient to fulfill the clinical dimension of the node or if clarification is required. If so, the LLM
provides the missing detail, which is used, aligned with the initial node’s description, to prompt
the Question Assessor to generate a follow-up question. This process happens iteratively until the
response is satisfactory, which is when the Node Controller closes the node. This guarantees that

each dimension of the symptom is evaluated, having the desired information for CTCAE grading.
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Once all nodes are traversed, the Node Summarization module generates a set of structured
summaries (one per node), which will be used to infer the severity grade, by using the Grade
Assigner. This module, using the LLM, is instructed to match the summaries of each node to the
CTCAE rubric.

When all protocol symptoms have been processed, the system prompts the patient to report
any additional symptoms in free-text form. Using the Symptpom Identifier, the system either
retrieves an identified symptom from the manually curated list along with its nodes or a fallback
structure is employed, and the generic nodes to collect relevant clinical information are instanci-
ated.

In case no other symptoms are to be reported, the Grade Validator is run as a last step prior
to the generation of reports. If any of the symptoms, which were additionally reported by patients,
but weren’t identified, are present, they don’t undergo the process of grading or validation, as
there’s no grading criteria predefined for that symptom.

Once all of the validation is performed, the medical report is then generated, with a concise

summary, and bullet points for each symptom, as well as the grade and its validation.

Handling of Uncertainty and Indeterminate Responses

In some cases, where patients may be unable to provide an answer to a question (e.g., “I
don’t know”, “I can’t remember”). The Response Assessor is designed to treat such uncertain
responses as acceptable. In these cases, it issues a PRUNE decision with a justification explaining
that no further clarification is feasible under the circumstances.

The system acknowledges that uncertainty and memory limitations are inherent to patient self-
reporting. Excessive probing in such cases would not enhance data quality and may instead lead

to patient fatigue or frustration.

4.2.2 Node Instantiation

All the symptoms have predetermined sets of information nodes, which are stored in structured
JSON files.The ordered list of nodes of a certain symptom is presented in each JSON file.

As the conversation continues the system loads and instantiates each node dynamically creat-
ing a symptom-specific path graph.

During runtime, each node has the form of a Python object of the Node class, which is defined

with Pydantic to achieve structure and type safety. This selection allows a smooth and secure
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transformation of the predetermined node data, initially saved as JSON, into fully validated Python
objects, making the dialogue running chain consistent. A node consists of an identifier, a 1abel, a
description and a state (OPEN, EXPLORE, or CLOSED) which keeps track of its progress in the
dialogue.

The label and description are extracted from the JSON file. The state tracks the node’s
progress in the dialogue depending on the outcome of the Response Assessor.

The full path graph is thus a sequential, dynamically constructed list of such node objects,

which is supervised by the Node Controller module.

4.2.3 Symptom Identifier Pipeline: Embeddings and LLM Verification

A hybrid RAG pipeline was implemented in case the patient wishes to report additional symp-
toms. It is not a usual RAG application. The solution consists of semantic similarity search
(sentence embedding) and reasoning (LLM) to ensure proper identification of the symptoms.

The identification of the additional symptom is performed over the manually curated list,
where they are organized by its SOC (e.g., “Gastrointestinal disorders” or “Nervous system dis-
orders”). To allow similarity-based retrieval, semantic embeddings are calculated through the

nomic-embed-text model.

Embedding Index Construction

Two FAISS-based semantic indices were created:

¢ SOC Embedding Index: The MedDRA SOC names were appended with their respective
symptoms names. Thus, generating compound strings, which represent the semantic asso-

ciation between individual SOC and its symptom:s.
* Symptom Embedding Index: The CTCAE symptoms were all embedded through concate-
nation of the name, the clinical definition, and the grading criteria (Grades 1-4).
Pipeline Execution

The end-to-end pipeline consists of the following steps, which put together semantic retrieval

with structured LLM verification and fallback reasoning:
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1. FAISS Embedding Search: A top-k = 4 similarity search is applied to symptom embedding
index to retrieve the most semantically relevant candidate symptoms for the free-form input

of the patient.

2. LLM-Based Verification: A large language model is used to verify each candidate by
means of a structured prompt. The LLM gives an output of YES only when the given symp-

tom is clinically compatible with the description.
3. Fallback: SOC-Based LLM Classification:

e The LLM is prompted with a shorter list of MedDRA SOC that have not been tried.
* It picks the most suitable SOC according to the free-text description of the patient.

* The symptoms of that SOC are passed to the LLM which identifies the most likely

candidate.

The selected symptom is then verified again through the same YES/NO process.

* This loop repeats and updates the list of available SOCs, until a verified symptom is

found, or all SOCs are done.

4. Final Decision: If no match is verified, the system concludes that no suitable candidate was

found and returns "not found" as the outcome.

4.2.4 Evaluation of Symptom Retrieval System

A large language model was used to generate a tailored collection of 450 free-text patient
descriptions in order to aid the analysis of symptom retrieval and recognition. These descriptions
were obtained in order to represent the variability of the natural language and to mimic realistic
oncological symptoms descriptions. All entries were then manually checked to ensure clinical
plausibility, linguistic variation, and congruency to expected symptom terms.

Three versions of the system were tested:

* Embedding-Only Baseline: Similarity search over pre-computed symptom embeddings

using FAISS, without any LLM reasoning during retrieval.

* LLM-Only (SOC + Symptom Selection): A pipeline relying solely on LLM-based rea-
soning to first narrow down to a System Organ Class (SOC), and then to select a symptom,

without using semantic embeddings.
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* Hybrid Ensemble (Final Pipeline): The multi-stage pipeline described, which combines

embedding retrieval, SOC-based narrowing, and LLM-based verification.

Performance Results

TABLE 4.1: Accuracy comparison across retrieval strategies

Pipeline Version Accuracy (%)
FAISS Embedding-Only 25.06
LLM Only 47.20
Hybrid Ensemble (Final Pipeline) 57.27

The hybrid pipeline reached the best test accuracy of 57.27% thus validating the use of inte-

grating semantic similarity retrieval with LLM-based reasoning in symptom identification.

It was through empirical testing that the choice was made to make the symptom identification
process based on SOC. Experiments done on earlier versions without using SOC, just using all the
available symptoms, tended to give false positives as the system tended to equate certain similar
symptoms with respect to meaning but clinically very different (e.g. abdominal pain vs. chest
pain). Additionally, the retrieving of the symptom was also longer.

Regardless of the retrieval path, embeddings or fallback, all candidate symptoms undergo a
final LLM verification step using the patient’s original description, decreasing the chance of false

positives.

4.2.5 LLM Integration

All LLM inference is performed locally using 011lama.
A number of open-source models were benchmarked to evaluate their applicability to the sys-
tem needs, which requires structured output, natural phrasing in portuguese from Europe and good

reasoning skills. The candidates tested were:

e ]1lama3.1:8b, 11ama3.2:1latest
* deepseek-rl:latest, deepseek-rl

* gwen2.5:14b, qwen2.5:7b



Chapter 4. Developing a Clinical Chatbot for Structured Symptom Reporting in Oncology 56

The model qwen2.5: 7b was ultimately selected for all core reasoning tasks including question
generation, node decision-making, grading and validation. It was shown to have the best tradeoffs
in the quality of generation, run-time performance and structure output consistency. Specifically,
the 7B version consistently produced valid and structured JSON outputs, responded within accept-
able latency thresholds (<2 seconds) and handled Portuguese reliably.

Only open-source LLM were considered, as they can be deployed locally without the use of

an API, thus they are not dependent on external servers.

Prompting Framework and Configuration

The entirety of language model interactions was executed through the LangChain framework,
which features modular templates of prompts, and temperature parameter control per module,
which determines how random or deterministic the output of the model can be. The lower the value
of the temperatures (e.g., 0.0), the more deterministic the model will be, and it will promote similar
and reproducible results. With increased values (e.g. 0.7 or greater), there is added variability and
more diverse answers can be generated. This parameter is of great importance in this system, as

each module require different behaviours:
* Grading and Validation: low temperature (0. 1) to ensure reproducibility.
* Question Generation: high temperature (0.7) for more natural, conversational phrasing.
* Summarisation and Reporting: moderate temperature (0.3) to allow stylistic variation
while preserving accuracy.
Structured Output Parsing

Due to the use of open-source models used locally the system did not benefit from function
calling or strict output schema enforcement. As a result, a dedicated post-processing and validation

pipeline was implemented to extract structured outputs from raw model outputs.

1. Direct Parsing Attempt: The raw output of the model is firstly parsed in raw shape as

JSON. In case of success, no subsequent measures are needed.

2. Regex Pre-Extraction: If parsing fails, then regular expressions may be used to extract
the most probable JSON block out of the text, compensating the possible extraneous ex-
planations, formatting artifacts, or incomplete bracket closure which sometimes may be

introduced by generative models.
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3. Pydantic Schema Validation: That data is then validated against a Pydantic schema, that

is specific to the particular structured output needed by the task.

4. Retry Mechanism: In case any of the preceding steps fail, the system will automatically re-
populate model with identical data and this can be done several times (4 retries) to achieve

a compliant structured answer.

5. Failure Mechanism: In worst case scenarios when all parsing and recovery fails, the system
implements conservative fall back mechanisms in order to achieve stability of the dialog and

clinical safety.

Regarding the node-level decision modules, a fallback EXPAND is issued when the node
should not be closed immediately, but the system should rather keep on collecting informa-

tion of the patient.

In modules like grading, validating, summaries and bullet point extraction, safe place hold-
ers are shown (e.g. summary unavailable, grade: not available), so that no clinical conclu-

sions are made based on a missing valid structured data source.

In free-form symptom description cases, in the case of any parsing failure in the process of
candidate extraction, the instantiation of generic information nodes is triggered directly, so

that the structured collection of data is also an option.

Lexical Normalisation Layer for PT-PT Compliance

A lexical post-processing layer has been deployed in order to guarantee linguistic adherence to
european portuguese. All the outputs generated by the LLM are intercepted prior to presentation,
and are the subject of specific replacements of frequent brazilian- portuguese derived lexical items.

It is a rule-based system with a manually created dictionary of replacements which includes
many common regionalisms and clinical terms. These could be seen in the replacement of "abdé-

men'" by "abdomen’, and "banheiro” by "casa de banho".

4.2.6 Deployment and Runtime Environment

The whole system is implemented on a lightweight and modular stack that is focused on local
execution and data privacy along with ease of deployment. It is implemented as a web application
using the Flask framework, with SQLite for structured data persistence, and containerised via

Docker for portability and reproducibility.
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Flask and Database Backend

The application logic is realized with Flask, a lightweight Python web framework which is
suitable to rapid development and flexible deployment in web systems. Flask routes are used to
control user interactions at every user level (patients, clinicians and administrators). The session
state and conversation history is maintained in memory at run time but regularly written back into
the database.

The permanent storage of data is implemented with local SQLite database.

Containerisation and Local Execution

The system is packaged in a single Docker container built on the python:3.10-s1im base

image. This container combines all the in order to run the application as explained in Table 4.2.

TABLE 4.2: Main functional components within the application container

Component Role within the Container

Gunicorn Serves the Flask application with multiple worker pro-

cesses, enabling concurrent sessions

0llama Executes the local LLM and embedding models with GPU
acceleration

SQLite For storing data

Cron Handles scheduled tasks such as automated backups and

log rotation

Startup Sequence and Hosting Infrastructure

The system is hosted on a dedicated Ubuntu 24.04.2 LTS production server with GPU support
enabled via the NVIDIA Container Toolkit.
The startup process involves the following two steps to ensure all components are operational

before any user session begins:

1. Model Services: Starts 011lama serve in the background and loads both qwen2.5:7b and

nomic-embed-text into GPU memory.

2. Backend Launch: Runs the Flask application via Gunicorn to expose the web interface.

The container exposes the Flask server internally on port 5000, externally mapped to 8000.
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Persistent Storage and Operational Logging

Two persistent Docker volumes are mounted:

* Database Volume: This stores the complete SQLite database file that the system has inte-

grated.

* Logs Volume: Gathers multiple-level time-stamped logs that logs detailed events and traces

of the system operations. This includes:

Server errors and flask backend runtime errors.

Failures in routes when interacting with the different users.

Failure traces and inference responses of the LLM.

Ollama server diagnostics and LLM runtime messages.

Errors on transcription services and failure in voice synthesis (from Edge TTS and

Whisper models).

This ensures the safety of the data associated with patients and all other events of the opera-
tions as they are stored securely in case the container restarts, and enables detailed debugging of

inference processes and route handling.

4.2.7 Database Architecture and Data Persistence

Based on the simplicity and native file-based persistence support, SQLite was selected to be

used as the database.

Relational Structure

Every patient is singularly mapped with the one physician. This forms a firm one-to-many
relationship.

Every session which is stored under the table sessions is specific to a patient.

The table session _symptoms is also connected directly to sessions, and it will keep infor-
mation about each symptom that was assessed in the conversation with the chatbot. The entire
trace of dialogue of each symptom is kept in the field info_json, which includes the complete
dialog history for the symptom, grade assigned, node-level interaction history (including the de-
cision/justification/ given by the LLM), structure of the executed dialogue path, the validation of

the grade given by the LLM, and the generated clinical summary including bullet points.
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The patient_protocols table contains the assigned treatment protocol, which links a par-
ticular patient with a protocol.

Automatically assigned grades which are subsequently changed manually are saved in the
grade_overrides table, along with a justification.

Administrative users are stored separately from clinical users. Authentication credentials are
securely hashed and stored in the password_hash field within all the users.

The Figure 4.3 represents the schema of the database.

patients
e id : TEXT «PK»

name : TEXT «NOT NULL» admin

ﬁ:i'g:l‘ttf Eg"[ o id : INTEGER «PK»

gender : TEXT username : TEXT «UNIQUE NOT NULL»
health_number : TEXT «UNIQUE NOT NULL» email : TEXT «UNIQUE NOT NULL»
email : TEXT «<UNIQUE NOT NULL» password_hash : TEXT «NOT NULL»

password_hash : TEXT «NOT NULL»
visual_impairment : INTEGER [default: 0]
medical id : INTEGER «FK»

L]

sessions A medical
o id : INTEGER «PK» patient_protocols e id : INTEGER «PK»
Sﬁi?\?’ilg : }I\EH)'(ETG“EFF:(» ® id : INTEGER «PK» medical code : TEXT «UNIQUE NOT NULL»
Ehat loa s TEXT patient_id : TEXT «FK» name : TEXT «UNIQUE NOT NULL»
time_stagrﬁp e w email : TEXT «UNIQUE NOT NULL»
seen_by_medical : INTEGER [default: 0] password_hash : TEXT «NOT NULL»
W

!

A
2 grade_overrides
session_symptoms o id : INTEGER «PK»

® id : INTEGER «PK» session_id : INTEGER «FKx»

session_id : INTEGER «FK» symptom : TEXT

. old_grade : TEXT
symptom : TEXT new_grade : TEXT

|l nsy override_timestamp : TIMESTAMP [default: CURRENT TIMESTAMP]
justification : TEXT

FIGURE 4.3: Relational database schema.

Persistence Mechanisms The system uses a form of incremental persistence in an active ses-
sion: everything on dialogue state, symptom history and decisions is written to the database after
each patient input. This guarantees that all information relating to the reporting of the symptoms

is safely saved in case of system failure.

4.2.8 Data Protection, Security and Clinical Safety

The system was developed based on main principles of data protection that have been pro-
vided by General Data Protection Regulation (GDPR) [130] mainly focusing on privacy, access
controls, auditability, and clinical safety. Although there is no regulatory certification, the fol-
lowing mechanisms are used to assure proper processing of sensitive clinical data within scope of
GDPR, including Article 5(1)(f) (integrity and confidentiality), Article 5(2) (accountability), and

Article 32(1) (security of processing).
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Privacy and Access Control The Personal health information (PHI) such as patient identity,
clinical history, and the information on symptoms are visible to users who passed the authenti-
cation and authorization procedure based on their role (patient, clinician, administrator). Hashed

passwords using berypt are stored so that the risks to credential exposure are limited.

Local Data Storage The entire data is saved locally on a SQLite database wrapped within a
Docker container. LLM use is local, so there is no use of API. Web Speech API has however
been employed on the frontend interface which is a browser-native API for speech recognition and
speech synthesis. This element can internally use third-party services (based on the browser and
device settings of the user), but the backend application won’t store or share any audio record of

any kind.

Auditability and System Logging A logging subsystem stores the timestamps of operational

events within the system. This allows traceability of the system’s execution and behaviour .

Clinical Safety with Human in the Loop Oversight Any symptom classification that the LLM
produces is validated in a two-tier process. Firstly, the system uses consistency checks through
re-analysis with the LLM of the grading results. Then, clinicians can check and validate all clas-
sifications through the medical review dashboard and have access to the LLM justifications and
session history. Any grade override is justified by the clinicician and stored for future auditing and

accountability.

Session Timeout due to Inactivity As a counter measure against unauthorized access within
unattended sessions, an inactivity timeout mechanism has been incorporated. The system will
automatically log out a user and send him to the authentication page in case of the absence of user
interaction (with a keyboard, mouse, or touch) in 8 minutes. This guarantees that sensitive data

concerning remains secure.

4.2.9 User Interfaces and Interaction Design

This section shows the graphical user interfaces that have been designed and the different
functions integrated. The system has three main parts that consist of patient, medical and admin-

istrator interface. Flask is used as the backend organization of all the components, and frontend
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logic was developed with the help of HTML, Bootstrap, CSS and JavaScript. All the patients that
are mentioned are ficticious.
Authentication and Access Control

Users are required to undertake a secure log in before they can access the patient, medical,
or administrative interfaces. Every user has to use valid credentials that are a combination of
unique identifier (the national health number in the case of patients, predetermined identifiers for
clinicians and administrators), and a password. The login screen is shown in Figure 4.4. Since the

login process is the same in any user role, only the medical view is shown.

Login do Médico

Codigo do Médico:

Ex: MED12345

Password:

Esqueceu-se da password?

FIGURE 4.4: Log in screen.

The system provides password reset function, through the link "Esqueceu-se da password?"
to aid account recovery. This process is identical for all user roles and consists of the following

steps, as illustrated in Figure 4.5.

 Step 1: After clicking in the link, the user will then be asked to type in their identifier;

* Step 2: A code will be sent to user’s email, which has a 6 digit verification code, valid for 5

min;

» Step 3: The user has to enter the code to the interface;
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» Step 4: After the code verification, the user can change the password and is then redirected

to the login screen.

Insira o Cédigo de Definir Nova Password

Verificagio

FIGURE 4.5: Password recovery process: (1) request with identifier, (2) email
with 6-digit code, (3) code verification screen, (4) password reset form.

Users are only redirected to their respective interfaces (patient, clinician, or administrator)

after a successful authentication and can then communicate with the system.

Patient Interface

The patient interface was designed to support a natural and accessible dialogue experience,
enabling symptom reporting through both text and voice.

The design of the interface is based on the classic structure of a conversational chatbot with
alternating system inquiries followed by patient answers as they occur in natural dialogue. Patients
are only able to enter one response at a time, and only after the system has issued the following
question.

Besides the primary conversation flow, the chat interface has a floating action button in a corner

of the screen. By clicking on it, a menu will be opened that allows access to standard actions:

* Create new chat: instantly ends the current session and opens a new one;

 Historic: opens a modal window history of sessions, where it’s possible to see past interac-

tions;
* Logout: logs the patient out of the system.

This interface can be seen in Figure 4.6.
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Voice Interaction Flow To make the system more accessible and natural to communicate with,
it has an integrated voice interaction functionality. This aspect is adopted through Web Speech
API and enables the patients to interact with the chatbot by responding verbally instead of using a
text response. For patients that are marked with visual dificulties, the session starts with the voice
mode activated. It only works when supported by the user’s device and browser.

When voice mode is activated, shown by element 2 in Figure 4.6, the system follows a struc-

tured loop:

1. The question on hand is read by the system through speech synthesis;

2. Once the utterance completes, it automatically switches to speech recognition and waits to

hear a response;
3. When the patient speaks, the reply is transcribed and processed just like it has been typed;

4. In the event that no response is given or detected, the system restates the question maximum

4 times before returning to typing mode;

Also, the system gives clear auditory and visual feedback to indicate the voice mode, by, when
enabled, anouncing “voice mode activated”, and shows on the lower corner of the screen a message
informing the user that he can now speak, as illustrated by the element 3 in Figure 4.6. Likewise,
turning off the voice mode does the same but announces "voice mode deactivated" and removes
the visual message.

An example of the interface during active voice mode is shown in Figure 4.6.

€  Tema diarreia dificultado tomar banho ou vestir-se?

€  Temsentido nduseas ou sensago de enjoo?

Quando comegaram as nauseas?

& Como descreves a frequéncia com que ocorrem as nauseas (ex:
raramente, vérias vezes por dia)?

FIGURE 4.6: Patient interface: symptom reporting session. (1) Menu of actions;
(2) voice mode button; (3) voice mode status.
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Session History Access Patients also have access to a session history interface which displays a
chronological log of previous sessions, and upon selecting one, the history is shown. This allows
users to revisit past answers. The following Figure 4.7 represents the session history (A) and chat

history (B).

DALY 4]
Histérico de Sessdes x o

Sessio 208 ]
2025-06-24 15:26:11

Sessdo #207

2025-06-24 15:26.08

Sessdo #205

2025-06-21 02:03:53

Sessio #204

2025-06-21 02:03:44

Sessio 4203

2025-06-20 22:08:10

2025-06-20 22:07:53

Sessdo #201

2025-06-20 22:07:48

Sessdo #200

2025-06-20 22:07:39

Sessio 4199

2025-06-20 17:38:16

Sessdo #198

2025-06-20 17:34:.08 v

Escreve 3 tua resposta.

& Volta Histérico da Sesséo x

Tem ocorrido episédios de fezes muito males ou i e

Quando comegaram os episddios de diarreia?

Quantas vezes vals 4 casa de banho normalmente (quando estés saudével) para defecar?
Quantas vezes vai & casa de banho defecar por dia quando tem diarreia?
A diarreia interfere com as suas tarefas como cozinhar, limpar ou sair de casa?

A diarreia tem dificultado tomar banho ou vestir-se?

FIGURE 4.7: Patient interface: session history.

Post-Session Redirect and Main Menu Interface After completing a session, the patient is
automatically redirected to the main menu interface. This interface provides access to the same

features of the floating action button in the patient’s chat interface.

Medical Interface

The medical interface provides a dashboard to go through the patient sessions and confirm the

symptom grading. When they log in, the healthcare professionals are shown a list of all patients.
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A visual alert badge is shown on each patient card when any sessions are unreviewed, with the

number of sessions that lack review, and a second alert displayed when the grade is >2. The

interface can be observed in Figure 4.8.

Painel de Revisao Médica

Pacientes (@) sesses O

Gabriel Moura (] dd/mmy/acaa B
10: 100000001

(& Verbtaiins | Sessio #102
—_— 2025-06-16 04:04:21

Sofia Ribeiro

10: 0000003 Sy

2025-06-16 02:31:07

Sessio 493
2025-06-03 08:03:34

( Esttisticns | Sessao #90 - Contém sintomas

2025-06-02 23:57:27
Sessao 188
o 2025-06-02 23:27:06

Sessao 136
2025-06-02 22:58:48

Sessio #84
2025-06-02 2247:21

Sessio #82
2025-06-02 22:34:29

Sessiio #79 - Contém sintomas g

2025-06-02 21:57:18

Sintomas
* Diarrsia - Grau 2 A

+ Mucosite oral - N3o presente

« Fadiga - Nio presente
« Febre - Nio presente
« Calafrios - Nao presente
« Alopedia - Nio presente

*+ Anorexia - Nao presente

tividades

Nauseas
Resumo: O paciente apresenta niuseas frequentes ha 2 semanas associadas.

inch

B Gerar Relatério

FIGURE 4.8: Medical interface. (1) Patient panel with badges where sessions
are still unreviwed. (2) Patient card with a session still unreviwed and with se-
vere symptoms. (3) Sesssions panel with date and symptoms filter. Session 102
presents a badge meaning it is still unreviwed. (4) Symptoms panel with all of
the symptoms tested during the dialog with the patient, along with the validation
results. The button "Editar Graus" enables the grade’s override. (5) Summary and
bullet points of the symptoms. (6) This section enables the exportation of the med-
ical report including the PDF and also enables the option to copy to clipboard.

On the top of the page is a red notification bell, as seen in Figure 4.8 that highlights new or

pending sessions. Clicking on it a drop down menu appears, consisting of the session information

and the symptoms.

The following Figure 4.9 showcases the notification bell.
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Notificactes

>

Pedro Carvalho

2025-06-16 04:11:32

MNeuropatia periférica sensitiva (Grau 3),
Diarreia (Grau 3)

neo
Pedro Carvalho

2025-06-16 04:11:22
Menhum sintoma foi reportado pelo

paciente nesta sessdo.

Gahrial Maura b

FIGURE 4.9: Notification bell.

Session Navigation and Symptom Overview When a session is chosen, a structured summary
of the all reported symptoms appears in the right panel, shown in Figure 4.8(4). Every symptom

consists of:

e The CTCAE grade assigned by the LLM;
* A summary of the conversation;

* A list of bullet points;

Clinicians have access to the full dialogue history rendered in the same format used in the
patient interface.
There is an edit button through which they can automatically override the suggested grade and

areason as to why it is being changed. This is shown in Figure 4.10.

Inserir justificacdes x

Sintoma Novo Grau Justificagio

Confirmar alteragdes

FIGURE 4.10: Editing the grade and justification provider.

Clinical Analytics View The analytics panel is also involved in the dashboard, through which
clinicians have an overview of statistical symptom frequency and grade distribution. They are

shown in form of charts which can be seen in the Figure 4.11. This includes:
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* Bar chart: frequency of each grade for the selected symptom;

* Line chart: symptom severity evolution across sessions.

FIGURE 4.11: Bar and line charts.

Structured Summary and Export Options For each symptom, the summary includes the final
CTCAE grade, a concise summary, bullet-pointed facts extracted from the dialogue, the LLM
validation status, and an explanatory justification for the grade validation.

Whenever the status is REJECTED a warning icon appears next to the symptom, prompting the
clinician to review, and when the status is CONFIRMED a validating icon also appears, as shown in
Figure 4.8.

Clinicians can export this structured information in two ways:

* A report exported in PDF:
* Clipboard Copy: A modal interface that allows copying the report via two formats:

— Plain text: readable information for direct review;

— JSON: structured data format suitable for integration with external systems.

An example of the medical report is shown in the Appendix B, and the copy functionality is

illustrated in the Figure 4.12.
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Resumo Clinico X

Sintoma: Diarreia
Classificacdo: Grau 2
Estado LLM: REJECTED
Justificacgo: A classificacdo como GRADE 3 justifica-se pelo aumento de 7 ou mais evacuacdes didrias face ao
padrio habitual (3), acompanhado por uma saida acentuada na bolsa, que interfere ligeiramente com as atividades
diarias.
Resumo: O paciente apresenta diarreia persistente desde o dia anterior a ontem, com 7 episédios de defecacdo
didria, sem interferéncia nas atividades diirias ou necessidade de tratamento hospitalar.
- - Diarreia iniciada h3 2 dias
- 7 episédios de defecaio por dia
- NEo interfere em tarefas didrias
- - Sem necessidade de tratamento hospitalar

Sintoma: Nauseas

Classificacdo: GRADE 2

Estado LLM: CONFIRMED

Justificaco: O paciente apresenta perda de apetite associada a néuseas ocorrendo vrias vezes ao dia ha 2
semanas, com alteracio nos habitos alimentares e reducdo da ingestdo calérica. Sendo assim, a classificacio GRADE
2 & justificada por estes sintomas e seu impacto na ingestdo oral.

Resumo: O paciente apresenta niuseas frequentes hi 2 semanas associadas a uma perda de apetite e reducdo da
ingestdo alimentar.

- Niuseas desde hi 2 semanas

- Frequéncia das nduseas: vérias vezes a0 dia

- Perda de apetite

- Reducio na ingestdo alimentar

Sintoma: Vomitos

Classificaco: Not present
Estado LLM: -

Copiar como texto | [(eS TRy Il

FIGURE 4.12: Copy to clipboard functionality.

Administrator Interface

The administrator interface allows complete access to the patient’s and medical’s management,

as shown in Figure 4.13.

Painel do Administrador

Gerir Pacientes

Gerir Médicos

Terminar Sessdo

FIGURE 4.13: Administrator panel.

After selecting one of the options, the administrator is present with list of all registered users.

After that the available functionalities include:

» Registration: Create new patients and physicians.
» Editing and Deletion: Edit or delete patients and physicians by clicking in the user.

* Search and Filtering: Search and filter patients and physicians by name, health number

(for patients), medical code (for physicians) or email.

* Physician and protocol Assignment: Associate the physician and protocol to the patient

when creating a patient.
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The patient’s and physician’s management interface is alike, therefore only the patient’s man-

agement interface will be displayed in Figure 4.14.

Editar Paciente

««««« O bificuldade Visual

Protocolo:

capox .|

Médico Responsavel:

Dra. Cléudia Neves v

FIGURE 4.14: Patient’s management.interface. (1) List of all the patients, includ-

ing a search bar and an add patient button. (2) Patients’ registration form, where

the demographic and also the clinical information is entered. It’s in this process

that the physician and protocol are assigned. (3) Patients’ edit form. (4) Continu-
ation of the edit form with the option to delete de user.
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Chapter 5

Results and Discussion

A clinical assessment was conducted with an oncologist, to assess the system efficacy and

accuracy.

5.1 Evaluation Methods

Evaluation Procedure

The assessment was performed with one oncologist (female, 37 years old) working in the
Unidade Local de Satide do Alto Ave, having 10 years of clinical practice. The participant self-
evaluated her digital skill as moderate and had no prior exposure to the system.

The assessment included:

* For the patient interface:

— Performing a dialogue with the chatbot, simulating a patient interview.
— Assessing the free-text symptom recognition by reporting additional symptoms.

— Viewing the session history.
* For the medical interface

— Grading the symptoms assessed during the dialog.
— Reviewing the medical report.

— Assess the static charts.

The Appendix A provides the full question set for each of the instruments as well as for the

qualitative questions.
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NASA-TLX

The perceived workload was measured by the use of National Aeronautics and Space Admin-
istration (NASA)-Task Load Index (TLX). The Physical Demand dimension was avoided because
of virtual environment. The participant rated the following dimensions on a scale of 1-10, where

1 is strongly disagree and 10 is strongly agree.

1. Mental Demand
2. Temporal Demand
3. Effort

4. Frustration

5. Performance

The Performance dimension was reformulated to fit each context of the assessment: in the
medical interface, it expressed how well the interface assisted the physician in making decisions,
whereas, during the patient interface, it denoted the clinical data gathered during the dialog.

The items were positively framed. Therefore, instead of asking “How mentally demanding
was the task?”, the question was rephrased as “Was clinical reasoning easy during the interview?”.
Because of that higher values indicate a more positive experience.

To stay true to the original NASA-TLX Score, each item was inverted before calculation

using:
Inverted Score; = 11 — Response;

All five inverted scores were scaled to a 0—100 range and averaged using:

1 5
NASA-TLX Score = 5 Z (10 x Inverted Score;)
i=1

The five dimensions were then scaled to a 0-100 range and averaged:

1 5
NASA-TLX Score = 5% 10 x ) Dimension;
i=1
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System Usability Scale

SUS assessed usability across 10 statements ranging from 1 (strongly disagree) to 5 (strongly

agree). Scores were adjusted as follows:

¢ Odd-numbered items: subtract 1 from the score.

¢ Even-numbered items: subtract the score from 5.

The total was multiplied by 2.5 to yield a score from 0 to 100:
SUS Score = 2.5 x ( Y ©usi-n+ ) (5 —SUS,-))
i€{1,3,5,7,9} j€{2,4,6,8,10}
Questionnaire for User Interaction Satisfaction

QUIS measured satisfaction across 10 items rated from 1 (strongly disagree) to 9 (strongly

agree). The average score was calculated as:

1 10
QUIS Score = T I; Question;

Higher scores are an indicator of better usability.

Additional Specific Questions

Besides the generic evaluation tools, there was also a short list of targeted questions that helped
collect more dedicated feedback on the system functionality and integration in clinical practice.
The scale ranged from 1 (strongly disagree) to 5 (strongly agree).

Appendix A is the list of all of the questions posed to the physician.

5.2 [Evaluation Results

Symptom Grading and Additional Symptom Assessment

The oncologist fully agreed on all the severity grades determined by the system. Also, the
system was able to recognize and process free-text symptoms proposed during the session,, which
were “urinary tract pain” and “laryngopharyngeal dysesthesia”, demonstrating robustness in both
protocol symptoms and additional symptoms.

In the Table 5.1 are presented the symptoms that were evaluated during the dialogue.
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TABLE 5.1: Grades assigned by the system and confirmed by the oncologist

Symptom System Grades | Oncologist Grades
Nausea 3 3
Oral Mucositis 3 3
Fever 1 1
Fatigue 2 2
Constipation 1 1
Urinary Tract Pain 1 1
Laryngopharyngeal Dysesthesia 2 2

5.2.1 Physician Interaction: Patient Interface
NASA-TLX scores

TABLE 5.2: NASA-TLX scores: Patient Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5 | Score
Physician1 | 40 | 10 | 20 | 20 | 20 22

The average NASA-TLX score of the LLM-guided interview was 22.0, which demonstrated
a low perceived workload. It implies that the interaction was easy and effective, and it did not
require much thinking.

Temporal Demand (Q2, 10) demonstrated the lowest score on workload dimension, which
proves that the speed of the interview was comfortable.

Effort, Frustration, and Performance (Q3-Q5, each 20), were slightly higher, however, re-
mained within the range of acceptable values, showing that the dialogue occurred without causing
discomfort or overload, and covered the necessary clinical dimensions.

The dimension with the highest score was Mental Demand (Q1, 40), which indicates that there

was an inherent requirement of a certain level of clinical reasoning involved within the interview.
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Qualitative Evaluation

TABLE 5.3: Qualitative 5-point scores: Patient Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5
Physician 1 4 5 3 - 5

The qualitative evaluation of the interview questions by the physician was overall positive with
the scores ranging from 3 to 5.

Q1 (clarity and adequacy) scored 4 which indicates that the dialogue was mostly well-set with
a space for improvement. Q2 (use of simple language) was the highest scored, showing that the
system did not use medical jargon.

Q3 (objectivity) was rated 3, which refers to general ambiguity, as the system struggled with
temporal questioning (e.g., “Do you have or have you ever had this symptom?”). Q4 (ability to
reformulate) was omitted because this behaviour was not present.

The QS5 (clinical logic) had a score of 5, indicating that clinical logic in question flow was

satisfactory.

System Usability Scale

TABLE 5.4: SUS scores: Patient Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5 | Q6 | Q7 | Q8 | Q9 | Q10 | Score
Physician1 | 4 1 5 2 5 2 4 2 5 1 87.5

Patient interface recorded a score of 87.5 This means that in the eyes of the physician, the
patient experience would be accessible and direct. It received high ratings in the following domains
of ease of use (Q3), feature integration (QS5), user confidence (Q9), and learnability (Q7). In
the aspects of unnecessary complexity (Q2) and required prior knowledge (Q10) the scores were
satisfactory. These findings imply that the interface is self-explanatory, well organized, and is
suitable for first-time users. Slightly lower scores were observed in dimensions like perceived
consistency (Q6), complexity (Q8), and need of support (Q4), which implies that in general the
system is easy to navigate through, yet there are certain aspects of it which the user may require
slight support. The frequency of use (Q1) was also rated lower, implying potential to enhance

engagement.
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Questionnaire for User Interaction Satisfaction

TABLE 5.5: QUIS scores: Patient Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5 | Q6 | Q7 | Q8 | Q9 | Score
Physician1 | 7 8 8 9 8 7 8 - 8 7.88

The score on the QUIS questionnaire is 7.88 out of 9, which indicates a high level of user
satisfaction in the patient interface and across all dimensions measured.

There was a high score on the visual appearance and layout (Q4), interface consistency (Q5),
system response time (Q2), ease of navigation (Q3) and satisfaction with the interface (Q10),
which implies the interface was perceived as attractive, fast and easy to navigate. The functionality
(Q7) and accessibility (Q8) sections also showed high satisfaction, implying that the main aspects
of the given system were highly accessible.

The slightly lower results were recorded in the clarity of messages and warnings (Q6) and ease
of learning (Q1), which might indicate that information or instructions were sometimes displayed
ambiguously.

The error handling and recovery options (Q9) is not present because there were no errors that

happened throughout the evaluation session.

5.2.2 Physician Interaction: Medical Interface
NASA-TLX

TABLE 5.6: NASA-TLX scores: Medical Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5 | Score
Physician1 | 8 10 | 10 | 10 | 10 4.8

The NASA-TLX is 4.8, which represents a low workload perceived value during medical
review task. The mental demand level (Q1) was the lowest score, which means that even though
there was a low mental workload needed, some cognitive effort was still required. The results for
the other dimensions (Q2, Q3, Q4, Q5), such as temporal demand, the level of effort, frustration,
and perceived performance, indicate that the process was stress-free, effortless, and the provided

information was adequate for decision-making in clinical environment.
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Qualitative Evaluation

TABLE 5.7: Qualitative 5-point scores: Medical Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5
Physician 1 5 5 5 5 5

The physician found all the five components of the qualitative medical review interface with
the highest rating of 5, which states that the user experience is overall good.

The summaries generated by the system were considered objective and clinically helpful (Q1)
and the bullet points were a true representation of the described dialogue (Q2). The information
provided (Q3) was clinical relevant and regarding the clarity and organisation (Q4), the report
could be viewed as well organised and easy to interpret. The interface was also classified to be

compatible within clinical workflows (Q5).

System Usability Scale

TABLE 5.8: SUS scores: Medical Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5 | Q6 | Q7 | Q8 | Q9 | Q10 | Score
Physician1 | 5 1 5 1 5 1 5 1 5 1 100

The medical interface scored 100.0 in SUS, indicating great usability. The rating of all positive
framed items, including frequency of use, (Q1) ease of use (Q3), integration (Q5), learnability
(Q7) and confidence (Q9) were rated at the maximum value of 5. At the same time, all negatively
framed questions, referring to unnecessary complexity, support, complexity and learning curve
(Q2, Q4, Q6, Q8, Q10), were scored at the minimum possible, which confirms that, overall the

interface was perceived to be intuitive and easy to use.

Questionnaire for User Interaction Satisfaction

TABLE 5.9: QUIS scores: Medical Interface

Participant | Q1 | Q2 | Q3 | Q4 | Q5 |1 Q6 | Q7 | Q8 | Q9 | Q10 | Score
Physician1 | 9 9 9 9 9 9 8 8 - 9 8.78
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The medical interface received an average QUIS score of 8.78 which indicates a very high
satisfaction level of the interface among the various dimensions.

Most dimensions were rated at the maximum: ease of learning (Q1), system responsiveness
(Q2), navigation (Q3), visual layout (Q4), interface consistency (Q5), clarity of system message
(Q6), and overall satisfaction (Q10) received maximum ratings. The general functionality (Q7)
and accessibility (Q8) were rated slightly lower, although still remained high.

The item related to error handling and recovery (Q9) was not scored, as no errors were en-

countered during the evaluation.



79

Chapter 6

Conclusions and Future Work

This dissertation described the design, deployment and initial assessment of a clinical chatbot
system that can perform structured symptom assessment. The objective was to explore whether
chatbot using a large language model was suitable to gather and grade clinically relevant symptom
data according to the CTCAE criteria.

The results of the clinical evaluation, though restricted to one oncologist, showed encourag-
ing outcomes, as the grades given by the system corresponded completely to the grades given by
the physician. In addition, the dialogue structure and reasoning capabilities were perceived favor-
ably, and patient and physician interfaces had a low workload and scored high in usability and
satisfaction using multiple validated instruments (NASA-TLX, SUS, and QUIS).

The hypothesis of the research is preliminarily confirmed as the findings imply that a chatbot
guided by a large language model is able to conduct structured interviews, retrieving the symptoms
and grading them according to the CTCAE guidelines.

However, this study has a number of limitations that need to be taken into consideration. First,
the clinical assessment was carried out by a single oncologist, which limits the validity of the
results, also the assessment did not involve any actual patient interactions, as the chatbot was
tested in simulated conditions only. Third, the system’s performance has not yet been evaluated
across different user profiles or healthcare settings. These restrictions reduce the robustness of the
existing conclusions and underline the necessity of wider validation.

Further research ought to focus on the enhancement of the clinical validation. The next step is
to conduct assessments with more oncologists, in order to validate the system more thoroughly and
to prepare it for real world settings through a large-scale trial in different clinical contexts. With
this broader testing, it would be possible to expose the system to a wider range of user behaviours

and clinical scenarios.
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Another important direction involves capturing the clinician feedback when overrides to the
symptom’s grading occur. Collecting these justifications could enhance the system performance
in grading the symptoms, either through direct fine-tuning or via reinforcement learning methods
such as RLHF.

Finally, it will be critical to construct a high-quality benchmark dataset that includes patient
responses, generated questions and clinician-approved grades, as such a resource would enable

future research on training models for reliable symptom grading.
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Appendix A

Evaluation Instruments: Full Question

Set

A.1 Patient Review Interface Evaluation

Simplified NASA-TLX
Participants rated agreement (1-10) for the following statements:
1. Was clinical reasoning easy during the interview?
2. Was the pace comfortable and free of time pressure?
3. Was it easy to follow the question sequence?
4. Did you feel comfortable and not frustrated during the interview?

5. Did the system collect sufficient clinical information to support evaluation?

Qualitative Evaluation

Participants rated agreement (1-5) for the following statements:

1. Were the questions clear and appropriate?

2. Did the system use simple, patient-friendly language (no medical jargon)?
3. Were the questions objective and unambiguous?

4. Did the system handle vague/confusing responses effectively?

5. Did the question flow follow a logical clinical sequence?
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A.2 Medical Review Interface Evaluation

Simplified NASA-TLX
Participants rated agreement (1-10) for the following statements:
1. Was reviewing the report simple and not mentally demanding?
2. Was the review process fast and efficient?
3. Was it easy to analyze and confirm the information?
4. Was the information clear and free of errors or inconsistencies?

5. Was the report clinically adequate to support decision-making?

Qualitative Evaluation (1 to 5)
Participants rated agreement (1-5) for the following statements:
1. Was the medical summary objective and useful?
2. Did the bullet points correctly reflect the reported elements?
3. Was the included information clinically relevant and sufficient?
4. Was the report well organized and clear?

5. Was the format compatible with clinical workflows?

A.3 Usability Evaluation (SUS and QUIS)

System Usability Scale (SUS)

Participants rated agreement (1-5) for the following statements, for both the patient and physi-

cian interfaces:
1. I would use this system frequently.
2. The system is unnecessarily complex.
3. The system is easy to use.

4. I would need the support of a technical person to use this system.
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5. The functionalities are well integrated.

6. There is too much inconsistency in the system.
7. Most people would learn to use it quickly.

8. The system is overly complicated.

9. Ifelt confident using the system.

10. Ihad to learn a lot before using the system.

User Interaction Satisfaction (QUIS)

Participants rated satisfaction (1-9) for both interfaces on:
1. Ease of learning

2. System response time

3. Ease of navigation

4. Visual appearance and layout

5. Interface consistency

6. Clarity of messages and warnings

7. Overall functionality

8. Accessibility

9. Error handling and recovery options

10. Overall satisfaction with the interface
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Appendix B

Medical Report

The following pages present a full example of the automatically generated clinical report pro-

duced by the system after patient interaction and symptom evaluation.



Relatorio da Sessao

Paciente: Hugo Silva
ID da Sessao: 109

Data: 2025-06-16 17:43:49

Sintomas Avaliados

Neuropatia periférica sensitiva - Ndo presente

Resumo: O paciente apresentou formigueiro e dorméncia nos primeiros 5 dias,
principalmente ao entrar em contato com objetos frios.

* Formigueiro

* Dorméncia

¢ Sintomas durante os primeiros 5 dias

e Agravado por contato com objetos frios

Diarreia - Nao presente
Resumo: O paciente nao apresenta diarreia.

» O paciente negou episédios de fezes moles ou liquidas.

Nauseas - Grau 3 (Rever)

Resumo: O paciente apresenta nduseas frequentes ocorrendo varias vezes ao
dia durante a primeira semana apés o inicio do tratamento, com reducao do
apetite que se resolvia apés essa semana.

* Nauseas frequentes (vérias vezes por dia) desde o primeiro dia apds o
inicio do tratamento
* Reducao do apetite durante a primeira semana

Justificacao do LLM: A classificacdo GRADE 2 reflete a frequéncia didria das
nauseas (varias vezes por dia) e a perda de apetite com reducao da ingestdo



oral sem comprometer significativamente o peso ou levando a necessidade de
alimentacao assistida.

Vémitos - Nao presente
Resumo: O paciente nao relata episédios de vémitos.

* Nao ha histéria de vomitos.

Mucosite oral - Grau 3 (Confirmado)

Resumo: O paciente apresenta mucosite com dor moderada que iniciou no
quarto dia apés o inicio do tratamento e resultou em dificuldade para mastigar,
limitando a ingestdo a gelatina, sopa fria e liquidos por uma semana.

¢ Mucosite
e Dor moderada
* Inicio na 42 dia apds o inicio do tratamento

Dificuldade em mastigar

Limitacao da alimentacdo a gelatina, sopa fria e liquidos

Justificacao do LLM: A classificacao como GRADE 3 justifica-se pela presenca de
dor moderada e por interferéncia significativa na ingestao oral, necessitando a
paciente de uma dieta modificada.

Fadiga - Nao presente
Resumo: O paciente nao apresenta sintomas de fadiga ou cansaco extremo.

* Negativa para fadiga
* Negativa para cansaco extenuante

Alopecia - Nao presente

Resumo: O paciente nao apresenta perda capilar excessiva.

* Perda capilar: negativa

Rash pustular - Nao presente



Resumo: O paciente apresenta lesdes cutaneas sem evidéncia de Ulceras
elevadas com pus.

* Feridas elevadas com pus negativo
» LesOes cutaneas presentes

Febre - Grau 1 (Confirmado)

Resumo: A paciente apresenta febre persistente com picos de até 38.3°C ha
dois dias, ocorrendo em episédios diarios com intervalos de 8 horas.

* Fevereiro persistente

* Picos maximos: 38.3°C

* Duragao: 2 dias

* Episddios diarios com intervalos de 8 horas

Justificacao do LLM: A febre foi classificada como GRADE 1 por estar dentro do
intervalo de 38,0 a 39,0 °C e durar mais de 24 horas.

Cefaleia - Nao presente
Resumo: O paciente nao apresenta dor de cabeca.

* Dor de cabeca negativa.

Calafrios - Nao presente

Resumo: O paciente nao apresenta sintomas de calafrios ou sensacao de frio
com tremores.

* Negativo para calafrios
* Auséncia de sensacao de frio com tremores

Obstipacao - Grau 1 (Confirmado)

Resumo: O paciente apresenta constipacao desde 5 dias apds o inicio do
tratamento, com esforco defecatério ligeiro. Utiliza lactulose trés vezes ao dia
sem necessidade de clisteres ou evacuacao manual.

» Constipacao ha 5 dias
» Esforco defecatério ligeiro
* Uso de lactulose 3x/dia



Justificacao do LLM: O grau foi classificado como 'GRADE 1' devido a presenca
de sintomas intermitentes relacionados a dificuldade na defecacao que iniciou
apods o inicio do tratamento e a utilizacao pontual de lactulose. Nao ha evidéncia
de limitacdes significativas nas atividades instrumentais da vida diaria ou
necessidade de evacuacao manual.

Dor no trato urinario - Grau 1 (Confirmado)

Resumo: O paciente apresenta uma dor ligeira no trato urinario ha 3 dias que
interfere com a sua rotina, mas nao causa dores no bexiga, uretra, flanco,
abdémen inferior ou lombar e nao afeta significativamente a mobilidade, sono,
alimentacao ou autocuidado.

* Dor ligeira no trato urinario ha 3 dias

* Interfere com a rotina

* Sem dores no bexiga, uretra, flanco, abdémen inferior ou lombar

* Nao afeta significativamente a mobilidade, sono, alimentac¢ao ou
autocuidado

Justificacao do LLM: A dor é classificada como GRADE 1 pois é ligeira e interfere
com as atividades instrumentais da vida diaria, mas nao limita o autocuidado.

Disestesia laringofaringea - Grau 2 (Rever)

Resumo: O paciente apresenta uma sensacao de desconforto na laringe e
parte superior do eséfago ha 6 horas apds o tratamento, com leve dificuldade
respiratéria. Nao ha dificuldades significativas nas atividades didrias ou
necessidade de ansiolitico ou tratamento urgente.

* Sensacao de desconforto na laringe e parte superior do eséfago
¢ Dificuldade leve em respirar

* Nao afeta as atividades didrias

* Sem necessidade de ansiolitico ou tratamento urgente

Justificacdo do LLM: CLASSIFICACAO: GRADE 1 - Sintomas ligeiros com leve
sensacao de dificuldade respiratéria, sem dispneia, ansiedade ou dificuldades
significativas nas atividades diarias.

Histdrico de Conversa

Assistente: Sentes atualmente algum formigueiro ou dorméncia?



Paciente:
Agora nao, senti durante os primeiros 5 dias, sobretudo quando tocava em
objetos frios.

Assistente: Tem ocorrido episédios de fezes muito moles ou liquidas?
Paciente: Nao.

Assistente: Tem sentido nduseas ou sentiu enjoo?

Paciente: Senti enjoos durante a primeira semana.

Assistente: Quando comecaram as nauseas?

Paciente: No dia seguinte ao inicio de otratamento.

Assistente:
Como descreve a frequéncia com que ocorrem as nauseas (ex: raramente,
varias vezes por dia)?

Paciente: Senti-me enjoado durante a maior parte do dia.

Assistente:
Como costuma acontecer o enjoamento? E algo que sente raramente ou varias
vezes por dia?

Paciente: Varias vezes por dia.

Assistente:
Tem perdido apetite recentemente? Isto tem afectado como se alimentas?

Paciente:
Sim, durante a primeira semana do tratamento, ao final de uma semana volta
ao normal.

Assistente:
Tem comido ou bebido menos do que o habitual devido as nauseas?

Paciente: Sim.

Assistente: Tem episddios de vémitos?

Paciente: Nao.

Assistente: Tem alguma dor, ferida ou inflamacao na boca?

Paciente: Sim, tive.

Assistente: Quando comecaram as feridas?

Paciente: Ao 49 dia apéds o inicio do tratamento

Assistente: Qual é a intensidade da sua dor? (leve, moderada ou intensa)
Paciente: moderada

Assistente:
Tem dificuldade em comer ou beber normalmente devido a mucosite?

Paciente:
sim, nao conseguia mastigar. So consegui ingerir gelatina, sopa fria e liquidos
durante 1 semana

Assistente: Tem sentido algum fadiga ou cansaco extremo?



Paciente: nao

Assistente: Tem perdido cabelo mais do que de costume?
Paciente: nao

Assistente: Tem feridas elevadas com pus na pele?
Paciente: nao

Assistente: Tem febre?

Paciente: Sim.

Assistente: Quando comecou a febre?

Paciente: ha dois dias

Assistente:
Qual é o valor mais alto medido e por quanto tempo ele se manteve?

Paciente: 38.39C, 2 dias

Assistente: Tem a febre ocorrido uma vez ou em varios episédios?
Paciente: episodios de 8/8h

Assistente: Tem dor de cabeca?

Paciente: nao

Assistente: Tem calafrios ou sente-se muito frio com tremores?
Paciente: nao

Assistente: Tem dificuldades em defecar?

Paciente: sim

Assistente:
Quando comecou o seu sintoma? E um problema recente ou regular?

Paciente: 5 dias apds o inicio do tratamento

Assistente:
Como descreve o esforco ou a dor ao defecar? E ligeiro, persistente ou grave?

Paciente: ligeiro

Assistente:
Tem utilizado amaciadores das fezes, laxantes, clisteres ou precisou de
evacuacgao manual?

Paciente: Sim, lactulose 3x dia

Assistente:
Tem dificuldades em cozinhar, limpar ou deslocar-se em casa devido ao seu
sintoma?

Paciente: nao

Assistente:
Tem dificuldades em realizar tarefas bdsicas como higiene, banho ou vestir-se?

Paciente: nao



Assistente: Gostaria de reportar um novo sintoma?

Paciente: Dificuldade em urinar

Assistente: Por favor, descreva o sintoma com o maximo de detalhe.
Paciente: Dor ao urinar e urinar pequenas quantidade varias vezes ao dia.
Assistente: Sentes alguma dor ou desconforto no trato urindrio?

Paciente: sim

Assistente: Quando comecou a dor?

Paciente: ha 3 dias

Assistente:

Como esté a dor? E ligeira, moderada ou intensa, e interfere com a sua rotina?
Paciente: ligeira, interfere

Assistente: Tem dores no bexiga, uretra, flanco, abdémen inferior ou lombar?

Paciente: nao

Assistente:
A dor interfere com a sua mobilidade, sono, alimentacao ou autocuidado?

Paciente: nao

Assistente: Gostaria de reportar um novo sintoma?

Paciente: Sim

Assistente: Por favor, descreva o sintoma com o maximo de detalhe.

Paciente:
Dificuldade em articular palavras e sensacao de "garganta presa" no final do dia
do tratamento.

Assistente:
Sentes algum desconforto persistente na garganta, laringe ou parte superior do
eséfago?

Paciente: Senti

Assistente:
Quando comecou a sensacao anormal ou desconfortavel na garganta?

Paciente: 6h apos o tratamento

Assistente:
Tem apenas desconforto ou ansiedade leve, ou sente dificuldade em respirar ou
engolir?

Paciente: Leve sensacao de dificuldade a respirar

Assistente:
Tem alguma dificuldade em comer, falar, sair de casa ou trabalhar?

Paciente: Falar
Assistente: Tem alguma coisa que te dificulta comer, lavar-te ou falar?

Paciente: Nao



Assistente:
Tem necessidade de ansiolitico, observacdao médica ou tratamento urgente?

Paciente: Nao
Assistente: Gostaria de reportar um novo sintoma?
Paciente: Nao.

Assistente: Obrigado. Vamos finalizar a sessao.
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