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Abstract

Effective traffic control and forecasting in large metropolitan areas is essential for optimizing urban
management and the transport system. This thesis aims to develop a forecasting system that
makes it possible to predict the intensity and occupancy of road traffic at different time intervals.
This work uses traffic data provided by Porto Digital Association. The data was collected from
inductive loop detectors placed at critical street intersections within the Municipality of Porto to
monitor traffic volume and occupancy.

The methodology adopted applies the Prophet model and its cross-validation method to
predict traffic intensity and occupancy. This was intentional to assess this well-known platform,
and thus, within this exploratory work, no comparisons were made with other approaches or
models currently accepted in this specific area of research.The exploratory analysis carried out
with data from January 2022 revealed significant patterns in traffic behavior, particularly during
weekdays and peak hours.

The model was initially run for two detectors, one located close to the "Estádio do Dragão"
and the other positioned further away. This initial analysis demonstrated the model’s ability to
capture traffic patterns, and variations in performance were observed between the two locations.
The model was then extended to evaluate data from a total of 50 detectors spread across the
city of Porto. The evaluation revealed greater accuracy in predicting traffic intensity compared
to occupancy, with relative error metrics - specifically, Mean Absolute Error (MAE) and Root
Mean Square Error (RMSE) - showing consistently lower values for intensity predictions.

Although this work suggests that the approach taken is an important starting point for the
development of a more comprehensive traffic forecasting system, it also highlights the need for
further refinements and the integration of different data sources. Further research in this field is
crucial for the development of adaptive traffic management solutions that can respond to the
evolving dynamics of urban transport systems.

Keywords: forecasting time series prediction, prophet model, time series, traffic, urban
mobility, inductive loop detectors, prediction models, short-time prediction, long-time prediction
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Resumo

O controlo e a previsão eficazes do tráfego nas grandes áreas metropolitanas são essenciais para
otimizar a gestão urbana e o sistema de transportes. O principal objetivo desta tese é desenvolver
um sistema de previsão que permita prever a intensidade e a ocupação do tráfego rodoviário em
diferentes intervalos de tempo. Este trabalho utiliza dados de tráfego fornecidos pela Associação
Porto Digital. Os dados foram recolhidos a partir de detetores de laços indutivos colocados em
interseções criticas de ruas no Municipio do Porto para monitorizar o volume de tráfego e a
ocupação.

A metodologia utilizada neste trabalho é a aplicação do modelo Prophet e do seu método
de validação cruzada para prever a intensidade e ocupação do tráfego. Foi intencional avaliar
esta plataforma bem conhecida e, portanto, dentro deste trabalho exploratório, não foram feitas
comparações com outras abordagens ou modelos atualmente aceites nesta área específica de
investigação.A análise exploratória efetuada com dados de janeiro de 2022 revelou padrões
significativos no comportamento do tráfego, particularmente durante os dias úteis e horas de
ponta.

O modelo foi inicialmente executado para dois detectores, um localizado perto do Estádio do
Dragão e o outro mais afastado. Esta análise inicial demonstrou a capacidade do modelo para
captar os padrões de tráfego, tendo sido observadas variações de desempenho entre os dois locais.
O modelo foi então alargado para avaliar dados de um total de 50 detectores espalhados pela
cidade do Porto. A avaliação revelou uma maior precisão na previsão da intensidade do tráfego
em comparação com a ocupação, com métricas de erro relativo - especificamente, o Erro Absoluto
Médio (MAE) e o Erro Quadrático Médio (RMSE) - mostrando valores consistentemente mais
baixos para as previsões de intensidade.

Embora este trabalho sugira que a abordagem adotada é um ponto de partida importante
para o desenvolvimento de um sistema de previsão de tráfego mais abrangente, também salienta a
necessidade de mais aperfeiçoamentos e da integração de diferentes fontes de dados. A continuação
da investigação neste domínio é crucial para o desenvolvimento de soluções de gestão do tráfego
adaptáveis que possam responder à dinâmica evolutiva dos sistemas de transportes urbanos.

Palavras-chave: previsão de séries temporais, modelo prophet,séries temporais, tráfego,
mobilidade urbana, detetores de laços indutivos, modelos de previsão, previsão a curto prazo,
previsão a longo prazo.
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Chapter 1

Introduction

1.1 Motivation

The continuous growth of cities globally has led to a more intricate administration of urban
transportation. Along with the increase in the number of cars, the accelerated increase in urban
population has resulted in a substantial increase in traffic congestion, pollution and overall
pressure on urban infrastructures.

Ensuring efficient traffic management is vital to mitigating environmental effects, improving
the quality of life of residents and allowing a smooth flow of vehicles. Urban mobility has a
substantial influence on the efficiency, economic activity, service accessibility, and overall social
well-being of a city. The municipality of Porto, similar to other major metropolitan areas, is
naturally faced with these issues.

To address the growing demands on its traffic infrastructure, Porto has used advanced
technologies to improve traffic monitoring and management. An essential element of the urban
traffic management system is the deliberate positioning of inductive loop detectors on the exposed
road surface, whose main use is to select the timing of traffic light cycles.

The detectors detect changes in the magnetic field caused by contact with heavy metal
objects such as cars, buses and trucks. As vehicles pass over them, they collect information
that is essential for understanding and controlling traffic flows in the city. The data acquired
by these detectors is distinguished by its consistency and precision, thereby providing a useful
understanding of two main indicators:

Intensity : refers to the measurement of the number of cars moving through a specific location
within one hour. It is a fundamental indication of traffic flow and provides important information
on the level of utilization.
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Occupancy : the percentage of time that a metallic object was detected over the inductive
loop.

Accurate, real-time information is crucial for city planners and traffic managers, as they heavily
depend on these indicators to make well-informed judgments and adjustments. Through the
examination of intensity and occupancy data, we can effectively address developing traffic
scenarios, such as unexpected rises in vehicle volume during busy periods or unexpected
obstructions. For instance, when there is a high level of intensity, it may be necessary to
make changes to traffic lights or implement extra traffic management systems to avoid congestion.
Likewise, if a road segment consistently has a large number of vehicles occupying it for a lengthy
period of time, it can indicate congestion although this may not be the only cause. These are
examples requiring quick measures to reduce the traffic congestion.

However, such data points have a deeper meaning that goes beyond the immediate reaction.
In the contemporary field of data-driven urban management, forecasting future traffic conditions
has emerged as an extremely useful tool. Predictive analytics allows cities to accurately anticipate
and prepare for future traffic scenarios, in addition to responding to current traffic conditions.
This proactive approach is particularly advantageous in a dynamic urban environment, where
traffic patterns can be influenced by many elements, including normal travel cycles and unforeseen
incidents such as accidents or sudden road closures.

In this context, the main objective of this thesis is to develop a traffic forecasting system
that can optimize urban management in Porto. To this end, time series forecasting models
using the Prophet model will be tested and evaluated, applied to data collected from inductive
loops. The study will initially cover an exploratory analysis of the data to detect anomalies and
identify patterns, followed by the application of the model to different traffic scenarios, including
assessing the impact of local events and public holidays.

Figure 1.1 shows an image of inductive loop detectors placed in a road:

Figure 1.1: Inductive loop detectors. Source: Wikipedia.
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1.2 Objectives

This thesis aims to provide city managers with a timely understanding of city traffic by creating
a specialized forecasting tool for the traffic conditions in the city of Porto. The specific objective
is to forecast the level of traffic and the number of vehicles occupying a given sensor in the city’s
network for short and long periods of time. These projections are really helpful for municipal
leaders who require strategies for different time periods, guaranteeing that suitable steps are
implemented to efficiently handle traffic.

In order to accomplish this, the study will utilize the Prophet framework, which is a powerful
tool for predicting time series data. The Prophet model has been selected for its adaptability
and precision, especially in managing seasonal variations and the influence of holidays, which
are frequently observed in urban traffic data. The framework’s ability to integrate and adapt
to various variables makes it a very suitable option for this study, especially given the intricate
nature of traffic patterns in a vibrant municipality such as Porto.

Furthermore, this study will investigate the model’s ability to adjust to diverse circumstances,
such as fluctuating traffic patterns on weekdays compared to weekends, as well as during special
events that attract substantial crowds and consequently cause considerable changes in regular
traffic patterns. Weekdays generally have high traffic volumes during the morning and evening
rush hours, however, weekends may have more unpredictable traffic patterns influenced by
shopping or tourism. The importance of this study resides in providing further decision tools to
assist the administration of urban traffic in Porto.

In summary, the main objectives of this dissertation are :

• to accomplish an exploratory analysis using traffic data gathered from inductive loop
detectors to gain a better understanding of the data and to detect possible anomalies,
identifying patterns and the main problems that may exist in the data;

• to test and evaluate the applicability of the Prophet platform as a time series forecasting
model for this type of traffic data. A first approach is to be followed based on data from
two detectors, one close to the Estádio do Dragão and the other far from it, to analyze the
impact of football games and public holidays on both detectors. In addition, the system is
tested over various periods and horizons using the cross-validation method, thus allowing
the intensity and occupancy forecasts to be evaluated.

• to extend the Prophet analysis and forecasting model to a larger number of detectors, namely
50 randomly selected detectors, to assess the accuracy of its performance in predicting
intensity and occupancy over different periods and horizons;

• to evaluate the performance for both scenarios 2 and 50 detectors, by calculating the values
of the relative errors of the MAE and RMSE performance metrics obtained through the
cross-validation method, so that we can better understand whether the prediction of this
system is as expected or not.
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1.3 Contributions

The main contributions of this dissertation correspond to the main objectives detailed in the
previous section, namely:

• exploratory analysis revealed missing data for January 2022;

• purposely, we selected detectors with reduced missing data to explore the Prophet platform
to predict traffic intensity and occupancy in two detectors located near the Estádio do
Dragão;

• expanded our study to 50 randomly selected detectors to confirm or even surpass the
predication accuracy we saw for 2 detectors;

• introduced information on public holidays and our results show that this information
significantly improves the model’s ability to predict traffic dynamics, thus improving traffic
forecasting.

• our results also show that including external events, such as football games, improves the
model and provides a better understanding of traffic flow.

These contributions were useful for a better understanding of the traffic patterns in the
Municipality of Porto since we could analyze that both intensity and occupancy follow cyclical
patterns over time, especially on weekdays during peak hours. The exploratory analysis helped
us understand the data and detect some gaps in the data. Also, we could verify that using the
Prophet model on this data, the system had more difficulty in predicting occupancy values than
intensity and that it was more accurate over shorter than longer horizons.

1.4 Document Structure

This document is organized into four additional chapters. Chapter 2 includes the fundamental
concepts necessary for the understanding of the subjects covered in this work. It provides a
theoretical explanation of the data used and the methodologies used to develop this study.
Chapter 3 includes a section on related work, which discusses relevant and helpful research for
this study. Chapter 4, entitled “Design, Implementation and Results”, explains the exploratory
analysis carried out on the data, the implementation of the forecasting system and the discussion
of the results obtained. Chapter 5 presents the conclusions drawn from this work, its limitations,
and proposes possibilities for improving the system for future work.
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Chapter 2

Basic Concepts

This chapter provides the fundamental concepts that form the theoretical basis of this dissertation,
mainly in the modeling and prediction of traffic data. Firstly, traffic data is presented, which is
obtained through inductive loop detectors that offer two main metrics: intensity and occupancy.
Analyzing this data is fundamental to understanding traffic patterns over time, detecting peak
periods and helping to develop traffic management measures. Subsequently, the concepts of time
series are discussed, which provide the mathematical basis for modeling and predicting intensity
and occupancy data. Finally, the Prophet model is presented, which is frequently used for time
series forecasting, with an emphasis on traffic data. This model is significantly useful due to
its ability to detect complex, non-linear trends. Prophet’s growth models are detailed, some
of the methods it uses, the configurations that are needed to improve its performance and the
evaluation metrics that assess its performance.

2.1 Traffic Data

The ability to monitor traffic in an urban city is, nowadays, critical to improving city management
and mobility. For the city of Porto, it is important to anticipate traffic intensity so that measures
can be taken that may avoid, for example, road congestion.

Therefore, the municipality of Porto uses inductive loop detectors to collect traffic data,
namely the traffic volume and occupancy at each detector, measured with an interval of 10
minutes, to follow the TrafficFlowObserved data model from Fiware.

As noted by Cherrett et al. [5], inductive loop detectors provide an effective way of collecting
essential parameters such as vehicle count (or intensity), speed and occupancy. These parameters
are fundamental to support real-time traffic management, especially in urban areas where
congestion is a significant concern.

The inductive loop detectors are large coils placed under the pavement which can detect large
metallic objects on top of them, such as cars. This happens because the impedance of the loop is
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modified by the amount of metal in the vehicle. The variation in the loop’s inductance depends
on the impact the vehicle has on the magnetic field as it moves [5].

An illustration of these inductive loops is given in the image 1.1.

In the Municipality of Porto, each detector sends data to a controller, a physical device
housed in a streetside telecoms cabinet. A controller typically gathers data from each detector at
a single intersection. A single controller does, however, occasionally collect data from two or
three nearby intersections.

The inductive loop detectors provide two primary measurements at 10-minute intervals:

Intensity: represents the total number of cars that crossed the detector within a 10-minute
interval. For example, if the detector records a total of 30 vehicles within this period, this value
can be transformed into an hourly rate by multiplying it by 6. Consequently, in this particular
instance, the traffic intensity would be quantified as 180 cars per hour. This conversion is essential
for conducting traffic analysis which helps in understanding periods of high traffic.

Occupancy: measures the proportion of time during which metallic objects, such as cars,
are detected by the inductive loop. For instance, if the detector detects the existence of vehicles
for 4 minutes during a 10-minute time frame, the occupancy rate would be computed as 40%.
Assessing the level of congestion on a roadway is crucial and can provide valuable information
for developing traffic management measures.

Monitoring both traffic volume and occupancy is fundamental for congestion detection since
a high vehicle occupancy rate associated with a low vehicle count can indicate slow or stationary
traffic, which signals the occurrence of congestion [5].

Traffic data based on the two measures just presented is gathered over time and thus
constitutes an observed time series, one for intensity and another for occupancy.

2.2 Fundamental Traffic Diagram

The fundamental traffic diagram illustrates the traffic flow under optimal conditions, characterized
by uniform cars and drivers, as well as balanced traffic.

The following diagram implies that flow (Q), velocity (V), and density (D) are interconnected
using the subsequent formula [21]:

Q = D · V

The flow (Q) refers to the quantity of vehicles per unit of time, often articulated in vehicles
per hour. Density (D) denotes the number of vehicles per unit length of roadway, often articulated
in vehicles per kilometre. Ultimately, vehicle velocity (V) is articulated in kilometres per hour.
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The flow-density diagram, based on empirical data, presents a more accurate representation
of reality. The diverse cars and drivers provide a more detailed understanding of traffic behavior
through their interrelationships.

The next image illustrates the flow-density diagram that relates the traffic flow and the
density.

Figure 2.1: Flow-Density Diagram [4]

The image above illustrates three essential aspects of these diagrams [7]:

• Free Flow Phase: In this phase, the density values are low, suggesting that there are few
vehicles on the road and consequently they can circulate freely. As density grows, traffic
flow also escalates.

• Critical Density: During this phase, the maximum flow value is attained, resulting in
achieving its full capacity.

• Constrained Flow: Upon achieving the critical density limit, the flow values start a
decline, indicating that an increase in occupancy values correlates with a decrease in flow
values. The rise in density values results in a reduction in vehicle speed, which leads to
a decrease in the number of vehicles crossing a certain segment of the road during that
period.

For a more detailed explanation of these diagrams and their dynamics, we suggest the
book [21].

This diagram will be useful to analyse the patterns of the intensity and occupancy over time
on different time scales in our data in the chapter 4.

2.3 Time Series

A stochastic process is a family of random variables indexed in a set T, {xt}t∈T. A time series in
discrete time is a set of observations indexed by time xt, t = 1, . . . , T. As an example, we can
consider the number of cars passing over a bridge at different times of the day [18].
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Time series may be univariate in which case the observations are univariate at each time
stamp t, e.g. the number of cars passing over a bridge at time t, or multivariate in which case
several variables are observed at time t, e.g., the number of cars passing over a bridge and air
humidity at time t.

2.3.1 Components of Time Series

Time series consists of 4 components: trend, seasonality, cyclical variations and irregular variations.
Next, we will describe them in more detail [1]:

• Trend Component represents the long-term trajectory or orientation of the data series.
It indicates the general direction, whether it is increasing, decreasing or remaining constant,
over a long period of time.

• Seasonality is the occurrence of regular, short-term variations in a data series over a given
period of time, usually a year. The patterns observed are induced by external influences,
such as variations in weather conditions, the occurrence of holidays and cultural events,
resulting in anticipated and consistent variations in the data.

• Cyclical variations Cyclical patterns refer to changes in the series that occur cyclically
and repeatedly over long periods, usually influenced by economic or business cycles.

• Irregular variations commonly referred to as residual or random variations, consists
of unpredictable and random fluctuations in the data series. These variations cannot
be attributed to trend, seasonal or cyclical factors and are often caused by unplanned
occurrences or random disturbances.

The next image illustrates common components of a time series:
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Figure 2.2: Trend, Seasonality and Irregular Variations of a time series [16]

2.3.2 Stationary Time Series

In time series analysis, it is common to observe a certain regularity in the behavior of a series
over time, i.e. stationarity.

A time series can be either strictly stationary or second-order stationary. In the case of a
strictly stationary series, the probabilistic behavior of any set of values and their displacements
remains the same over time [18].

Therefore, the sets {xt1 , xt2 , . . . , xtk
} e {xt1+h, xt2+h, . . . , xtk+h} are identical for all k =

1, 2, . . ., all instants tt1, t2, . . . , tk, and for any deviations h = 0, ±1, ±2, . . ..

A stationary second-order time series requires a process with finite variance, in which [18]:

(i) the mean function, µt, is constant and does not vary with time t;

(ii) the autocovariance function, γ(s, t), depends only on the difference between s and t, i.e.
the distance |s − t|.

Stationarity requires that both the mean and autocorrelation functions have a certain
regularity so that these quantities can at least be estimated using their means. A strictly
stationary time series with finite variance is also stationary. However, the opposite is not always
true. A relevant case in which stationarity implies strict stationarity occurs when the time series
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is Gaussian, i.e. when all finite subsets of the series follow a Gaussian distribution [18].

2.3.3 Time Series Models

Time series modeling is a crucial component of time series analysis, covering diverse techniques
and strategies to comprehend and forecast future values using past data. The main models
employed in time series analysis include autoregressive models (AR), moving average models
(MA), autoregressive moving average models (ARMA), autoregressive integrated moving average
models (ARIMA) and seasonal autoregressive integrated moving average models (SARIMA).
Every model possesses distinct attributes and uses, offering a comprehensive set of tools for
analysts and researchers. For a more detailed discussion on each of these models, the book by
Davies and Blockwell [2] provides a comprehensive introduction to time series analysis, offering
theoretical and practical insights into the application of these models.

2.4 The Prophet Model

Prophet is an open-source tool for time series forecasting created by Facebook to address
forecasting goals. It is characterized by being a model that can evaluate data on a daily, weekly
or annual basis as well as its trend over time. It takes into account specific events that may
occur in the data as well as holidays. It can also deal with patterns that may exist in the data,
such as missing values [20].

Structure of the Decomposable Additive Model Prophet is considered to be one of the
decomposable models, that is, it separates the time series into different components: trend,
seasonality and events. The model does this in an additive way, adding the components to obtain
the final forecast. Therefore, we can characterize Prophet’s additive model as the mathematical
form that allows for the decomposition of data [20].

With the Prophet decomposable additive model, we can obtain a clear analysis of how each
component behaves over time. As a result, the decomposition of the time series makes it easier to
understand and adjust forecasts, allowing detailed visualization of seasonal patterns, long-term
trends and the impact of specific events. This model results in the following equation [20]:

y(t) = g(t) + s(t) + h(t) + ϵt (2.1)

where, s(t) represents daily, weekly and annual seasonality, g(t) represents the trend,h(t)
refers to holidays and specific, non-periodic events and ϵt is the error term that covers changes
that the model cannot identify.

The s(t) in the equation can simultaneously represent the seasonality components - daily,
weekly and annual, depending on how the model was developed. Generally, each of these
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components is treated separately and then added together to obtain the total s(t). This allows
the model to capture various periodicities within the same term.

2.4.1 Model Fitting

Once the Prophet model has been defined, it then needs to be fitted to the historical data that has
already been obtained. This adjustment allows the Prophet model to gather seasonal patterns,
trends or other events, adjusting them to the data that has been observed. The historical data
supplied to Prophet must always contain two columns: “ds” and “y”. The “ds” column must be
in date format, preferably YYY-MM-DD or YYY-MM-DD HH:MM, and the ’y’ column must be
numeric and represent the value to predict in the training set, which consists of the historical
data [15]. This model uses the historical data to make forecasting and this data will be used to
train the model, so we can consider that this historical data is the training set.

After the data has been formatted accordingly, Prophet categorizes the time series into three
primary components: trend, seasonality, and holidays/events.

Trend Component The trend component is modeled by fitting a segmented linear curve to
the trend or non-periodic part of the time series, ensuring that the trend is not overly affected
by outliers or gaps in the data. This approach provides a more robust representation of the
evolution of data over time [17].

Prophet contains two growth models in the growth parameter in the fit function: the logistic
model(growth = ’logistic) and the linear model (growth = ’linear). The main difference between
the two is whether the carrying capacity is limited or not [17]. In the logistic model, this capacity
is limited (for example, population growth up to a maximum limit), while in the linear model,
there is no such limitation, allowing indefinite growth [17].

Logistic growth The logistic growth model is most appropriate for scenarios where growth is
constrained by a maximum limit (carrying capacity). It is useful for predicting time series that
use saturation, such as population growth in an environment where resources are limited [17].

The equation for logistic growth with non-linear saturation in its primary form is given by
[20]:

g(t) = C

1 + e−k(t−m)

Where:

• C is the carrying capacity;

• k is the growth rate;
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• m is the shift parameter;

• t is the time;

If the data demonstrates variable capacity over time and an inconsistent growth rate, the
model must be capable of capturing these variations and adapting to the historical data. The
piecewise growth model integrates the changes regarding the trend by establishing changepoints,
and its equation may be articulated as follows [20]:

g(t) = C(t)
1 + exp (−(k + a(t)⊤δ)(t − (m + a(t)⊤γ))) .

where:

• C is the maximum capacity variable over time;

• k is the growth rate;

• a is a vector of indicator functions for each changepoints ;

• δ is the vector of changes in the growth rate at each changepoint;

• t is the time;

• m is the shift parameter;

• γ is the adjustment of the shift;

• T represents the total horizon;

Piecewise Segmented Linear Growth In the piecewise linear model, the trend is made up
of several linear segments with a constant growth rate linked together, but where their slope
can change at each changepoint, offering greater flexibility to capture abrupt changes in the
data [20]. Changepoints may be established explicitly, or Prophet may utilize default options, as
demonstrated in this dissertation.

The expression for the piecewise segmented linear growth is [20]:

g(t) = (k(t) + a(t)T δ)t + (m(t) + a(t)T γ)

Where:

• k(t) represents the growth rate in time t ;

• a(t) is the vector of indicator functions for the changepoints in time t;
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• m(t) indicates the shift parameter in time t;

• δ is the adjustment to the growth rate;

• γ incorporates s and δ and is adjust with −sjδj to ensure that the function is continuous;

• T represents the total horizon;

Changes in the trend over time are affected by changepoints, i.e. moments when the trajectory
of the time series changes significantly. Prophet detects these changepoints automatically and
adjusts the model to reflect these changes [17]. Identifies them by designating several potential
points along the time series historical data where the growth rate may vary. It then applies sparse
regularization (equivalent to L1 regularization) to reduce the number of points used, keeping
only those that cause the most significant changes. This allows the model to consider several
possible locations for trend changes, but at the same time restrict detection to only the most
relevant changes, avoiding excessive use of changepoints [8]. For a better understanding of the
L1 regularization see [22].

Upon selecting the suitable changepoints, the model establishes a cost function that minimizes
the difference between the observed and forecast values of the historical data, therefore adjusting
the trend. By implementing the L1 penalty on these changepoints, the model provides a more
continuous trend while reducing abrupt alterations in slope [20]. The model employs an L-BFGS
optimization technique to refine the cost function that englobes all of the components of the
model (trend, seasonality and holidays/events) and repeatedly modify the trend parameters until
convergence is achieved. Therefore, we can assume that this algorithms is used to optimize all of
the components. For a more detailed explanation of the L-BFGS algorithm, refer to [3].

The algorithms detect changepoints in historical data, letting the model to adjust to temporal
trend differences and formulate a trend function for future forecasts. The segmented linear
model with automated changepoint detection provides adaptability in addressing various trend
patterns [17].

Seasonality In the context of business, time series frequently display seasonal patterns that
repeat regularly, representing cyclical behaviors like consumption cycles, seasons, or particular
days of the week. Periodic functions are used frequently to model these seasonal trends because
they capture the changes observed in the data [20].

The Prophet model is a Bayesian model that uses a Fourier series-based decomposition to
reflect seasonality. By using this method, seasonal cycles that rely on the time series regular
period can be described. For instance, the period would be P = 365.25 days for annual seasonality
and P = 7 days for weekly trends. The sum of the sine and cosine terms can be used to indicate
the seasonal component as follows [20]:
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s(t) =
N∑

n=1

(
an cos

(2πnt

P

)
+ bn sin

(2πnt

P

))

Here, N corresponds to the number of harmonics used to describe the seasonality, and the
coefficients an and bn define the amplitude of the cycles. These coefficients form the vector β,
represented by [20]:

β = [a1, b1, . . . , aN , bN ]

The coefficients are determined by simple linear regression, which minimizes the discrepancy
between the observed data values and those predicted by the seasonality function. The linear
regression will be adjusted for each component of the Fourier series.

The matrix X(t), which includes the sine and cosine functions corresponding to the seasonal
cycles and applies to both historical data and future forecasts, must be combined to determine
the seasonal effect at any time point t. For example, the matrix X(t) would look like this to
represent annual seasonality with N = 10 [20]:

X(t) =
[
cos

( 2πt

365.25

)
, . . . , sin

(2π(10)t
365.25

)]

Therefore, the seasonal component of the series can be expressed as [20]:

s(t) = X(t)β

The parameters β are modeled as random variables in the Bayesian framework of Prophet,
according to an a priori normal distribution N(0, σ2). This introduces smoothing into the seasonal
patterns, avoiding sudden variations. By restricting the number of terms N , the model acts as a
low-frequency filter, capturing smoother patterns. However, increasing N can make it possible
to capture faster seasonal variations, but at the risk of overfitting the model [20].

In practice, weekly patterns often require N = 3, whereas annual seasonal patterns typically
require a figure of N = 10. Furthermore, the model’s complexity and the quality of the fit to the
data can be balanced by automating the selection of these values using metrics like the Akaike
Information Criterion (AIC) [20].

Holidays and Events Holidays and events introduce predictable disruptions into many time
series, but they do not always follow regular patterns, which makes them difficult to model.
Thus, it is essential to include holidays in forecasts to improve the overall accuracy of the
predictions. Prophet allows adding lists of holidays, either a predefined global list or a customized
list that includes specific events [20]. The model applies an indicator function to determine if
a certain date aligns with a holiday or event, assigning a value that quantifies its influence on
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the estimations. The event is assigned a value of 1 if it occurs on that specific day and a value
of 0 if it does not occur. Each data is assigned a parameter, which is then modified according
to previous data, to capture its impact on the data. To determine the effect of the event on
historical data, the model adjusts a coefficient for each event using linear regression. These
coefficients signify their magnitude and the positive or negative direction of their influence on
the time series. For a more detailed explanation, see [20]. The effects of these holidays are
handled independently by Prophet, allowing them to provide a set of past and future dates for
each holiday. In addition, Prophet also allows the incorporation of a range of days around the
holidays, such as the Christmas season, making these days part of the holiday as well. The
impact of these holidays is adjusted with parameters and the effects can be analyzed after the
forecast, allowing for a detailed assessment of their influence on the time series [20].

After fitting the model, Prophet allows us to visualize the main components that have an
impact on the time series, using the plot.components() method, which generates separate plots
for each of the following: trend component, weekly component and yearly component [15].

An illustration of these plots can be seen below for specific detector data:

Figure 2.3: Plot with the trend component of the intensity value

Figure 2.4: Plot with the weekly component of the intensity value

The plots generated illustrate the forecasts as a blue line, while the light blue band represents
the uncertainty interval. By looking at these plots, we can understand how changes in trend or



16 Chapter 2. Basic Concepts

seasonality affect the time series. If there is a sudden change in the trend (a change point), this
will be reflected in the trend plot, with the line sloping up or down.

If we consider holidays or special events in the model, Prophet can provide a plot for the
component holidays [9]. The Figure 2.5 shows one such example.

Figure 2.5: Plot with the holidays component of the intensity value.

The data utilized in this study had high resolution (10-minute intervals), allowing Prophet to
identify patterns that repeat within the same day, which may be represented as daily components.
Prophet dynamically modifies daily seasonality based on the data, effectively capturing intra-day
trends. This is illustrated in Figure 2.6 by showing the daily component of a detector for the
intensity.

Figure 2.6: Plot with the daily component of the intensity value.

Subsequently, we show the plot illustrating the predicted intensity for a single detector 2.7.
The black dots signify the actual values, the blue line depicts the model’s predictions, and the
blue shaded area represents the confidence interval, indicating the margin of error in the forecasts.
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Figure 2.7: Plot visualizing the historical data, the fitted model and the forecasted values for the
intensity value

2.4.2 Prophet Cross-Validation

Cross-validation is a method available in Prophet, that allows the evaluation of the model’s
performance on historical data. This process is useful for identifying possible overfitting or
underfitting problems, as well as checking the model’s ability to generalize the new data. Prophet’s
cross-validation method takes a set of historical data as input and creates a table of forecast
results based on this cross-validation so that the model’s performance can be assessed [23].

This process involves defining important parameters, such as defined in [23]:

• Initial: The number of data points that will be used to train the model.

• Period: The time interval between consecutive evaluations of the model. For more detailed
and frequent forecasts, we chose a shorter period and for more punctual forecasts over long
intervals, we opt for a longer period.

• Horizon: The entire future duration over which the model is required to generate forecasts.

Various metrics can be calculated to evaluate the model effectively [23].

The horizon denotes the future time frame for which the model will forecast, while the period
indicates the time interval between each forecast within that horizon. We can examine, for
example the instance of a meteorological institute, the IPMA - Instituto Português do Mar e
da Atmosfera that generates daily predictions, including data on weather conditions for the
subsequent 10 days in several regions of Portugal. Therefore, the horizon corresponds to 10 days
and the period to 1 day [11].
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Consequently, according to the IPMA, the following scenarios can be described [11]:

Horizon higher than the period : This scenario is the most frequent and efficient. The
application predicts the subsequent 10 days daily as follows:

On the initial day, forecasts are generated for days 1 through 10 as illustrated in figure 2.8,
representing the first cycle of forecasts. On the subsequent day, new forecasts are produced for
days 2 through 11 representing the second cycle and it is illustrated in the image 2.9; on the
third day, predictions are formed for days 3 through 12, and this pattern continues accordingly.

The predictions continuously "shift", consistently including the subsequent 10 days. This
results in an overlap in the predictions, since each new day adjusts the predictions for the
subsequent 10 days depending on the data that becomes available.

Day 1 Day 2 Day 3 Day 4 Day 5 Day 6 Day 7 Day 8 Day 9 Day 10

10-day horizon

Prediction Prediction Prediction Prediction Prediction Prediction Prediction Prediction Prediction Prediction

Period = 1 day

Figure 2.8: First cycle of the 10-day horizon, forecasts made every 1 day.

Day 2 Day 3 Day 4 Day 5 Day 6 Day 7 Day 8 Day 9 Day 10 Day 11

10-day horizon

Prediction Prediction Prediction Prediction Prediction Prediction Prediction Prediction Prediction Prediction

Period = 1 day

Figure 2.9: Second cycle of the 10-day horizon, forecasts made every 1 day.

Horizon equal to Period: If, in this scenario, the period and horizon are the same, namely
both spanning 10 days, the model would provide predictions just every 10 days, so utilizing the
entirety of the periods. So, in the first cycle, the predictions are made from Day 1 to Day 10, as
illustrated in Figure 2.10. In the second cycle, the predictions are made from Day 11 to Day 20,
as illustrated in figure 2.11, and this pattern continues accordingly.

The forecast horizon coincides precisely with the period, resulting in non-overlapping
predictions that follow a 10-day interval pattern.

This scenario is plausible; however, it may not be optimal for forecasting objectives due to
its decreasing accuracy over time, particularly under quickly changing situations. It is illustrated
in the following image:
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Day 1 Day 2 Day 3 Day 4 Day 5 Day 6 Day 7 Day 8 Day 9 Day 10

10-day horizon

Prediction Prediction
Period = 10 days

Figure 2.10: First cycle of 10-day horizon and 10-day Period.

Day 11 Day 12 Day 13 Day 14 Day 15 Day 16 Day 17 Day 18 Day 19 Day 20

10-day horizon

Prediction Prediction
Period = 10 days

Figure 2.11: Second cycle of 10-day horizon and 10-day Period.

Horizon shorter than Period : If the horizon is shorter than the period, for instance, a
5-day horizon and 10 days, the application would generate forecasts every 10 days, but these
would only encompass a 5-day interval ahead. On the first cycle, the model would provide
predictions for days 1 through 5 as it is illustrated in the image2.12, with subsequent forecasts
(second cycle) beginning only on day 11 until day 15 represented in the image 2.13, resulting in a
lack of predictions from days 6 to 10, as the gap between forecasts exceeds the forecast horizon.
This would repeat for the following cycles.

This last scenario is not effective, since it generates prolonged periods absent of forecasts,
potentially rendering the system outdated and compromising the quality of the predictions. It is
illustrated in the following image:
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Day 1 Day 2 Day 3 Day 4 Day 5

5-day horizon

Prediction Prediction
Period = 10 days

Figure 2.12: First cycle of 5-day horizon, forecasts made every 10 days

Day 11 Day 12 Day 13 Day 14 Day 15

5-day horizon

Prediction Prediction
Period = 10 days

Figure 2.13: Second cycle for 5-day horizon, forecasts made every 10 days

Traditional cross-validation involves dividing the data into random subsets for training and
testing, which cannot be applied directly to time series. This means that time series data has
an order dependency, i.e. the data runs in the same direction over time. The model can not be
prepared on future data and used to predict the past. Therefore, the most appropriate solution
for time series is the cross-validation method, backtesting [10]. This process begins by specifying
an initial training period and a forecast horizon. The model is then trained on this training data
and tested on a subsequent set of data, called test data [10]. For the next iteration (or fold),
the training set is expanded and the test set moves forward in time [10]. This method can then
be adjusted with a sliding window approach, where the size of the training set remains fixed and
only the most recent data is used [10]. This process is repeated several times (several folds), and
the final error score is the average of the error scores in each of the iterations [10]. To model
real-time forecasts, which replicate the process of continuously adding new data and reevaluating
the model, the previously described expanding window technique can be helpful [10].

The next image shows a representation of this process:
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Figure 2.14: Cross-validation using initial, period and horizon. In the first iteration, only the
Initial is used. In subsequent iterations, Period is added to Initial.

To assess the quality of the model’s prediction, a variety of performance metrics can be used,
namely the mean absolute error (MAE), the root mean square error (RMSE), or other metrics.
These metrics provide a quantitative view of the use of the model and help to understand how
well the model fits the data [10].

In time series, it is important to ensure that the model can predict the future well based on
past data. Backtesting and sliding window techniques help assess the model’s ability to deal
with new and unknown data, which allows behavior to be observed over time. In addition, using
robust metrics helps to avoid challenges such as overfitting the training data, ensuring that the
model can be generalized to different scenarios [10].

2.4.3 Model Evaluation Metrics

There are various measures of prediction error resulting from the application of Prophet’s cross-
validation method, in this study we will consider the MAE (Mean Absolute Error) and the RMSE
(Root Mean Square Error) [19].

The MAE is a statistical metric that evaluates the difference between pairs of measurements
that describe the same phenomenon, for example, comparing two different measurement methods
or comparing predicted values with actual values, as is the case in this study [19]. The MAE is
obtained by calculating the average of the absolute differences between the measurements and
the formula is as follows [1]:

MAE = 1
n

n∑
i=1

|yi − ŷi| = 1
n

n∑
i=1

|ei|

where:
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• yi is the observed value

• ŷi is the predict value

• n is the total number of observations

The RMSE is the root mean square error which is normally used to assess the accuracy of a
model [19]. It calculates how large, on average, the prediction errors are compared to the actual
values. To do this, it adds up the squares of the differences between the predicted and observed
values, averages them and then takes the square root of the result, as shown in the following
formula [19]:

RMSE =

√√√√ 1
n

n∑
j=1

(yj − ŷj)2

• yi is the observed value

• ŷi is the predict value

• n is the total number of observations

Comparing the two formulas used to measure forecast errors, the simplest to calculate and
understand is the MAE because minimizing it usually leads to predicting the median of the
values, while minimizing the RMSE leads to predicting the mean. Therefore, despite being more
complex to interpret, the RMSE is the most commonly used [19].

Furthermore, we may highlight MAPE, which is referenced in several articles within the
Related Work chapter. MAPE (Mean Absolute Percentage Error) is expressed as a percentage
and quantifies the mean absolute percentage error, specifically assessing the magnitude of the
discrepancy between projected and actual values. The formula is as follows [1]:

MAPE = 1
n

n∑
t=1

∣∣∣∣et

yt

∣∣∣∣ × 100

• yt is the observed value in the time t

• et = yt − ŷt it is the error at time t

• n is the total number of observations

2.5 The Prophet Software

The Prophet model described in section 2.4 is implemented in the Prophet software, which
facilitates the fitting of time series models using the Python language. It has some advantages
that are beneficial for forecasting time series, some of which are mentioned below [17]:
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• can handle seasonality in data well, allowing it to be of different time scales, depending on
the nature of the data and the periods it observes.

• handles the data in a way that is simple and understandable for the user.

• is able to incorporate special events and holidays into its model, meaning that if the data
contains such days, it can easily capture them and make its forecast.

• can cope well with the lack of information in the data, allowing it to deal with irregularity.

• imposes upper and lower limits on the data, to understand its tendency to best fit the
model to the data.

In conclusion, we explored the essential concepts for traffic analysis and forecasting, in
particular the data collected by induction loop detectors, such as intensity and occupancy, which
are fundamental to understanding traffic flow. Next, we analyzed time series, which are essential
for modeling variations in data over time. Their components were discussed, as well as the need
for stationary to guarantee more accurate forecasting models.

We then presented the Prophet model, which is useful for capturing complex traffic patterns,
and discussed the necessary adjustments and evaluation metrics to improve its performance.
With this, we have consolidated a theoretical basis for the next chapters, where these concepts
are applied in practice.
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Chapter 3

Related Work

Time series forecasting is commonly used in many areas including traffic, sales and finance. The
Prophet model is noted for its ability to operate with time series covering seasonality, non-linear
trends, holidays and events. This chapter covers work that has adopted Prophet in traffic
forecasting, time series analysis and the impact of external events. In addition, studies that
have used the model in areas such as forecasting supermarket sales, road traffic volumes and
crypto market rates will be discussed. The current work expands this knowledge by applying
Prophet with the cross-validation method on data from the Municipality of Porto, evaluating its
performance through the relative error of MAE and RMSE and taking into account events such
as football games and holidays.

3.1 Traffic forecasting with Prophet

Traffic forecasting is inherently challenging due to the vast amount of data, seasonal variations, and
unforeseen occurrences that might cause complications. Nevertheless, Prophet has demonstrated
its utility not just in traffic forecasting but also in several other application domains.

The paper by ChikkaKrishna [6], shows a study in which a time series prediction model was
developed using Prophet and Neural-Prophet on a highway in India. The study aimed to forecast
traffic volume(vehicles/hour) over 7 days to aid traffic management and planning and to predict
possible congestion. These forecasts were evaluated using metrics such as mean absolute error
(MAE), root mean square error (RMSE) and mean percentage error (MAPE). MAE and RMSE
were expressed in vehicles per hour and MAPE is expressed as a percentage.

The results obtained were as follows:
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Metric Neural Prophet (Train) Prophet (Train) Neural Prophet (Test) Prophet (Test)
MAE 31.095 veh/hr 34.677 veh/hr 49.438 veh/hr 61.232 veh/hr
RMSE 39.349 veh/hr 43.084 veh/hr 56.445 veh/hr 67.944 veh/hr

MAPE (%) 6.513 % 7.236 % 6.513 % 7.236 %

Table 3.1: Comparison of Neural Prophet and Prophet Models

Therefore, the study concluded that Neural-Prophet obtained better MAE, RMSE and MAPE
results on both the training set and the test set, outperforming Prophet in terms of accuracy.

This study did not address the impact of one-off events or public holidays, which can create
variations in city traffic. This dissertation differs in that it looks at holidays and football games
in traffic data from the Municipality of Porto and applies the Prophet model to these events,
aiming to explore its performance in capturing them and how it adapts to them.

3.2 Traffic forecasting using time series analysis

The article [19] portrays traffic forecasting using some time series models and aims to distinguish
which model is most effective for predicting traffic volume. This study is carried out in Dhaka,
Bangladesh, characterized by significant congestion, making this forecast essential in order to
reduce travel time and the flow of vehicles on the roads. The data used recorded the number of
vehicles per hour over 7 consecutive days. The models applied were as follows: ARIMA, ETS
(Exponential Smoothing), SNAIVE (Seasonal Naive) and Prophet and in the end the results
of these were combined into a mixed model in order to try and improve the robustness of the
forecasts. The evaluation metrics MAE (Mean Absolute Error) and RMSE (Root Mean Square
Error) were used to compare the performance of the models and these metrics were expressed in
vehicles/hour.

Concerning the results obtained, we can highlight the following:

• Prophet reflected the best performance overall, having low RMSE and MAE values, proving
to be the most suitable in 42 of the 76 streets analyzed, particularly in streets with high
seasonal patterns.

• In streets with less seasonal patterns, the SNAIVE model demonstrated better performance.

• The mixed model performed consistently in the different scenarios, but was unable to
outperform Prophet or SNAIVE in the scenarios in which they performed best.

• The ARIMA and ETS models did not perform as well in this context, proving to be
inappropriate for dealing with the seasonal patterns of Dhaka’s traffic data.

This study concluded that Prophet is the best-performing model for forecasting, as it was
the model that obtained the best results, especially on streets with high daily variation in traffic
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volume and greater seasonality, and the one that obtained the best accuracy results. The authors
stress the importance of choosing the model to use according to the characteristics of the data
and suggest that densely populated cities such as Dhaka benefit from a tool capable of predicting
traffic on their streets.

3.3 General Applications of Time Series Forecasting with Prophet

In this dissertation, Prophet is used to model traffic data in specific and sporadic event scenarios,
such as football games, where seasonality and trends are interrupted by one-off events that cause
significant variations in traffic. As well as being applied in areas such as traffic, Prophet has
shown some facility in other areas.

The study [12] applied Prophet to sales forecasting in supermarkets. Its objective was to
forecast future sales and optimize management and operational activities. The following models
were compared: ARIMA, Holt-Winter’s (Triple Exponential) and FB-Prophet.

The MAPE is presented as a percentage, while the RMSE metric was assessed utilizing
furniture supermarket sales.

Comparing the models, Prophet showed an RMSE of 65.8 furniture supermarket sales and a
MAPE of 8.3%. ARIMA had an RMSE of 152.6 furniture supermarket sales and a MAPE of
14.3%. Holt-Winter’s had an RMSE of 85.7 furniture supermarket sales and a MAPE of 11%.
Taking these values into account, we can see that FB-Prophet was the best-performing model,
being able to forecast sales with the greatest accuracy compared to the other models.

It was concluded that the forecast made by Prophet is close to the real values and performs
well for time series. However, they point out that its performance can be further improved
by combining Prophet with other techniques. They also pointed out a difficulty in scalability,
especially when analyzing large amounts of data, and to combat this, they suggested integrating
the model with transfer learning. Finally, they stressed that the accuracy of real-time forecasting
depends significantly on the quality of the training and validation of the models to be used.

The article by Yuvarani et. al. [23] analyzed the use of the Prophet model in forecasting the
daily closing price of the cryptocurrency called Ethereum. The analysis was carried out using
historical data from January 2020 to December 2021 and aimed to evaluate the model’s ability
to capture seasonal variations and unpredictable events.

The results showed that Prophet can detect trends and seasonality in the Ethereum price, in
USD, adapting well to abrupt and non-linear changes in the data. The separation of the time
series into trend and seasonality components was crucial in the model, allowing it to capture
both short-term variations and recurring seasonal patterns.

To reinforce and guarantee the robustness of the model, the cross-validation method was
used, which made it possible to assess the model’s performance over different time horizons. The
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model’s accuracy was also measured using metrics such as MSE, RMSE, MAE and MAPE. The
metrics MSE, RMSE were expressed in USD and the metric MAPE was expressed in percentage.
These metrics showed satisfactory performance, considering that the data was volatile. Fb
Prophet showed MAPE values between 0.24015% and 0.25353% and was compared with the
LSTM (Long Short-Term Memory) model, which showed a MAPE value of 43.88%, indicating
that LSTM outperformed Fb Prophet in terms of percentage error.

Although the stock market and the financial sector are possible fields for applying these
models, they can be adapted to a variety of forecasts and analyses. In this study, the model
relies exclusively on historical data from cryptocurrencies. In this way, the study concluded that
by using a quality set of historical data, it is possible to build robust models for analysis and
forecasting.

The article [14] suggests a hybrid approach to time series forecasting, combining the Prophet
model with an improved version of the LSTM (Long Short-Memory) neural network, called
P-gLSTNet. The main objective of this study is to improve the accuracy of predicting time
series data, particularly the prediction of pollutants from high-emission vehicles. In this way,
the study also explores the use of ARIMA, LSTM, Prophet and P-gLSTNet models in the air
emissions scenario, using vehicle data in two Chinese cities and compares their performance
through metrics such as mean absolute error (MAE), root mean square error (RMSE) and mean
absolute percentage error (MAPE). The proposed hybrid model combines Prophet’s ability to
detect seasonality and events with LSTM’s ability to model long-term dependencies in time
series. The results showed that of the four models, the worst performer was ARIMA and the
best performer was the P-gLSTNet hybrid model, thus demonstrating that the ARIMA model is
not suitable for forecasting time series in the fields of meteorology and environmental energy. It
can also be noted that in all data sets, P-gLSTNet was the most accurate model, followed by
LSTM and Prophet.

In conclusion, the P-gLSTNet hybrid model proved to be more effective than traditional
models such as ARIMA, LSTM and Prophet at capturing both seasonal trends and complex
temporal dependencies. Therefore, this approach is significantly useful in applications involving
high-dimensional multivariate time series such as urban traffic forecasting or pollutant emissions.

The article [13] analyzes the use of the SARIMA model in short-term traffic flow prediction,
which is fundamental for management and control in advanced transport systems, such as
Advanced Traffic Management Systems (ATMS). This study differs from others in that it uses a
minimal amount of input data, i.e. three days of observations to predict the next day’s traffic
flow, unlike other similar studies which usually use large databases. The results showed that the
SARIMA model achieved high accuracy in predicting traffic flow, being able to predict peak and
off-peak traffic volumes with results close to the real values.

Consequently, it was possible to conclude that the SARIMA model is effective in predicting
short-term traffic flow when using a limited amount of historical data, making it suitable for
scenarios where the availability of large databases is restricted. This model proved capable of



28 Chapter 3. Related Work

capturing daily seasonal traffic patterns, outperforming traditional models such as the historical
average and the naive method. In addition, it showed that when historical data is combined with
data obtained in real-time, the error is even smaller, highlighting the potential of this approach
for greater forecasting accuracy.

3.4 Limitations

Although Prophet is a model widely used in different areas, it is possible to identify some
limitations. The model has difficulties in capturing abrupt or unpredictable events, such as
the volatility of cryptocurrency prices, just as in sales forecasts, it has shown obstacles in
predicting sudden changes in consumer behavior. When forecasting road traffic, it performed
well in scenarios with clear seasonality but showed some limitations in predicting more complex
variations and unexpected emergencies.

The SARIMA model also showed limitations in predicting irregular traffic, particularly when
there is little historical data available.

In addition, the model’s performance depends on the quality and consistency of the historical
data. In scenarios where patterns have a high level of volatility, such as financial markets or
unexpected traffic events, it is likely that the model will need to be adjusted or combined with
other models for its performance to be effective.

In conclusion, the studies described throughout this chapter have demonstrated the potential
and limitations of the Prophet model in different areas, such as road traffic, sales and finance.
Although Prophet shows good results in scenarios with well-defined seasonal patterns, it has
difficulties in capturing unpredictable events and wide variations.

It is important to highlight that complementary models such as Neural-Prophet and LSTM
have been proposed in the literature to deal with these difficulties, to offer better results in more
volatile contexts. However, there is still progress to be made to adapt Prophet and other time
series models to scenarios that are more complex and dynamic. Future studies should focus on
improving the unpredictable variations that can occur in these contexts to improve forecasts and
make them more robust and accurate.
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Chapter 4

Design, Implementation and Results

This chapter presents the structure of the data used in this dissertation through to the results
obtained in the traffic analysis and forecasting process, exploring how the data was collected,
structured, processed and analyzed to obtain valuable information about its patterns in the city of
Porto. Firstly, the data provided by the Porto Digital Association, obtained from inductive loop
detectors, is described in detail. After this, an exploratory analysis was carried out and then a
forecasting system was implemented using the Prophet model to predict intensity and occupancy.
The model was enriched with external variables such as football games at the Estádio do Dragão
and national holidays to evaluate its performance. Finally, the results of the cross-validation
method in different scenarios are discussed, both in short-term and long-term forecasts, as well
as the relative errors of MAE and RMSE both in the initial phase with the detector located near
and far from the Estádio do Dragão and in the fifty detectors spread throughout the municipality
of Porto.

4.1 Data Collection

In this section, it will be presented the structure of the data and a detailed description of the
objects that it contains. This data comes from inductive loops spread throughout the municipality
of Porto on the streets with traffic lights and they are used to collect traffic data which is then
sent to the controllers, which are physical devices housed in street-side telecoms cabinets. They
measure the intensity (number of vehicles per unit of time) and occupancy (percentage of time
that the metallic object was detected over the loop).

4.1.1 Structure of the Data

The data provided by Porto Digital Association is stored in a compressed file organized chronolog-
ically by year, with separate directories reserved for each month. Inside each monthly directory
are files in JSON format, each corresponding to the readings from a specific controller, taken at 10-
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minute intervals. The files are designated following a specific format, for example CMP_070.json.
The acronym CMP stands for “Câmara Municipal do Porto” and the designation 070 denotes
the distinct identification number of the controller associated with each detector. The detector
is then characterized by a unique id present within each controller’s JSON file, for example,
CMP_070-e1.json. Each controller can have more than one detector.

The dataset used in this thesis corresponds to the period from January 2022 to December
2022. The data results from 61 controllers and 695 detectors located in the city. It contains
detailed information on traffic intensity and occupancy across various areas of the city.

There are city maps that illustrate the precise positions of controllers placed within the city.
A controller, typically, gathers data from all detectors at a single intersection. A single controller
does, however, occasionally gather data from two or three nearby intersections as it can be seen
in Figure 4.1. This figure illustrates one controller located in the streets "Rua da Alegria" and
"Rua Latino Coelho" gathering data from detectors CMP_070-e1 to CMP_070-e4. In the ID of
the controller, we use the letter “e”, to refer to “espira”, numerated from 1 to the number of
detectors that the controller has. "Espira" is the name in Portuguese that we use to refer to the
inductive loop.

Figure 4.1: Location of the detectors present in the controller CMP_070 of the crossing of Rua
da Alegria and Rua Latino Coelho
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4.1.2 Description of Data Objects

The list of relevant objects that allow us to interpret the recorded readings from the road detectors
is provided next. For each object, we give its name, a description of what it does, the type of
data we need to access and an example of the data value.

dateObservedFrom - a discrete numerical value whose datatype is a Datetime, specifying
the precise day and time at which the observation period begins. An example value is
2022-02-01T00:10:00+00:00.

dateObservedTo - a discrete numerical value whose datatype is a Datetime, indicating the
termination point, in terms of day and time, of the observation period. An example value
is 2022-02-01T00:10:00+00:00.

Id - the traffic detector’s unique identification number. The format is structured as CMP_xxx-yyy,
where xxx and yyy represent the controller and detector identifications, respectively. An ex-
ample value is as follows: urn:ngsi-ld:TrafficFlowObserved:porto:traffic:CMP\_070-e1

location:value_coordinates - represents the estimated position of the controller, not the
inductive loop, given by the geographical coordinates representing a position point where
the detector is typically located. Its datatype is a Geolocation with an example format
given by (41.345676,-8.90076).

Intensity - represents the traffic flow observed per hour, corresponding to the number of cars
observed in that period. Observations are made every 10 minutes and the number of cars
observed in the last 10 minutes is multiplied by 6 to indicate the expected observation per
hour. Its datatype is an int and if the value is 24, it means that 4 vehicles were observed
in the last 10 minutes.

Occupancy - this integer represents the occupancy of traffic flow represented as a percentage of
the observation period during which a metallic object was over the loop. Its datatype is
an int and, for example, a value 4 indicates that the loop had a metal object over it 4
percent of the 10-minute interval.

The following image shows how these data objects are represented in the CMP_070 controller
JSON file present in the January 2022 folder:
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Figure 4.2: Section of the JSON file describing the CMP_070 controller.

4.2 Exploratory Analysis

Initially, the data-gathering procedure for the exploratory study began with the traffic controllers
employed by the Municipality of Porto. The dataset was provided by the Porto Digital Association.

To streamline the manipulation and processing of data for the implementation of the
forecasting system, a Python script was developed to systematically import each JSON file
from the designated root directory. Since the dataset provided contained some empty JSON
files for certain controllers, the script needed to handle these empty files to ensure that each
controller’s file ultimately contained usable data. This was necessary to maintain data integrity
and completeness across all monthly folders.

Before selecting the detectors for our initial study, we implemented a careful evaluation
procedure to guarantee the inclusion of those detectors that had accessible data. The temporal
scope employed was January 2022, with particular emphasis on the detectors CMP_070-e1,
CMP_070-e2, CMP_131-e2, and CMP_262-e2. The selection of these detectors was done
randomly from a sample of detectors that had been verified to possess data files that were not
empty.
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The timeline of January 2022 was chosen for the exploratory analysis because it would take
too long to analyze the entire data set in Google Colab, which is where the code was implemented,
so it was analyzed over a shorter period of time.

4.2.1 Plots of the Exploratory Analysis

Figures 4.3 and 4.4 illustrate the plot of the time series corresponding to the data for intensity
and occupancy for detector CMP_070-e2.

• Monthly Plot: Displays the intensity and occupancy for the full month of January 2022.
In the following example, we can see that there is a time in the month with missing data
probably due to an error in the collection of the data from the controller CMP_070 in that
period.

Figure 4.3: Monthly plot for the detector CMP_070-e2 for the intensity

Figure 4.4: Monthly plot for the detector CMP_070-e2 for the occupancy

Analysis of the data reveals a regular trend in the intensity, which represents the number
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of cars present during the month.The data demonstrates a cyclical pattern and consistent
during the whole month. Furthermore, the occupancy statistics exhibit a similar cyclical
pattern, but with a decreased percentage and continuously lower values for the whole
month.

The monthly data highlights these cyclical patterns demonstrating the persistent nature
of traffic behavior, characterized by significant rises in both occupancy and intensity on
weekdays. The cyclical pattern described is characteristic in municipal environments when
traffic maximum values are systematically seen at certain periods of the day.

For instance, if we observe the figures 4.3 and 4.4, and we compare the 1st of January 2022,
which was a Saturday, to the 5th of January which was a Wednesday, we can see in both
plots that the intensity and occupancy values are lower on the 1st compared to the 5th.

The intensity plot shows a regular cyclical pattern, which probably corresponds to the daily
behavior of the traffic. However, there is a large decrease around January 18th and 19th,
which suggests a lack of data from the controller for this detector on these days. This could
be related to the fact that the controllers were relatively new at the time and there was
still the possibility of technical failures reflecting momentary problems with the controller.

A particularly interesting observation is the sharp peak in intensity on January 27th, where
a maximum of 630 vehicles was recorded. This anomaly stands out from the regular pattern
seen on other days. After investigating local events in the city of Porto on that day and
finding that there was no specific event that could justify such a significant increase in
traffic flow on that day, some hypotheses emerged that could be considered. As this increase
occurred between 12pm and 3pm, which is different from the traditional peak hours, it
could be related to unexpected changes in traffic or an increase in commercial vehicles, or
it could even be a technical fault on the part of the controller. The next plot shows the
intensity values on that day.

Figure 4.5: Plot of the intensity for January 27th from the detector CMP_070-e2

In the occupancy plot, we observe a pattern similar to that of intensity. However, there is
a specific moment on January 17th,at approximately 12 o´clock, when the occupancy value
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reaches 100%. This anomaly could be due to a failure in the controller’s data logging or it
might indicate an instance of atypical congestion, potentially caused by a road accident or
other unforeseen traffic event. The next plot illustrates the occupancy values on that day.

Figure 4.6: Plot of the occupancy for January 17th from the detector CMP_070-e2

Despite this atypical value, the general pattern of occupancy throughout the month assumes
peaks between 0% and 60%, which seem normal and correspond to times of day with more
and less traffic, while the higher values may correspond to normal peak hours.

• Weekly Plot: Shows the flow of traffic in a normal week from 24th of January until 31 of
January 2022.

Figure 4.7: Weekly plot for the detector CMP_070-e2 for the intensity
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Figure 4.8: Weekly plot for the detector CMP_070-e2 for the occupancy

On weekdays, the data exhibits several distinct peaks in both occupancy and intensity,
probably aligning with the morning rush hours (about 7-9 AM) and evening rush hours
(approximately 5-7 PM).

On January 29th and 30th, a decrease in traffic intensity values was observed. This
reduction is expected, as these dates correspond to a Saturday and Sunday, respectively.
Weekend days typically experience less frequent and irregular travel patterns, as they are
not dominated by routine commutes to work or school. Consequently, traffic tends to be
less predictable and consistent, often resulting in lower intensity levels on these days.

The occupancy values show a different pattern than the intensity values. While the intensity
values show sharp peaks during rush hours, the variation in occupancy is less pronounced.
and through the whole week, we can see that there is a minimal variation and the variations
remain more moderate throughout the week.

• Daily Plot: Describes the changes in occupancy and intensity during a given workday. In
this case, it was the 25th of January 2022 corresponding to a Tuesday.

Figure 4.9: Daily plot for the detector CMP_070-e2 for the intensity
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Figure 4.10: Daily plot for the detector CMP_070-e2 for the occupancy

The daily plots provide an in-depth analysis of traffic variations within a single day. In the
early morning, both occupancy and intensity experience substantial increases, which are
then followed by a slight decrease in the mid-morning, before the late afternoon.

As anticipated, nighttime traffic experienced a substantial decline, as both occupancy and
intensity indices reached their lowest points because most people are at home and there
are fewer vehicles on the road.

• Weekend Plot: Examines the differences in traffic on a weekend day. In this case, it was
the 23rd of January 2022 corresponding to a Sunday.

Figure 4.11: Weekend plot for the detector CMP_070-e2 for the intensity
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Figure 4.12: Weekend plot for the detector CMP_070-e2 for the occupancy

The weekend plots show that the intensity values are high between 12 AM and 9 PM, which
is probably accurate since on Sundays, people tend to leave the house more in the afternoon
than in the morning when the values are lower.

As for the occupancy values, we can see that they are higher between 12 AM and 6 PM,
probably due to second-row parking or inappropriate parking on the streets, or it could be just
an interval during which there is more occupancy on the streets.

4.2.2 Data Availability of the data

We noticed that several detectors did not provide data for every day of the month during the
visual analysis. In particular, we observed that in the detector CMP_070-e1, the data for
intensity did not begin at the beginning of the month, but rather on a specific day in January
2022:
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Figure 4.13: Plot that shows the intensity on January 2022 for the detector e1 in the controller
CMP_070-e1.

4.2.3 Detection of Anomalies on the data

There are a few detectors that exhibit pauses in the data collection. For example, CMP_070-e2
shows gaps in the data for January 2022, as illustrated in the following image:

Figure 4.14: Plot that shows the intensity on January 2022 for the detector e2 in the controller
CMP_070-e2.

The occupancy statistics recorded in CMP_131.json and the detector CMP_131-e1 for the
week of January 10 to 16, 2022, reveal atypical occupancy values. Consistently reaching a
maximum of 100 on all days, these values may indicate improper parking, for example.
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Figure 4.15: Weekly plot that shows the occupancy values of the detector CMP_131-e1 between
January 10 and 17.

Conclusions and Implications

• Predictability: The data indicates that traffic patterns exhibit some degree of predictabil-
ity, especially on weekdays. This predictability is crucial for the implementation of a time
series forecasting system.

• Weekend vs Week days: A comparison of weekend and weekday traffic shows that the
differences in traffic patterns align with expectations. Weekends display lower and more
variable levels of traffic density compared to weekdays.

4.2.4 Scatter Plots that compare intensity with occupancy

Scatter plots were performed to analyse the intensity and occupancy of the detectors over time on
different time scales. We were able to determine relationships between occupancy and intensity
using the scatter plots and we can compare them to the fundamental diagram of flow described
in the section 2.2 of chapter 2.

Therefore, one can consider that in the scatter plots used for this study, intensity corresponds
to the flow, as it represents the number of vehicles per unit of time, and traffic density, although
it is not the same as occupancy, it functions as a proxy for density since if vehicles are close
together, occupancy will be higher than if they are spaced further apart, which is similar to
density (number of vehicles on a given stretch of road).

Below is an in-depth analysis of the observed patterns.
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Figure 4.16: Scatter plot of January 2022 between the intensity and occupancy of the detector
CMP_070-e2.

Monthly Analysis: An analysis of the scatterplot 4.16 for January 2022 reveals the diagram
relating flow to density. In this plot it can be observed that as the intensity increases the
occupancy also increases, showing that at lower occupancy values (0-40) the intensity increases
linearly (free-flow). When occupancy reaches approximately 40, the plot shows a different
behavior, with a negative slope and a dispersion of intensity values and the traffic is in the
constrained flow phase, since traffic is unstable but there is no indication that it has reached the
congestion phase. The congestion phase would be reached if intensity and occupancy stabilized
at high levels.
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Figure 4.17: Scatter plot of the Weekly Analysis between the intensity and occupancy of the
detector CMP_070-e2.

Weekly Analysis - 24th January 2022 to 31th January 2022 The weekly scatterplot
4.17 also demonstrates a positive correlation between intensity and occupancy but with lower
values of intensity compared to the monthly scatterplot. In this plot, the intensity concentrates
between the range of 0 to 400 cars per hour and the occupancy values up to 60%. Despite the
stronger correlation between occupancy and intensity, the plot still shows some outlier points
that may indicate instances of unusually high traffic flow.

It is relevant that this plot shows similar behavior to that described in the monthly plot: an
initial growth in intensity proportional to occupancy (free-flow) and a constrained flow phase,
with no signs of congestion.

Daily Analysis - 24th January 2022 - Monday
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Figure 4.18: Scatter plot of the Weekday (Monday) Analysis between the intensity and occupancy
of the detector CMP_070-e2.

Daily Analysis - 23th January 2022 - Sunday

Figure 4.19: Scatter plot of the Weekend (Sunday) Analysis between the intensity and occupancy
of the detector CMP_070-e2.

The figures 4.18 and 4.19 compare traffic on a Monday (January 24) and a Sunday (January
23) in 2022, respectively. Both plots show that intensity and occupancy increase proportionally.
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It is, therefore, possible to compare this behavior with the initial phase of the traffic flow diagram,
where flow increases directly proportionally with density (free flow).

Despite this, it can be seen that on Sunday, the intensity values are lower than on Monday,
which is This is to be expected since there isn’t as much traffic during the weekend as on a
weekday.

It is relevant that these plots show similar behavior to that described in the monthly plot:
they show an initial growth in intensity proportional to occupancy (free-flow), a constrained flow
phase, with no signs of congestion.

4.3 Forecasting process using the Prophet model

The process of predicting the intensity and occupancy returned by the inductive loops in the
Municipality of Porto was carried out using the Prophet model. For a more detailed explanation,
see Chapter 2, section 2.4. The steps followed to carry out this forecast are described below.

4.3.1 Reading and merging data:

The first step consisted of iteratively reading the JSON files corresponding to each month’s data.
This data was filtered based on the ID of the target detector. The Prophet model was applied to
two different detectors: detector e2 of controller CMP_070, which is located between Rua da
Alegria and Rua Latino Coelho. There is a map of this controller in the Data collection section
of this chapter. And then detector e3 on controller CMP_020, which is located between Avenida
Fernão Magalhães, Rua Fernando Bulhões and Rua Santo António das Antas. We chose these
2 detectors to test the model to evaluate the traffic behavior at a detector that is located at a
greater distance (CMP_070-e2) and another closer (CMP_020-e3) to the Estádio do Dragão,
since we incorporated a list of football games played in that stadium in the year 2022. After
this, the Prophet model was applied to more detectors, more precisely, fifty detectors in different
areas of the Municipality of Porto as well in different periods and horizons. To evaluate the
performance of all the detectors, the relative errors of RMSE and MAE were calculated.

4.3.2 Preparing the data for Prophet:

In order to use the data in Prophet, the dateObservedFrom column has been converted to
datetime format, removing the time zone information, as required by the model. Next, we
separate the intensity and occupancy data into 2 data frames:

• Intensity DataFrame: This DataFrame included the ds column (timestamps) and the y
representing intensity values.
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• Occupancy DataFrame: This DataFrame contained the ds column and the y column
representing occupancy values.

4.3.3 Filtering data for the desired period:

To focus the forecast on a specific period, the data was filtered to include only the pe-
riod between March 1, 2022 and May 31, 2022. The resulting data was stored in the fil-
tered_dataframe_intensity and filtered_dataframe_occupancy data frames, which represent the
historical data used by Prophet.

4.3.4 Incorporation of public holidays and football games:

In addition to the historical data, we added a list of national holidays taking place in 2022
(pt_holidays_df) and a list of football games taking place at the Estádio do Dragão called
(porto_football_games) given by the Porto Digital Association. Both were combined into a
single data frame called holidays, which was then passed to Prophet during initialization in order
to help improve the predictive capacity in relation to specific events.

4.3.5 Train the Prophet model:

Two different Prophet models were trained since the objective was to predict two different
variables, intensity and occupancy. The model that predicts the intensity was initialized with a
Prophet object and the dataframes containing the football games and the holidays were added.
After that, the model uses the data frame with the intensity values and corresponding dates of
the period we want to analyse to make the prediction. The same was done to the occupancy
prediction model.

4.3.6 Generating future forecasts:

After Prophet trained each of the models (for intensity and occupancy), predictions were made
for the following 30 days based on the historical data. To do this, it was necessary to calculate
the number of 10-minute intervals in the 30 days, knowing that each day has 24 hours and that
each hour has 6 10-minute intervals (30*24*6). These time intervals were stored in a dataframe
which allows the model to predict the intensity and occupancy values in each of them.

4.3.7 Cross-validation and performance metrics:

To assess the model’s performance, we conducted cross-validation (explained in more detail in
chapter 2 in 2.4.2) using Prophet’s cross-validation method. This process tested the forecasting
capacity in 3 different scenarios, with the following parameters:
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• Scenario 1 : initial = 30days, period= 10min and horizon= 10min

• Scenario 2: initial = 30days, period= 1hour and horizon= 1hour

• Scenario 3: initial= 30days, period= 1day and horizons=[1day,7days,14days,28days]

During cross-validation, Prophet trains the model up to a certain point in time (cutoff) and
makes predictions for the defined horizon, moving the cutoff according to the specified period.
The predictions are then compared with the actual values and metrics such as MAE (mean
absolute error) and RMSE (root mean square error) are calculated.

4.3.8 Cross-validation process in Prophet

To illustrate the cross-validation process used in the Prophet model, we defined the following
configuration: an initial training period of 30 days, a prediction horizon of 1 day, and a cutoff
period of 1 day. The model iterates through the available data, updating and generating
predictions at each step.

The parameters are as follows:

• Initial training period: 30 days of historical data.

• Prediction horizon: 1 day of data after each cutoff.

• Cutoff period: Every 1 day.

How Prophet iterates:

• First iteration (Cutoff 1): The model is trained with the first 30 days of data, makes
predictions for the next 1 day, compares the predictions with the actual data, and calculates
metrics such as MAE and RMSE.

• Second iteration (Cutoff 2): The model moves forward by 1 day, retrains with the
data available until the second cutoff, and makes predictions for the next 1 day. The
performance metrics are recalculated.

• Subsequent iterations: This process repeats, moving the cutoff forward 1 day at a time
and generating predictions for the next 1 day until all the data has been processed.

Next, it illustrated an example for a better understating of the process of cross-validation:
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Initial Training:
2022-03-01 to 2022-03-30

Cutoff 1:
Predict 2022-03-31

Cutoff 2:
Add 2022-03-31 to training

and predict 2022-04-01

Cutoff 3:
Add 2022-04-01 to training

and predict 2022-04-02

Cutoff N:
Add previous day to training
and predict until 2022-06-30

Train March 1 to March 30

Predict April 1

Predict April 2

Figure 4.20: Example of a Prophet Cross-validation process

After running the cross-validation, the performance metrics are obtained using the following
code: performance_metrics_intensity = performance_metrics(cv_results)

These metrics include several metrics but in this study, we focus on the following, these
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metrics were defined in the Chapter 2 subsection 2.4.3:

• MAE (Mean Absolute Error): Mean absolute error between actual and predicted values.

• RMSE (Root Mean Square Error): Square root of the mean squared error.

These metrics, obtained from cross-validation, were used to assess the accuracy of the
forecasts.

4.3.9 Evaluating the performance of the forecasting system with 2 detectors -
CMP_020-e3 and CMP_070-e2

To evaluate the performance of Prophet’s cross-validation method, we chose the following
parameters for the start date, end date and initial period:

• Start Date: ’2022-03-01’

• End Date: ’2022-05-31’

• Initial Period: ’30 days’

The Start Date, End Date and Initial period were equal to all of the experiences we did but
the period and the horizon of the cross-validation would change depending on the horizon since
the value of the horizon is higher or equal to the value of the period. We therefore carried out
the cross-validation method in the following scenarios:

• 10-minute period and 10-minute horizon

• 1-hour period and 1-hour horizon

• 1-day period and 1-day, 7-days, 14-days and 28-days horizons

For the 2 detectors - CMP_070-e2 and CMP_020-e3, cross-validation was carried out on all
the scenarios mentioned above, for both intensity and occupancy.

After obtaining these cross-validation metric results, to be able to assess whether the error
values are good or bad, we chose 2 of them for this purpose: the Mean Absolute Error (MAE)
and the Root Mean Absolute Error (RMSE) and calculated the relative error of them using the
MAE and RMSE values of each scenario(respective period and horizon values) and the average
of the y values(intensity or occupancy)for each of the detectors.

The relative MAE (RMAE) and relative RMSE (RRMSE) are calculated as follows:
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RMAE =
(MAE

y

)
× 100

RRMSE =
(RMSE

y

)
× 100

where y represents the mean of the observed values (intensity or occupancy), providing a
normalized error relative to the scale of the data.

The acronyms for these relative errors are: Relative Mean Absolute Error (RMAE) and
Relative Root Mean Squared Error (RRMSE).

In the Appendix A is the table of the results of the detector CMP_020-e3 with the respective
values of intensity and occupancy as well as the mean and the values of relative RMAE and
RRMSE in the periods and horizons considered for this prediction.

Next, the following plots represent the values of intensity and occupancy for CMP_020-e3 in
the respective periods and horizons.

Figure 4.21: Plot that compares the values of RRMAE for CMP_020-e3
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Figure 4.22: Plot that compares the values of RRMSE for CMP_020-e3

Intensity results for CMP_020-e3: The RMAE values range from 24.68% for the 10-minute
horizon to 33.77% for the 28-day horizon and we can see that as the horizon increases, the RMAE
value also increases. As for the RRMSE values, they start at 34.44% for the 10-minute horizon,
which is higher than those of CMP_070-e2. We can suggest that the system consequently
indicates that there is greater variation in the error when predicting intensity close to the Estádio
do Dragão. As the horizon increases, the RRMSE increases to 46.67% for 14 days and 28 days,
reflecting a significant increase when compared to shorter horizons, despite being the same
for these 2 longer horizons. Therefore, the system’s accuracy is greater at shorter than longer
intervals.

Occupancy results for CMP_020-e3: For short periods and horizons (10 minutes and 1
hour), the RMAE is between 26.66% and 26.81%. As with CMP_070-e2, the error increases as
the forecast horizon lengthens. For 28-day horizons, the RMAE rises to 31.35%, suggesting that
the forecast for long-term occupancy loses accuracy. The RRMSE follows a similar trend, rising
from 34.49% for short horizons to 39.68% for long horizons.

As shown in Appendix B, the results for the detector CMP_070-e2 will be interpreted as
follows:
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Figure 4.23: Plot that compares the values of RRMAE for CMP_070-e2

Figure 4.24: Plot that compares the values of RRMSE for CMP_070-e2

Intensity results from CMP_070-e2: We can see that the RRMAE varies from 23.04% to
24.67% and the RRMSE varies from 31.64% to 33.41% for different horizons. In the 10-minute
period and horizon, the RMAE is the lowest (23.04%) and as the horizon increases to 28 days, the
RMAE rises to 24.67%, indicating that it can more easily predict the intensity value in shorter
horizons and that its accuracy decreases slightly in longer horizons. RRMSE starts at 31.64%
for the 10-minutes period and 10-minute horizon, suggesting a higher error value compared to
RMAE, which may suggest that the predicted values vary more when measured by RRMSE. As
the horizon increases, the RRMSE is higher, showing that the error also increases considerably
at longer horizons, especially between 14 and 28 days.
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Occupancy results for CMP_070-e2: As for the occupancy values, the RMAE varies from
35.03% to 36.87% and the RRMSE varies from 45.94% to 48.43%. It can be seen that from the
1-hour horizon to the 1-day horizon, the RRMSE values decrease slightly, specifically from 46.03%
to 45.56% and then continue to increase until the 28-day horizon. As the horizon increases, the
RMAE and RRMSE values increase significantly, but we can see that the increase is slightly
smaller.

Comparative analysis between CMP_070-e2 and CMP_020-e3: In general, the
CMP_070-e2 detector shows slightly lower RMAE and RRMSE values than the CMP_020-e3
detector in almost all scenarios. This may indicate that CMP_070-e2 has a slightly more
accurate prediction for traffic intensity compared to CMP_020-e3. The difference between the
two detectors may be influenced by location: CMP_020-e3, near the Estádio do Dragão, may
experience greater traffic variation on match days or public holidays.

Also, we can observe that both detectors perform better in short-term forecasts, with the
RMAE and RRMSE increasing as the forecast horizon expands to 28 days.

Observing the plots, we can analyse that the detector CMP_070-e2 has more consistent values
of RMAE and RRMSE in intensity and occupancy in comparison with the detector CMP_020-e3.

4.3.10 Forecast visualization:

The predicted values can be visualized using the Prophet plot method which provides a graphical
representation of the predicted intensity and occupancy values over time. In addition, we use a
Prophet method to visualize the individual components of the forecast such as the trend (general
direction of the time series over time), weekly component (recurring patterns throughout the
week), daily component(recurring patterns throughout the day) and holiday effects (impact of
specific events such as holidays and football games).

Next, the plots corresponding to the trend, weekly and daily components of each detector for
intensity and occupancy will be analyzed, as well as the comparison between them. After that,
we will analyse the holiday component for the two detectors.

Trend Component of the detectors CMP_020-e3 and CMP_070-e2 for intensity
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Figure 4.25: Trend Component of the detector CMP_020-e3 for intensity.

Figure 4.26: Trend Component of the detector CMP_070-e2 for intensity.

The analysis of the trend component in figure 4.25 and figure 4.26 shows that the plots of the
two detectors behave differently. The CMP_020-e3 detector shows a peak in intensity around
April and then a sharp decrease until the beginning of June. Detector CMP_070-e2 shows
relatively consistent values until the beginning of June. The intensity values in the CMP_070-
e2 detector are lower and the variations are more moderate compared to the CMP_020-e3
detector, where the intensity values are higher and less consistent. Both plots show an increase
in uncertainty, represented by the blue-shaded area, thus suggesting that the behavior of traffic
over the forecasted period may vary considerably.

Trend Component of the detectors CMP_020-e3 and CMP_070-e2 for occupancy
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Figure 4.27: Trend Component of the detector CMP_020-e3 for occupancy

Figure 4.28: Trend Component of the detector CMP_070-e2 for occupancy

By analyzing the figures 4.27 and 4.28 we can see that both detectors show an increase in
occupancy values until April, but the CMP_020-e3 detector reaches higher values than the
CMP_070-e2 detector. It can be seen that over time, the CMP_020-e3 detector shows a more
constant trend and the CMP_070-e2 detector shows sharper variations. Both show an increase
in forecast uncertainty from the beginning of June, which is the month we want to forecast.

Weekly Component of the detectors CMP_020-e3 and CMP_070-e2 for intensity

Figure 4.29: Weekly Component of the detector CMP_020-e3 for intensity.
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Figure 4.30: Weekly Component of the detector CMP_070-e2 for intensity.

By analyzing the figures 4.29 and 4.30 we can see that the intensity shows a similar pattern
for both detectors. The intensity assumes high values from Monday to Tuesday and decreases
significantly until Friday. On Saturday it shows an increase, this being the highest value during
the week and then on Sunday it shows a sharp decline. The CMP_020-e3 detector has a higher
maximum intensity value than the CMP_070-e2 detector.

Weekly Component of the detectors CMP_020-e3 and CMP_070-e2 for occu-
pancy

Figure 4.31: Weekly Component of the detector CMP_020-e3 for occupancy.
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Figure 4.32: Weekly Component of the detector CMP_070-e2 for occupancy.

The figures 4.31 and 4.32 show the same behavior. On Sunday, occupancy is lower and
gradually increases from Monday to Tuesday, remaining relatively constant from Wednesday to
Friday. On Saturday it rises considerably, before falling sharply on Sunday.

Daily Component of the detectors CMP_020-e3 and CMP_070-e2 for intensity

Figure 4.33: Daily Component of the detector CMP_020-e3 for intensity.

Figure 4.34: Daily Component of the detector CMP_070-e2 for intensity.

In the figures 4.33 and 4.34 we can observe that both detectors have a similar behavior
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throughout the day. Both of the detectors perform an intensity peak in the morning around 7
am, which we can consider the beginning of rush hour, then the intensity values decrease and
become relatively constant and finally show a significant decrease around 5 pm. Although both
detectors show relatively constant values between mid-morning and mid-afternoon, it can be
seen that the CMP_070-e2 detector shows more variation than the CMP_020-e3 detector.

Daily Component of the detectors CMP_020-e3 and CMP_070-e2 for occupancy

Figure 4.35: Daily Component of the detector CMP_020-e3 for occupancy

Figure 4.36: Daily Component of the detector CMP_070-e2 for occupancy

In the figure 4.35 we can see that the CMP_020-e3 detector shows a peak in occupancy in
the morning between 6 am and 10 am, which corresponds to rush hour, and that at the end
of the day, around 5 pm, it shows a sharp decrease until midnight. Between these two peaks,
occupancy figures remain relatively consistent.

In figure 4.36 we can see that there is also a high peak in the morning between 6 am and 10
am and that at the end of the day, around 5 pm, there is a decrease in occupancy, just as with
the CMP_020-e3 detector.

Although both detectors show similarities in the typical pattern during morning and late
afternoon, the CMP_020-e3 detector shows a greater range of variability.
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Influence of football games and national holidays on the detectors in the intensity
variable

Figure 4.37: Holiday Component for Intensity Prediction at Detector CMP_020-e3

The holidays component, shown in the plot above 4.37, illustrates the impact of football
games on traffic at detector CMP_020-e3, which is located near the Estádio do Dragão. Using
this plot and the list of football games at the stadium, we can see how the Prophet model
considers their impact on this detector. In the plot, each peak with a positive value in the
“holidays” component represents the influence of the holiday or football game on the traffic
forecast.

For the football games at Estádio do Dragão, the following dates were considered:

February 27, 2022; March 9, 2022; March 13, 2022; April 4, 2022; April 16, 2022; April 21,
2022; April 30, 2022; and May 14, 2022.

We can observe from the figure 4.37 that positive, slightly accentuated peaks align with the
dates of these matches, indicating that the model has identified these events as relevant. The
traffic intensity on these days is higher than usual, as expected, due to the increased number of
people travelling to the stadium to watch the games.

With regard to national holidays, the following dates were considered:

January 1, 2022; April 15, 2022; April 17, 2022; April 25, 2022; May 1, 2022; June 10, 2022;
June 16, 2022; June 24, 2022; August 15, 2022; October 5, 2022; November 1, 2022; December 1,
2022; December 8, 2022; and December 25, 2022.

We can see from the plot that the peaks corresponding to these dates are negative, suggesting
a reduction in traffic in this region, and we can also see that the reduction is quite high.



4.3. Forecasting process using the Prophet model 59

Figure 4.38: Holiday Component for Intensity Prediction at Detector CMP_070-e2

The holidays component for detector CMP_070-e2 represented in the figure 4.38, which is
located further away from the Estádio do Dragão, we can see that the peaks corresponding to
the dates of football games are much lower than for detector CMP_020-e3, which is plausible,
since traffic is more concentrated in the streets near the Dragão stadium and even people who
live in these streets may have travelled to watch the match. Concerning the dates of the national
holidays, we can see that the peaks are negative, suggesting a reduction in traffic, just as in
CMP_020-e3. However, in this detector, the reduction is more pronounced.

Influence of football games and national holidays on the detectors in the occupancy
variable

Figure 4.39: Holiday Component for Occupancy Prediction at Detector CMP_020-e3

Looking at the plot in figure 4.39, we can see that the positive peaks refer to the dates
of football games, indicating that occupancy is higher on these days. We can infer that with
more vehicles in transit around the stadium, the detector registers higher occupancy, meaning
that vehicles are occupying the inductive loops for longer periods. This directly correlates with
higher occupancy rates, suggesting that traffic is denser and vehicles are moving more slowly or
remaining in the surrounding area for longer. In contrast, on public holidays, there is a noticeable
reduction in occupancy, likely due to decreased daily activity, such as fewer work-related journeys
and general movement in the city.
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Figure 4.40: Holiday Component for Occupancy Prediction at Detector CMP_070-e2

Compared to the CMP_020-e3 detector, this detector shows in Figure 4.40 a much lower
impact on football game days, suggesting that traffic is lower near this location, although
not absent on these days. This may suggest that vehicles do not spend as much time on the
inductive loops, resulting in relatively low occupancy. During public holidays, there is a pattern
of decreasing occupancy values, around 3.5% which may suggest that traffic on these days is
lower, probably due to people staying at home with their families.

Cross validation for the 50 detectors After these initial tests on 2 detectors, we decided to
expand the study to include 50 detectors distributed across different areas of the Municipality
of Porto. This expansion aimed to evaluate traffic behavior in various regions of the city and
the increase in the number of detectors allows for a more robust and detailed analysis of traffic
patterns and the sensitivity of the system in making these intensity and occupancy predictions.
For these 50 detectors, cross-validation was only carried out in 2 scenarios, since, as this work
was developed in a Google Colab context, the 10-minutes period and horizon scenario required
very high computational resources. Therefore, the two scenarios carried out include the following
parameters:

• Scenario 1: initial 30 days, period of 1 hour and horizon of 1 hour

• Scenario 2: initial 30 days, period of 1 day and horizons of 1 day, 7 days, 14 days and 28
days.

As with the 2 initial detectors, in order to assess the system’s performance, the relative
errors of MAE and RMSE (RMAE and RRMSE) were calculated. These values can be found in
Appendix C to Appendix F, as well as histograms for the intensity in Appendix G and histograms
for the occupancy H showing the distribution of these values in each of the scenarios with different
periods and horizons.
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Figure 4.41: Variation of the RRMSE and RMAE for intensity and occupancy in different time
horizons

When plotting the RMAE and RRMSE metrics for intensity and occupancy over the different
forecast horizons, it was observed that the data tended to overlap on the x-axis. This is because
the points for RRMSE and RMAE for intensity and occupancy refer to the same forecast horizon,
which would result in the points on the plot overlapping. To avoid this overlap, an offset was
used to separate the horizontal lines while maintaining the order of the forecast horizons. In this
way, all the curves are visibly different and comparable.

The line plot was created to represent the variation in the RRMSE and RMAE over the
different time horizons for the intensity and occupancy forecasts. This plot also includes error
bars indicating the standard deviation of each error point.

Therefore, the y-axis represents the value of the relative MAE and RMSE error in percentage
and the x-axis represents the different forecast horizons. The blue and yellow lines represent
the RRMSE and RMAE for intensity. The green and red lines represent the RRMSE and RMAE
about occupancy. The error bars along the lines represent the standard deviation, expressing
the variability of the error values over the horizons. The longer the error bar, the greater the
uncertainty or variation in the values. Shorter bars indicate that the error values in that horizon
are more consistent.

Analysis of RMAE and RRMSE values for Intensity The Relative Mean Absolute
Error (RMAE) values for intensity showed the lowest rates at all forecast horizons, varying
approximately between 20% and 35%. The Relative Root Mean Square Error (RRMSE) values
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are higher and increase proportionally as the forecast horizons get longer, especially between the
14 and 28-day periods. This suggests that long-term forecasts show greater variability compared
to short-term forecasts.

Analysis of RMAE and RRMSE Values for Occupancy The RMAE values for occupancy
initiate at a value slightly above 40% in the 1-hour forecasts and gradually increase, reaching
around 60% when the forecast horizon reaches 28 days. With regard to RRMSE, it can be seen
that the values for occupancy are the highest of all the relative error metrics, demonstrating a
high degree of variability which also increases proportionally as the forecast horizons increase.

Comparison between Intensity and Occupancy When comparing the RMAE and RRMSE
values between intensity and occupancy, we observe that the intensity forecasts are more accurate,
consistent and stable. This is evidenced by the lower RMAE and RRMSE values, particularly in
the case of RMAE, and by the lower uncertainty, as indicated by the smaller standard deviation
bars. Conversely, the occupancy forecasts demonstrate higher RMAE and RRMSE at all horizons,
as well as greater variability, as evidenced by the larger standard deviation bars, especially for
the RRMSE. These results indicate that the model has greater difficulty in predicting vehicle
occupancy, especially over longer forecast horizons.

The model is more accurate at predicting intensity, especially at shorter horizons (1 hour and
1 day), with lower absolute error (MAE) and controlled variation. However, for longer horizons
(14 to 28 days), the uncertainty increases significantly. Occupancy forecasts are less reliable, with
higher RMAE and RRMSE and variability, particularly in the case of RMSE. This suggests that
the model has greater difficulty in consistently capturing vehicle occupancy patterns, especially
over longer forecast horizons.
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Chapter 5

Conclusions

Although traffic prediction using the prophet system shows some potential, for inductive loop
detectors data, it is important to recognize that its performance is highly dependent on the
quality and volume of the data used, as well as the system’s ability to adapt to the nuances
of specific traffic behaviors. From the results observed, we can assert that the system still
has limitations and improvements are needed before it can demonstrate enough reliability for
real-world applications.

This study has shown that the Prophet system has a higher degree of accuracy in short-
term forecasts compared to long-term forecasts. This is because, over shorter horizons, traffic
conditions tend to be less volatile and more predictable. Additionally, the inclusion of patterns
related to holidays and special events allowed the model to more accurately capture variations in
traffic, especially during busy periods such as football games at the Estádio do Dragão.

Based on the analysis of 50 detectors, it was possible to observe that the values of the
relative errors of MAE and RMSE were considerably lower for intensity predictions than for
occupancy. Therefore, we can conclude that occupancy is more difficult to predict and shows
greater variability, especially as the horizon increases.

Although this forecasting system has shown some potential, there is still room for improvement.
The relative errors observed indicate that the system is not quite ready to be implemented in
broad traffic management operations. The limitations of the model highlight the need for further
adjustments and improvements, especially to calibrate the model according to the different traffic
conditions and behaviors that occur in various parts of the city. The inclusion of additional data
sources, such as weather conditions and construction activities, can significantly improve the
model’s predictive capacity. Furthermore, expanding the network of detectors and increasing the
granularity of the sensors can help capture local variations in traffic more accurately, resulting in
greater robustness of the system.

Exploratory data analysis offered valuable insights into traffic behavior, providing a detailed
view of urban dynamics. It revealed that both vehicle intensity and occupancy follow cyclical
patterns over time, especially on weekdays, particularly during peak hours (morning and
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afternoon), when traffic intensity reaches its highest values. This predictable behavior suggests
that the forecasting system has the potential to offer more accurate forecasts over short horizons
since traffic during these periods tends to be less volatile and more regular. The predictability
observed reinforces the suitability of using time series models in routine traffic scenarios, especially
in urban areas with strong demand during specific hours.

However, the analysis also highlighted marked differences between traffic patterns on weekdays
and weekends. On weekends, traffic showed greater variability, with lower levels of intensity and
occupancy, as well as fluctuations that were more difficult to predict. One possible justification
for this could be that weekend traffic is more influenced by external and non-routine factors, such
as events, leisure and occasional trips, rather than consistent work- or school-related journeys.
Such variations indicate that the forecasting model needs to be adjusted to better deal with
these irregular traffic conditions, and the inclusion of additional variables, such as local events or
weather conditions, can significantly improve the accuracy of forecasts for these periods.

Another important point identified in the exploratory analysis was the detection of anomalies
in the data, such as gaps on certain days and peaks in traffic intensity. We can suppose that this
is because some controllers only start collecting information on detectors after a certain period
of time. Anomalous traffic peaks, such as the one observed on January 27, represent another
challenge, as they reflect unexpected fluctuations in the number of vehicles. The occurrence of
these anomalies reinforces the need for a more robust data collection infrastructure that can
minimize errors and guarantee the continuity of data transmission in real-time. This is crucial
for increasing the reliability of the forecasting system and reducing the impact of atypical events
on the results.

In addition, the greater variability observed in occupancy measurements compared to intensity
measurements suggests that the percentage of time that a metallic object was detected over
the inductive loop is difficult to model accurately. Occupancy reflects the length of time that
vehicles remain on the sensors, and this parameter can be influenced by factors such as congestion,
irregular parking or the slow movement of waiting vehicles. Unlike intensity, which refers only to
the number of vehicles passing a point in a given time interval, occupancy is directly linked to
the dynamics of vehicle flow, and its variability makes the forecasting process more challenging.
Identifying these unpredictable patterns in occupancy points to the need to continue monitoring
both parameters (intensity and occupancy) to gain a more comprehensive understanding of traffic
conditions.

The system could benefit from the implementation of specialized outlier detection and
correction mechanisms that could help the Prophet model reach even better performance and
would allow inaccurate data to be filtered out before feeding it into the forecasting models. This
would significantly increase the accuracy and practical usefulness of the system in operational
traffic management contexts.

Therefore, based on the exploratory analysis, it was possible to identify the need for
improvements in traffic controllers and data collection infrastructure to ensure better data
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quality and consistency. These improvements are essential to minimize forecast errors and
increase the system’s reliability in different traffic scenarios. It also became clear that the
inclusion of contextual variables and the proper treatment of anomalous data are important steps
to improve the system’s ability to deal with different traffic behaviors, especially during periods
of high variabilities, such as weekends and special events.

In conclusion, this study serves as an important starting point for the further development of
a more comprehensive and accurate traffic forecasting system. Although the current system is
not yet fully optimized for operational use, the results obtained provide insights that can be used
to inform future iterations of the system. By continuing to refine and expand the model, there
is the potential to create a highly effective tool for mitigating traffic congestion and improving
urban mobility in general. Continuing this work will play a key role in the development of more
accurate and efficient traffic management solutions, contributing to long-term sustainability and
quality of life in urban areas. As cities like Porto continue to grow and evolve, the implementation
of robust systems to manage road traffic will become increasingly crucial, making this line of
research essential to meet the transportation challenges of the future.

5.1 Contributions

The contributions of this work are related to the exploratory analysis and development of a
traffic forecasting system using the Prophet model. In particular, the following:

• Exploratory data analysis: Data was analyzed for January 2022 to identify patterns,
seasonalities, anomalies or potential problems that may exist in the data.

• Testing the Prophet model on two detectors: The Prophet model was tested on
two specific detectors to reduce the complexity of the initial process and also to evaluate
its performance on a detector that is close to the Estádio do Dragão and one that is further
to understand the impact of football games and holidays on both detectors. By focusing on
these 2 detectors, it is possible to better explore the patterns in the data before expanding
the system to a larger number of detectors. The system was also tested over various periods
and horizons to evaluate the intensity and occupancy predictions.

• Evaluating the effect of public holidays and football games: The impact of public
holidays, a component of Prophet, was evaluated to understand their impact on intensity
and occupancy forecasts. Including external events such as football games helped us to
better understand traffic flow.

• Expansion of the number of detectors: To test the model’s performance in different
areas of the municipality of Porto, we expanded the number of detectors to 50, which
were randomly generated, assessing their accuracy of intensity and occupancy in different
periods and horizons.
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• Calculation of the relative errors of MAE and RMSE: To help evaluate the system’s
performance for both the 2 detectors and the 50, the relative error values in percentage of
the MAE and RMSE metrics obtained by the cross-validation method were calculated to
better understand whether the system’s prediction was as expected or not.

• Suggestions for improvement and future work: Based on the results obtained, we
suggest incorporating more external factors, such as weather data or traffic incidents, which
could further refine the model. In addition, the use of a more sophisticated model or a
hybrid approach that could complement the Prophet model could be of added value in
predicting this data.

5.2 Future work

To improve the performance and accuracy of the forecasting system, several areas can be explored
in future work. One of the main directions will be to include more external variables in the
system, such as weather data, which can significantly influence traffic. In addition, it will be
important to integrate information specific to each intersection, area or zone in the municipality
of Porto, since local characteristics can affect traffic behavior differently.

Another approach that could be investigated is traffic forecasting at shorter intervals, such as
every 10 minutes. This would allow a faster and more accurate response to variations in traffic,
especially during peak periods or special events.

In addition to Prophet, the application and comparison of other time series models, such as
ARIMA (AutoRegressive Integrated Moving Average) and SARIMA (Seasonal ARIMA), could
be explored to see if they can capture seasonal and trend patterns more efficiently in certain
scenarios.

It is also proposed to use all the detectors available in the traffic controllers in the municipality
of Porto, thus increasing the scope and representativeness of the forecasts. In addition, the use
of a larger and more recent set of historical data could provide the system with a more robust
database, which possibly could be analyse contribute to greater forecast accuracy.

Another possibility would be to adopt hybrid or more advanced models, such as recurrent
neural networks (RNNs) or deep learning models, which can capture complex temporal patterns
and interactions between variables more efficiently. These models could complement the current
system, providing more accurate predictions in more complex traffic scenarios.

In addition, the integration of real-time data, such as information from IoT sensors and
camera monitoring systems, could improve the system’s ability to adjust to instantaneous changes
in traffic conditions. Combining this data with real-time forecasting systems would allow for
more dynamic and proactive traffic management.

Finally, it would be interesting to develop intuitive and interactive visual interfaces to present
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forecast results in a clear and accessible way to traffic managers, facilitating informed and efficient
decision-making.

Implementing these improvements could contribute to significantly increasing the effectiveness
of the system, providing better tools for traffic management in the municipality of Porto, as well
as enabling more informed and efficient decision-making.
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Appendix A

Results table of CMP_020-e3

The following table presents the results obtained for the CMP_020-e3 detector. The table
includes the following columns:

• Variable y: The traffic variable being predicted, such as intensity or occupancy.

• Period: The time period over which the prediction is evaluated.

• Horizon: The forecast horizon (e.g., 10 minutes, 1 hour, or more).

• MAE: Mean Absolute Error

• RMSE: Root Mean Square Error

• Mean_y: The average of the actual observed values.

• Relative MAE: The MAE as a percentage of the mean observed values.

• Relative RMSE: The RMSE as a percentage of the mean observed values.

Figure A.1: Results table of CMP_020-e3
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Appendix B

Results table of CMP_070-e2

The following table presents the results obtained for the CMP_070-e2 detector. The table
includes the following columns:

• Variable y: The traffic variable being predicted, such as intensity or occupancy.

• Period: The time period over which the prediction is evaluated.

• Horizon: The forecast horizon (e.g., 10 minutes, 1 hour, or more).

• MAE: Mean Absolute Error

• RMSE: Root Mean Square Error

• Mean_y: The average of the actual observed values.

• Relative MAE: The MAE as a percentage of the mean observed values.

• Relative RMSE: The RMSE as a percentage of the mean observed values.

Figure B.1: Results table of CMP_070-e2
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Appendix C

Intensity results for 50 detectors for 1
day

The following table presents the results obtained for the 50 detectors, evaluated over 1 day, with
forecast horizons of 1 day, 7 days, 14 days, and 28 days for the intensity predictions. The table
includes the following columns:

• Detector: The unique identification number or code assigned to each traffic detector.

• Horizon: The forecast horizon, which refers to the time period for which the prediction is
made (e.g., 1 day, 7 days, 14 days, 28 days).

• Mean_y_intensity: The average observed intensity value over the specified horizon.

• Mean_RMSE: The average Root Mean Square Error (RMSE) for intensity predictions
across the specified horizon.

• Mean_MAE: The average Mean Absolute Error (MAE) for intensity predictions across
the specified horizon.

• Relative Error RMSE Intensity: The RMSE expressed as a percentage of the average
observed intensity value.

• Relative Error MAE Intensity: The MAE expressed as a percentage of the average
observed intensity value.
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Figure C.1: Results table of the 50 detectors for Intensity
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Figure C.2: Results table of the 50 detectors for Intensity
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Figure C.3: Results table of the 50 detectors for Intensity
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Figure C.4: Results table of the 50 detectors for Intensity
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Figure C.5: Results table of the 50 detectors for Intensity
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Figure C.6: Results table of the 50 detectors for Intensity
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Figure C.7: Results table of the 50 detectors for Intensity

Figure C.8: Results table of the 50 detectors for Intensity
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Appendix D

Occupancy results for 50 detectors,
period of 1 day

The following table presents the results obtained for the 50 detectors, evaluated over 1 day, with
forecast horizons of 1 day, 7 days, 14 days, and 28 days for the occupancy predictions. The table
includes the following columns:

• Detector: The unique identification number or code assigned to each traffic detector.

• Horizon: The forecast horizon, refers to the time period for which the prediction is made
(e.g., 1 day, 7 days, 14 days, 28 days).

• Mean_y_occupancy: The average observed occupancy value over the specified horizon.

• Mean_RMSE: The average Root Mean Square Error (RMSE) for occupancy predictions
across the specified horizon.

• Mean_MAE: The average Mean Absolute Error (MAE) for occupancy predictions across
the specified horizon.

• Relative Error RMSE Occupancy: The RMSE is expressed as a percentage of the
average observed occupancy value.

• Relative Error MAE Occupancy: The MAE is expressed as a percentage of the average
observed occupancy value.
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Figure D.1: Results table of the 50 detectors for Occupancy

Figure D.2: Results table of the 50 detectors for Occupancy
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Figure D.3: Results table of the 50 detectors for Occupancy

Figure D.4: Results table of the 50 detectors for Occupancy
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Figure D.5: Results table of the 50 detectors for Occupancy
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Figure D.6: Results table of the 50 detectors for Occupancy

Figure D.7: Results table of the 50 detectors for Occupancy
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Figure D.8: Results table of the 50 detectors for Occupancy
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Appendix E

Intensity results for 50 detectors, pe-
riod and horizon of 1 hour

The following table presents the results obtained for the 50 detectors, evaluated over a period
and horizon of 1 hour for the intensity predictions. The table includes the following columns:

• Detector: The unique identification number or code assigned to each traffic detector.

• Horizon: The forecast horizon, refers to the time period for which the prediction is made,
in this case, 1 hour.

• Mean_y_intensity: The average observed intensity value over the specified horizon of 1
hour.

• Mean_RMSE: The average Root Mean Square Error (RMSE) for intensity predictions
within the 1-hour horizon.

• Mean_MAE: The average Mean Absolute Error (MAE) for intensity predictions within
the 1-hour horizon.

• Relative Error RMSE Intensity: The RMSE is expressed as a percentage of the average
observed intensity value.

• Relative Error MAE Intensity: The MAE is expressed as a percentage of the average
observed intensity value.
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Figure E.1: Results table of the 50 detectors for the period and horizon of 1 hour for Intensity

Figure E.2: Results table of the 50 detectors for the period and horizon of 1 hour for Intensity
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Appendix F

Occupancy results for 50 detectors,
period and horizon of 1 hour

The following table presents the results obtained for the 50 detectors, evaluated over a period
and horizon of 1 hour for the occupancy predictions. The table includes the following columns:

• Detector: The unique identification number or code assigned to each traffic detector.

• Horizon: The forecast horizon, which refers to the time period for which the prediction is
made, in this case, 1 hour.

• Mean_y_occupancy: The average observed occupancy value over the specified horizon
of 1 hour.

• Mean_RMSE: The average Root Mean Square Error (RMSE) for occupancy predictions
within the 1-hour horizon.

• Mean_MAE: The average Mean Absolute Error (MAE) for occupancy predictions within
the 1-hour horizon.

• Relative Error RMSE Occupancy: The RMSE expressed as a percentage of the average
observed occupancy value.

• Relative Error MAE Occupancy: The MAE expressed as a percentage of the average
observed occupancy value.
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Figure F.1: Results table of the 50 detectors for the period and horizon of 1 hour for Occupancy

Figure F.2: Results table of the 50 detectors for the period and horizon of 1 hour for Occupancy
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Appendix G

Histograms of Relative Errors of RMSE
and MAE for Intensity for 50 Detec-
tors

This section presents histograms that illustrate the distribution of relative errors for Root Mean
Square Error (RMSE) and Mean Absolute Error (MAE) for intensity forecasts at various forecast
horizons over the 50 detectors. The following horizons were considered: 1 hour, 1 day, 7 days,
14 days, and 28 days. The histograms provide a visual representation of the error distribution,
helping to identify the variability and performance of the forecasting model at each horizon.

• 1-hour horizon: The forecast horizon of 1 hour captures short-term traffic patterns, which
tend to show lower error variability compared to longer horizons.

• 1-day horizon: At this horizon, the system captures daily variations in traffic intensity,
providing insight into the model’s performance over a full day.

• 7-day horizon: Weekly trends in traffic intensity are captured at this horizon, with errors
likely increasing as the forecast period extends.

• 14-day horizon: The two-week horizon tests the model’s ability to forecast over medium-
term periods, where traffic patterns may be influenced by external factors such as holidays
or events.

• 28-day horizon: Long-term forecasts, such as the 28-day horizon, present the highest
level of uncertainty, as traffic conditions may change significantly over a month.

The histograms for the relative error of RRMSE at each horizon are presented below:
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Figure G.1: Histogram of RRMSE for Intensity - 1 Hour Horizon

Figure G.2: Histogram of RRMSE for Intensity - 1 Day Horizon
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Figure G.3: Histogram of RRMSE for Intensity - 7 Days Horizon

Figure G.4: Histogram of RRMSE for Intensity - 14 Days Horizon
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Figure G.5: Histogram of RRMSE for Intensity - 28 Days Horizon

The histograms for the relative error of MAE at each horizon are presented below:

Figure G.6: Histogram of RMAE for Intensity - 1 Hour Horizon
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Figure G.7: Histogram of RMAE for Intensity - 1 Day Horizon

Figure G.8: Histogram of RMAE for Intensity - 7 Days Horizon
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Figure G.9: Histogram of RMAE for Intensity - 14 Days Horizon

Figure G.10: Histogram of RMAE for Intensity - 28 Days Horizon
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Appendix H

Histograms of Relative Errors of RMSE
and MAE for Occupancy for 50 Detec-
tors

This section presents histograms illustrating the distribution of relative errors for Root Mean
Square Error (RMSE) and Mean Absolute Error (MAE) for occupancy forecasts at various
forecast horizons. The following horizons were considered: 1 hour, 1 day, 7 days, 14 days, and 28
days. The histograms provide a visual representation of the error distribution, helping to identify
the variability and performance of the forecasting model at each horizon.

• 1-hour horizon: The forecast horizon of 1 hour captures short-term traffic patterns in
occupancy, which tend to show lower error variability compared to longer horizons.

• 1-day horizon: At this horizon, the system captures daily variations in occupancy,
providing insight into the model’s performance over a full day.

• 7-day horizon: Weekly trends in occupancy are captured at this horizon, with errors
likely increasing as the forecast period extends.

• 14-day horizon: The two-week horizon tests the model’s ability to forecast over medium-
term periods, where occupancy patterns may be influenced by external factors such as
holidays or events.

• 28-day horizon: Long-term forecasts, such as the 28-day horizon, present the highest
level of uncertainty, as traffic conditions may change significantly over a month.

The histograms for the relative error of RRMSE at each horizon are presented below:
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Figure H.1: Histogram of RRMSE for Occupancy - 1 Hour Horizon

Figure H.2: Histogram of RRMSE for Occupancy - 1 Day Horizon
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Figure H.3: Histogram of RRMSE for Occupancy - 7 Days Horizon

Figure H.4: Histogram of RRMSE for Occupancy - 14 Days Horizon
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Figure H.5: Histogram of RRMSE for Occupancy - 28 Days Horizon

The histograms for the relative error of RMAE at each horizon are presented below:

Figure H.6: Histogram of RMAE for Occupancy - 1 Hour Horizon
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Figure H.7: Histogram of RMAE for Occupancy - 1 Day Horizon

Figure H.8: Histogram of RMAE for Occupancy - 7 Days Horizon
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Figure H.9: Histogram of RMAE for Occupancy - 14 Days Horizon

Figure H.10: Histogram of RMAE for Occupancy - 28 Days Horizon
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