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Abstract

Gene duplication bursts and amino acid substitutions have often been assigned to the evolution of
phenotypic traits. Much less explored is the role of gene loss as an engine of evolutionary change,
either from adaptive or regressive perspectives. Remarkably, mammals provide a reference
test case to address the role and importance of gene loss as a major driver in evolution. They
successfully colonised a large range of habitats, including land, water, air and display tantalising
phenotypic adaptations to their surrounding environment. Paradoxically, the study of gene loss
across mammalian lineages is still in its early infancy, and only a few years ago, gene loss studies
highlighting this taxon started to emerge.

The rapid increase of high-quality genome assemblies requires the introduction of automated
methods capable of leveraging their comprehensive study. Particularly, for addressing and
promoting the study of gene loss as a source of mammalian evolutionary innovation, a systematic,
highly accurate, and computational automatised approach is ultimately required.

With this thesis culminated the development of PseudoChecker : the first integrated online
platform for automatised gene loss inference in mammals. Amongst the few existing methods,
our comparative genomics-based approach comprehends the unique displaying full automation,
built-in inclusion of a graphical user interface, an index of pseudogenisation - the PseudoIndex,
and finally, but not least important, displaying its full integration as a web service, not only
allowing to keep PseudoChecker as a multi-platform and constantly updated bioinformatics tool,
but facilitating its expedite and easy usability for the quick identification of gene loss. In a short
amount of time, by scrutinising published lost genes in Mammalia and presumed viable genes in
the same group of species, using human as reference species, on average, PseudoChecker was
able to correctly capture over 95% of the tested mammalian gene functionality events and over
97% of the analysed gene loss events.

Importantly, PseudoChecker, currently in Version 0.8, still constitutes a prototype and a set of
improvements, including support for polymorphic loss (population analysis), and built-in inclusion
of selection analyses can be employed. Moreover, on the technical side, the implementation of
multi-core processing, as well as code rewriting in more efficient, mid-level compiled languages,
would also benefit from speed improvements. Finally, with minor modifications and adequate
testing, the ultimate natural evolution of PseudoChecker passes by its expandability to non-
mammalian animal lineages.

Keywords: Gene Loss, Unitary Pseudogenes, Bioinformatics, Mammals
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Resumo

Eventos de duplicação de genes e substituições aminoacídicas têm sido frequentemente recon-
hecidos como mecanismos subjacentes à evolução de traços fenotípicos. Muito menos explorado é
o papel da perda de genes como um mecanismo de mudança evolutiva, quer segundo a perspetiva
adaptativa ou regressiva. De forma notável, os mamíferos constituem uma boa referência para
abordar o papel e a importância da perda de genes como um dos principais condicionadores
evolutivos. Estes colonizaram com sucesso uma grande variedade de habitats, incluindo terra,
água, ar e exibem magníficas adaptações fenotípicas ao ambiente circundante. Paradoxalmente,
o estudo da perda de genes sobre esta linhagem ainda está no seu início e apenas há alguns anos,
estudos do efeito da perda de genes sobre este táxon começaram a surgir.

A rápida produção de genomas de elevada qualidade requer a introdução de metodologias
adequadas capazes de alavancar abrangentemente o seu estudo. Em particular, para abordar e
promover o estudo de perda de genes como fonte de inovação evolutiva em mamíferos, é necessário
desenvolver uma metodologia computacional automatizada, sistemática e de elevada precisão.

A presente dissertação culminou no desenvolvimento do PseudoChecker : a primeira plataforma
online integrada para a inferência automatizada de perda de genes em mamíferos. De entre
os poucos métodos existentes, a nossa abordagem baseada em genómica comparativa é, entre
todos, a única que possui automatização total, inclusão de raiz de uma interface gráfica e
índice de pseudogenização - o PseudoIndex, e, finalmente, é a única que se encontra totalmente
integrada num serviço web, permitindo não só manter o PseudoChecker como uma ferramenta
de bioinformática constantemente atualizada e multi plataforma, mas também facilitando a sua
rápida e fácil utilização, que se traduz na rápida identificação de eventos de perda de genes.

Tendo sido examinados genes publicados como perdidos em Mammalia, assim como genes
presumivelmente funcionais no mesmo grupo evolutivo, em média, e em pouco tempo, o
PseudoChecker foi capaz de identificar corretamente mais de 95% dos eventos testados de
funcionalidade genética e mais de 97% dos eventos testados de perda de genes.

No entanto, é importante ressalvar que o PseudoChecker, atualmente na Versão 0.8, ainda
constitui um protótipo, sendo que um conjunto de melhorias podem ser aplicadas, nomeadamente
o suporte para o estudo de perda polimórfica de genes (análise populacional) e suporte embutido
para análises de seleção sobre as sequências em análise. Para além disso, no que diz respeito
ao ponto de vista técnico, a implementação de multiprocessamento, assim como a reescrita do
código em linguagens compiladas de médio nível, poderão também contribuir para melhorias
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a nível do tempo de execução das análises. Finalmente, com pequenas modificações e testes
adequados, a evolução natural do PseudoChecker passa pela sua expansão a outros animais.

Palavras-chave: Perda de Genes, Pseudogenes Unitários, Bioinformática, Mamíferos
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Chapter 1

Introduction

1.1 Historical context of evolution, genetics and genomics

Organisms on Earth are rich in diversity, with complex genetic systems being generated and
constantly modified through evolution since the origin of life [164] (Figure 1.1). The first efforts
to understand biodiversity were conducted by Carl Linnaeus [105] who implemented the still
used today binomial nomenclature of species, and had the critical insight that the diversity of
life was hierarchically nested in groups, each characterised by particular sets of traits. This
remarkable observation preceded and enabled the understanding that diversity was produced
trough evolution by a common descent [68].

Evolution has been a fascinating subject for several years and Charles Lyell in his publication
the ’Principles of Geology’ (1830) was likely the pioneer using the word ’evolution’ in the
same context as we know today [116]. Moreover, thanks to the contributions of Wallace [195],
Lamarck [99] and Darwin with the ’The Origin of Species’ by means of natural selection [39],
evolution as a biological phenomenon has been being gradually accepted during the last 200
years [112]. Yet, only in 1944 with the discovery of deoxyribonucleic acid (DNA) by Oswald
Avery and his colleagues [9], succeeded by the discovery of its structure by Watson, Crick and
Franklin in 1953 [198], revealing to constitute a substance encoding genetic information, together
with the publication of the central dogma of molecular biology in 1970 [37], big steps towards
understanding the molecular mechanisms on the basis of evolution were taken.

The evolutionary course has distinctive properties, as it does not proceed along some
predictable course, instead being defined by the environment surrounding a population and
in the genetic variants that arise on it. Moreover, evolution of species proceeds in a tree-like,
branching pattern, as modern diversity of species has been generated by the repeated splitting of
lineages since the single common ancestor of life [33, 164] (Figure 1.1). As a matter of fact, the
perception of evolution has changed dramatically in the last 25-30 years, owing largely to the
great advance, sophistication, and reliability of phylogenetics. Phylogenetic analysis of living
organisms enabled science to trace the evolution of traits, their polarity of change, convergence,
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2 Chapter 1. Introduction

reversal, and, when calibrated, allowed to relate evolutionary events to climate and geological
changes, estimate rates of character evolution, and enabled the possibility of inferring the time
course of diversification including rates of speciation and extinction [51].

Figure 1.1: A new view of the tree of life. Retrieved from [76]. The phylogenetic tree comprises
92 bacterial phyla, 26 archaeal phyla and all the five supergroups underlying eukaryotes.

The genome of an organism, term firstly coined in 1920 by botanist Hans Winkler by joining
the words ’gene’ and ’chromosome’ [164], consists in its complete set of DNA. Hence, evolutionary
genomics focuses on studying how genome changes during evolution. In fact, since the first
whole-genome sequencing of the bacteria Haemophilus influenzae in 1995 [49] that researchers



1.1. Historical context of evolution, genetics and genomics 3

have been increasingly recognising the informational wealth that large-scale and high-throughput
data can provide [189]. Extraordinarily, during the last few years, advances in genome sequencing
have progressed at a rapid pace, with increased throughput being accompanied by decreasing
costs and increased applications [121, 135, 138]. Next Generation sequencing, also named as
’Next-gen sequencing’ or, simply, NGS, refers to highly parallelised processes that enable the
sequencing of thousands to millions of molecules simultaneously, including DNA sequences,
ribonucleic acid (RNA) sequences and even proteins [167, 178].

In fact, the biggest change in the paradigm of evolutionary studies occurred in the mid-2000s
with the advent of cloud computing and the early days of NGS, leading to a dramatic increase
in number and scale of biological datasets. Incredibly, in 2008, the sequencing cost dropped
faster than what would have been expected from Moore’s law, a term used in the computer
industry to describe a trend that states that the number of transistors of an integrated circuit
doubles approximately every 2 years [115, 167]. This revolution underlying the biological data
availability was the cause of the creation of international databases for storing high-throughput
sequencing data, such as the European Nucleotide Archive (ENA) governed by the European
Bioinformatics Institute (EBI)1 and the Sequence Read Archive (SRA) from the National Center
of Biotechnology Information (NCBI)2 [138, 167, 181]. In truth, since the creation of the Sequence
Read Archive (SRA) that the number of deposited sequences has been growing significantly,
containing, in June of 2019, approximately 28 petabases of biological information, translated
into 10 000 terabytes of raw data (data obtained from SRA). A similar trend is observed for
the Whole Genome Shotgun (WGS) and GenBank databases from NCBI(Figure 1.2), with the
number and size of available nucleotide sequences largely growing over the past few years.

This revolution in biological data availability has led to increased robustness and decreased
cost of the ’OMICS’ approaches. These comprise big topics such as genomics, an interdisciplinary
field aiming to perform a comprehensive study of whole genomes [65], transcriptomics, focused
in studying both qualitatively and quantitatively the transcripts arising in a given biological
sample [65, 166], and, finally, proteomics and metabolomics, that aim to describe the full
molecular complexity of functional cells, tissues, organs and organisms in a holistic and integrative
manner [53, 65]. Genomics, however, is still by far the most studied omic field, and particularly,
comparative genomics, a sub-area of genomics, is nowadays one of the major approaches used in the
functional annotation of genomes [131]. Comparative genomics aims to perform direct comparisons
of the complete genetic material of different organisms, gaining a better understanding of how
species evolved, determining the function of genes and non-coding regions in genomes, also
tending to understand the forces and evolutionary mechanisms that actuate over different species
[6]. Comparative analysis comprehends such an important tool to better characterise genomes
that a set of 29 mammalian genomes, including 22 specifically sequenced for the project, were
analysed together as means of better understanding the human genome [69, 104].

Comparative genomics analyses nowadays focus on the similarity and differences between
1www.ebi.ac.uk
2www.ncbi.nlm.nih.gov



4 Chapter 1. Introduction

(a) Number of nucleotide nitrogenous bases submitted
to WGS and GenBank databases over the last several
years.

(b) Number of nucleotide sequences submitted to WGS
and GenBank databases over the last several years.

Figure 1.2: Time scale of the number of nucleotide nitrogenous bases (a) and nucleotide sequences
(b) deposited through direct submission in GenBank (blue lines) and Whole Genome Shotgun
(WGS) (red lines) databases. Data retrieved from NCBI on June 2019.

the annotation or sequences of two or more genomes [69], and aim to compare the gene number,
content, location, the length and number of coding regions within genes, the amount of non-coding
DNA in each genome and conserved regions maintained across compared species [175]. Genome
correspondence, the method of determining the correct match of chromosomal segments and
functional elements across species, involves determining orthologous genes, those that diverged
after a speciation event, hence, direct evolutionary counterparts, and paralogous genes, those
that arose by duplication events prior to the divergence of the species compared [93].

Once genome correspondence is established, comparative genomics can be used for determining
the conservation of synteny across species (the preserved physical co-localisation of genes on
chromosomes of different species) [175], rearrangements of DNA that include insertions, deletions,
inversions, translocations [24], and events of gene gain and gene loss [175]. Remarkably, the first
comparative genomics analyses started in the end of the nineties, for which time there were about
30 bacterial, archaeal and eukaryotic available genomes to compare, with these unveiling the
existence of small sets of universal gene families encoding for core components of the transcription
and translation machineries underlying gene expression [93]. Just a few years later, comparisons
of the human genome with the genome of the fruit fly (Drosophila melanogaster) revealed that
approximately 60 % of genes are conserved between fly and human, with two-thirds of human
genes known to be involved in cancer having counterparts in the fruit fly.

The continuing advances in speed, quality and affordability of whole-genome analyses,
including whole-genome sequencing, have transitioned the comparative genomics field from
the realm of comparing reference sequence assemblies to comparing assemblies of individual
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genomes [96]. Evolutionary biology tends not only to explain the origin and history of species,
but is also decisive for enabling the understanding of the future of species, and although biologists
have long recognised the importance of studying evolution to understand the organisation of
living organisms, only with the development of comparative genomics, placing genomes into an
evolutionary and comparative framework, evolutionary studies have become part of their routine
toolkit [3].

Researchers are now increasing the interest in exploring how interactions among genes,
individuals and environments have shaped the evolutionary processes both at micro- and
macrolevels, an indispensable understanding for gaining the unified view of life, and, in some
manner, Biology [113], as Theodosius Dobzhansky, one of the twentieth century’s most eminent
evolutionary biologists remarked in one often quoted phrase, ’nothing in biology makes sense
except in the light of evolution’ [44].

1.2 Evolution by gene duplication

Gene duplication has long been recognised as an important mechanism of evolution. The
first phenotypic outcome from duplication was observed in 1936 by Bridges, who reported
that a doubling chromosomal band in a mutant of the fruit fly D. melanogaster led to an
extreme reduction in its eye size [20]. Nonetheless, it was in 1970 with the Book ’Evolution by
Gene Duplication’ with Ohno’s observations on duplication and the proposal of whole-genome
duplications that a turning point in evolutionary thinking was established [144]. Based on his
observations concerning genome sizes in several species, Ohno postulated that the observed
differences could result from duplication and proposed that a tetraploidisation event took place
with the emergence of the first vertebrate, approximately 500 million years ago [144].

Nowadays, this hypothesis is known as the 2R hypothesis, and it suggests that the vertebrate
ancestor underwent two separate rounds of whole-genome duplication (2R WGD). Yet, the
2R hypothesis was not immediately accepted, it was challenged and generated a fair amount
of controversy in the late 1990s and early 2000s [77, 78, 122, 176], however, even though its
time of occurrence it is still discussed [72], with the increase of the genomic data availability,
several studies were published supporting the 2R hypothesis [42, 139, 147, 156, 192] and the
importance and prevalence of gene duplication was clearly demonstrated. Moreover, with the aid
of molecular experimentation, accompanied by studies underlying population genetic modelling,
the mechanisms by which duplicate genes diverge in function and contribute to evolution were
further disclosed [205].

Today, it is believed that in all three domains of life (Bacteria, Archaea and Eukarya),
large proportions of genes were generated by duplication. Indeed, it is assumed that these
proportions correspond to underestimates, as many duplicated genes have diverged so much, that
virtually no sequence similarity can be detected. [205]. Lynch and Conery estimated that in
eukaryotes such as Homo sapiens (human), Mus musculus (house mouse), D. melanogaster (fruit
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fly), Caenorhabditis elegans (roundworm), Arabidopsis thaliana (thale cress) and Saccharomyces
cerevisiae (baker’s yeast) gene duplication arises and fixes in populations over an approximate
rate of 1 gene per 100 million years [118]. Paralogues form gene families, and these vary in size
and number amongst species. Particularly, in D. melanogaster (the fruit fly) the biggest gene
family belongs to the trypsin gene family, comprising 111 paralogous genes [59], whereas the
biggest gene family in mammals belongs to the olfactory receptor family with approximately
1000 members [132, 208].

Depending on the mechanisms of duplication, the corresponding outcomes may be slightly
different. Duplication may result from unequal crossing over during meiosis, retrotransposition,
chromosomal or whole-genome duplication and finally, polyploidisation. Unequal crossing over
often originates tandem gene duplication (duplicated genes linked in a chromosome), that,
depending on its position of occurrence, the duplicated region might comprise the part of a given
gene, its entire portion, or several ones. Retrotransposition, on the other hand, occurs when a
messenger RNA (mRNA) is retrotranscribed to complementary DNA (cDNA) further being then
re-inserted into the genome. Chromosomal or genome duplication probably occurs by lacking of
disjunction among daughter chromosomes after DNA replication during meiosis [205], and finally,
polyplodysation corresponds to an evolutionary process whereby two or more genomes are joint
together into the same nucleus, usually by hybridisation followed by chromosome doubling [123],
a notable evolutionary process proposed to have occurred frequently in plants, particularly in
95% of pteridophytes [57] and in 70% of angiosperms.

Nonetheless, for a duplicate gene to be retained, it has to persist in the genome until fixed
in the population [79]. Upon fixation, the long-term evolutionary fate of duplication will still
be determined by the functions of the duplicate genes [205]. In this sense, several evolutionary
outcomes have been documented for duplicate genes (Figure 1.3). After duplication, a duplicate
gene might accumulate several disrupting mutations, leading to its erosion and ultimately loss,
this outcome is known as nonfunctionalisation or pseudogenisation and represents the most
common outcome for a duplicate gene. Indeed, massive nonfunctionalisation phenomena occurred
shortly after the two rounds of whole-genome duplication concerning the vertebrates ancestor
(2R WGD), as well as following the teleost ancestor specific three independent rounds of whole-
genome duplication (the latter phenomenon currently known as the 3R hypothesis) (3R WGD)
[30, 74, 80].

Still, other evolutionary duplication outcomes are possible. One of which consists in the
conservation of both copies, each assuming the parent gene function, yet being differently
regulated, expressed in alternative tissues or developmental stages [114, 118, 119]. Alternatively,
both copies might maintain the parent gene function and be both expressed in the same tissue or
development stage, as the presence of redundant duplicated genes is in certain cases beneficial for
providing extra amounts of protein or RNA products required in high demand, such as ribosomal
RNAs (rRNAs) and histones. In these cases, however, both copies suffer slight downregulation
of their transcription levels, and since a single copy cannot fulfil the required expression level,
selective pressure for the preservation of both copies is created [157, 168, 205].
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Yet, unless the presence of an extra amount of gene product is required, two co-expressed
genes with identical functions are less likely to be kept in the genome [142]. Population genetics
states that both duplicate genes can, however, be stably maintained if they differ in some aspects
of their functions, which can occur by subfunctionalisation, an evolutionary outcome of gene
duplication in which each gene copy adopts part of the functions of their parental gene [86, 146]
or, finally, by neofunctionalisation, the most important gene duplication evolutionary outcome,
by which one gene copy maintains the ancestral function while the second copy suffers large
genetic changes, accumulating mutations over time [8, 206], functionally diverging and acquiring
a novel function [205].

Figure 1.3: Schematic representation of the several possible evolutionary outcomes after gene
duplication. Adapted from [112, 114]. (A) Representation of an ancestral gene containing
two active sites, upstream regulated by two cis-elements that undergoes duplication; (B)
Nonfunctionalisation or pseudogenisation, one duplicate accumulates deleterious mutations
leading to its ultimate inactivation; (C) Neofunctionalisation, one gene copy acquires a novel
function and the other maintains the ancestral function; (C) Subfunctionalisation, both copies
are kept in the genome by partitioning the ancestral function; (D) Differential regulation, both
copies and ancestral function are maintained, yet, these are expressed in different conditions
(tissues or development stages); (F) Both copies share the ancestral function and are expressed
under the same conditions, however, gene expression is downregulated.
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Evolution by gene duplication has likely played a substantial role in explaining the rapid
changes in organisms’ complexity observed in deep evolutionary splits and diversification of
more closely related species. The most valuable contribution of gene duplication to evolution
consists in providing new genetic material for mutation, drift and selection to act upon, generally
culminating in specialised or new gene functions. In the absence of gene duplication, however,
the plasticity of a genome or species would be limited since no more than two variants per
gene (alleles) exist at any locus within a (diploid) individual, therefore, it would be difficult,
for instance, to comprehend how the vertebrate adaptive immune system, comprising dozens of
duplicated immunoglobulin genes would exist without gene duplication phenomena [25, 32, 205].

Additionally, gene duplication has probably also contributed to the appearance of species-
specific features via species-specific gene evolution and to the evolution of gene networks in a way
that complex and sophisticated expression regulation mechanisms can be established [193, 205].
An insightful example points to the paralog resulting from the duplication of the Pax6 gene
in Drosophila, also known as eyeless, underlying the eye development control in metazoans,
that now regulates the expression of eyeless itself [38]. Indeed, it is expected that accompanied
by the genomic biological data explosion, as well as with quick advances in molecular genetic
technology, the fundamental roles and mechanisms underlying gene duplication will become even
more evident, sustaining evolution by gene duplication as one of the cornerstones of evolutionary
biology [205].

1.3 Evolution by gene loss

Gene loss, in contrast, has mostly been neglected as an evolutionary force since it has been often
associated with the loss of duplicate redundant genes without apparent functional consequences.
However, with the aid of genomic data, recent studies have highlighted the crucial role of gene
loss in evolution [5, 145]. Two different mechanisms have been proposed to explain the loss of a
gene from a given genome. First, the loss of a gene can result from an abrupt mutational event
such as unequal crossing over during meiosis or trough the mobilisation of a transposable or
viral element that is capable of physically removing a gene from an organism’s genome. On the
other hand, the loss of a gene can be the result of a slow process of accumulation of deleterious
mutations following an initial loss-of-function mutation. Indeed, the term ’gene loss’ is nowadays
often used in a broad sense, not only referring to the absence of a gene, identified when comparing
orthologous loci in different species, but also to any allelic variant comprising a deleterious
mutation that is found fixed within a population [5].

It is believed that gene loss is pervasive across multiple lineages. The perspective on animal
evolution has changed after the genome sequencing of multiple cnidarian species, as several
studies revealed that the ancestral eumetazoan genome was much more complex than what
was expected and that gene loss had occurred in several animal phyla [95, 97, 185]. This new
evolutionary perspective led to a change in a classical paradigm that attempted to correlate the
apparent increase of biological complexity in an evolutionary context with an increase in the
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number of genes [183]. Remarkably, in mammals, from a total of 9 990 gene families that were
inferred to be present in their most recent ancestor, 1421 gene families (14%) revealed to be fully
absent in at least one extant genome [43]. Amongst primates, humans have undergone 86 gene
losses whereas chimpanzees suffered 729 gene losses over the same period [43, 196]. Furthermore,
alongside animals, fully sequenced genomes from a large range of species, including prokaryotes
[103, 117, 125, 136, 201], fungi [149, 179], protozoa [107] and plants [40] have shown that gene
loss is massively present in all life kingdoms [5].

Importantly, the unevenness of gene loss distribution over the three of life suggests that this
evolutionary pattern does not occur in a stochastic way. There is, instead, a bias related to
the genomic position that a given gene occupies, for which the biological significance remains
somewhat unclear, and the gene function that a given gene assumes. For instance, concerning the
latter case, a comparison of Schizosaccharomyces pombe (fission yeast) and S. cerevisiae (baker’s
yeast) revealed that not all gene ontology (GO) functional categories were equally affected by
gene loss [5]. Instead, a large fraction of lost genes corresponded to functional categories including
nuclear structure maintenance, post-transcriptional gene silencing, messenger RNA (mRNA)
splicing, protein folding and processing [5]. In plants, for instance, genes that are involved in
repairing and modifying DNA or in ancient biochemical processes are more prone to be lost
than genes encoding transcription factors and protein kinases [16, 26, 120, 169]. Concerning
vertebrates, genes involved in protein modification, metabolism, catabolism and pepsidase activity
are more susceptible to be lost in fish than in land vertebrates, whereas genes that are involved
in catalytic activities reveal the opposite trend [17]. In mammals, particularly, genes from
gene ontology (GO) categories related to the immune response, reproduction, transcription,
chemosensation or gamete interaction are more likely to be lost than in other vertebrate lineages
[43, 126].

Such biased patterns of gene loss are likely to arise from differences concerning gene
dispensability of each functional category. Gene dispensability may result from environmental
variability, in the sense that gene functions are not equally essential in every environment, but
also from the mutational robustness of biological systems. In a simplified approach, mutational
robustness can result from the presence of redundant or backup genes (usually genes that arose
from duplication, paralogues), or via the presence of alternative pathways, in the sense that genes
and proteins are structured in regulatory networks with a scale-free structure re-routing biological
tasks trough alternative pathways when one part of the network fails, hence, conferring distributed
robustness into the network. These alternative pathways are also known as complementation or
backup pathways [5, 194].

For understanding the impact of gene loss throughout evolution, however, it is critical to
infer the potential adaptability or neutrality of nonfunctionalisation mutations leading to gene
losses. Currently, there are two main evolutionary models for gene loss. The first model proposed
by Olson et al. - the ’less is more’ hypothesis - states that nonfunctionalisation represents an
evolutionary adaptive response. Adaptive gene loss has been reported for a large range of species,
from bacteria (where more than 200 cases of adaptive gene loss have been reported) [73] to



10 Chapter 1. Introduction

multicellular organisms. For instance, in plants, adaptive gene loss has been associated with
pollinators: in Petunia axillaris (white moon petunia) the loss of AN2 gene leads to the formation
of white flowers, which has been proposed as an adaptation to pollination by nocturnal hawk
moths [71], moreover, in Ipomoea quamoclit (red-jasmine), the loss of flavonoid 3’-hydroxylase
gene leads to the appearance of red flowers, consecrating an adaptive trait for bird pollination
[217]. In cosmopolitan D. melanogaster (fruit fly) the loss of Desnaturase 2 (Desat2 ) is associated
with resistance to cold environments, and, in other flies of the same gender, the loss of some
genes related with chemoreceptors such as gustatory or odorant receptors is associated with the
loss of behaviours, colonisation of new ecological niches, and with the evolution of new diets
[34, 56, 124].

Nevertheless, some of the most widely known cases of adaptive gene loss, were, in fact,
described in humans. Remarkable adaptive gene loss concerning this species include for instance,
a polymorphic 32 base pair (bp) deletion of CCR5 gene that acts as a receptor for HIV, with
homozygous individuals for that deletion being protected against the infection by the same virus
[41], as well as loss-of-function mutations underlying the atypical chemokine receptor 1 (ACKR1,
also known as DUFFY ) culminating in natural resistance to vivax malaria [188] for the affected
populations. Interestingly, several adaptive gene loss events emphasised the evolutionary origins
of humans. Illustrative examples of these include the loss of MYH16 gene, that probably became
dispensable right after diet changes, reducing the reliance on powerful masticatory jaw muscles
during the evolution of hominids, thus removing anatomical constraints allowing the development
of the modern human brain, and the losses of CMAH and CASPASE12 genes, that provided
resistance to some pathogens, and protection from severe sepsis, respectively [27, 196].

The second evolutionary model for gene loss, more recently proposed, suggests that gene loss
events bring no effects to the involved species. This evolutionary model, based on the ’use it
or lose it’ principle, is known as regressive evolution, and according to it, characteristics that
have been rendered useless over time, are lost with neutral effects [5, 85]. Insightful examples of
regressive evolution include the independent loss of the GLO gene, which encodes the enzyme
responsible for the last step in vitamin C biosynthesis, in different vertebrates lineages after
the adaptation to vitamin C rich diets, including some teleost fish, bats, guinea pigs, several
primates and passeriform birds, as well as the neutral loss of eye development and pigmentation
related genes, unnecessary for life in darkness, in several populations of the cavefish Astyanax
mexicanus after the colonisation of dark environments [154]. Yet, although these losses regarding
cave system environment adaptations were initially seen as neutral, it can be argued that these
come with an energetic benefit to the involved species, as the absence of producers limit the
nutrient availability, leading to the rerouting of energy previously allocated for eye development
to support other vital functions [133].
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1.4 Motivation

One of the most fascinating aspects of nature consists in the phenotypic diversity amongst life
forms. A key challenge in both contemporary evolutionary biology and genomics passes by
understanding the evolution of phenotypic traits at the molecular level. This necessarily requires
identifying the underlying genomic and genetic signatures on the origin of adaptive phenotypes,
which may reveal insights into the subjacent molecular and cellular mechanisms [172].

Recent improvements in DNA sequencing including linked- and long-read technologies have
provided the ability to produce high-quality genomes at prices that make genome assembly
an affordable experiment for the diverse laboratories across the world [7]. Moreover, different
consortia aiming to produce genome assemblies on a wide scale, exemplified by the recent
sequencing of 48 bird genomes [83], and ongoing projects such as Genome-10K [143] and i5k
[161], intending to respectively sequence the complete genomes of 10 000 vertebrate and 5 000
arthropod lineages, have now made it possible to make use of comparative analysis to associate
genomic differences with phenotypic diversity across species.

Gene duplication bursts and amino acid substitutions have often been assigned to the evolution
of novel traits such as vision, hair, taste and digestion. Much less explored is the role of gene loss
as an evolutionary force, either from adaptive or regressive perspectives, in response to specific
environmental cues and niches [5, 172]. Mammals, particularly, provide a reference test case to
address the role and importance of gene loss as a major driver of evolutionary change. They
successfully colonised a large range of habitats, and display tantalising phenotypic adaptations
to their surrounding environment, including specialised dentition, placentation, enlarged brains,
lactation, increased sensitivity of sense organs and hair to preserve heat and skin [172].

Paradoxically, the study of gene loss in Mammalia is still in its early days. Indeed, until
a few years ago, the vast majority of gene loss studies highlighting this taxon only covered
humans or other primates. Yet, recent studies have now been unveiling associations between
gene losses and several non-primate mammalian phenotypes [172]. Insightful examples point to
recurrent gene losses in cetaceans that underlined their remarkable anatomical, physiological
and behavioural adaptations throughout their evolutionary transition from land to water, with
these including, for instance, the erosion of the melatonin gene modules, a hormone known
to participate in the maintenance of circadian rhythms, paralleling their idiosyncratic sleeping
and vigilant behaviours [111], the complete inactivation of sebum-producing genes associated
with their loss of sebaceous glands [110], the specific loss of hair type keratin producing genes
accompanying their hairless phenotype [141], and the inactivation of Odontogenic ameloblast-
associated (ODAM ) gene, expressed in dental tissue, likely explained by the simplified outer
enamel surface of toothed whales [180]. Furthermore, convergent loss phenomena have been
also reported in Mammalia, including, for instance, the independent gene losses underlying
similar dietary adaptations of diverse herbivores and carnivores organisms [67] and the loss of
the skin-specific C-C motif chemokine ligand 27 encoding gene during mammalian evolution,
underlying specific skin physiologies [109].
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Nonetheless, the full catalogue of mammalian gene inactivation occurrences and affected
lineages is still vastly incomplete. For this reason, it is still largely unknown whether gene
loss can also play a relevant role in natural phenotypic adaptations underlying other, not yet
explored, mammals [5]. As we will further see in Chapter 3, several automatised and semi-
automatised pipelines are currently available for the identification of redundant loss underlying
either nonfunctional duplicated or retrotransposed copies of a parent gene within a given genome.
Yet, few are the systematic approaches capable of truly inferring gene loss across Mammalia,
and those available for that effect present strong limitations such as: exclusive application to
humans or other primates [196, 213], limited design of the approach, being specifically created for
addressing the questions of specific research, poor degree of automation, demanding computational
resources requirements [172], or the requirement of an extensive and exhausting manual curation
[109–111, 180].

1.5 Goals and contributions

It is known that contemporary research in biosciences increasingly depends upon bioinformatics
for the effective analysis of biological data. Indeed, having access to the appropriate bioinformatics
tools is nowadays crucial for the success of any research project [54, 92]. The rapid increase
of high-quality genome assemblies requires the introduction of automated methods capable of
leveraging their comprehensive study. Particularly, for addressing and promoting the study of
gene loss as a source of mammalian evolutionary change, a systematic, highly accurate, and
computational automatised approach is ultimately required.

Motivated by this necessity, this thesis culminated in the development of PseudoChecker : the
first integrated online platform for automatised gene loss inference in mammals. We intended
not to develop a simple command-line based computational approach, but instead to develop
a fully integrated free-to-use bioinformatics web service specifically designed for accurately
classifying protein-coding genes as intact or lost (with different levels of pseudogenisation) in any
mammalian given species by taking advantage of the existent and emerging mammalian genomic
data. PseudoChecker was intentionally conceptualised to constitute a general-purpose tool, thus,
designed to be systematically applied in any gene loss study, being easily usable and expandable
to any researcher of the field.

To produce this proposed integrated pipeline, we took into account several important aspects
and established main goals underlying PseudoChecker ’s development, namely:

(a) Introduce the main capability of simultaneously and at a quick pace define the coding
status of any protein-coding gene at any given mammalian species without restrictions
regarding gene size, number of target species or genome versions underlying them;

(b) Apply the ability to infer and display relevant information concerning mutational evidence,
including non-conserved and conserved deleterious mutations across related taxa, hence, in
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the latter case, unveiling ancestral gene inactivating events;

(c) Implement a pseudogenisation index, a user auxiliary metric intended to, at a glance,
objectively measuring the level of erosion of a given gene at a given target species;

(d) Integrate the entire system as a web service not only to keep the tool always updated and
allow its usability in any operative system, but also to provide a user-friendly interface
that avoids any contact with command-line based interactions, consequently increasing
the diversity of possible users, and dismissing any prior file(s) download(s), local software
installation or consumption of local computational resources;

(e) Once completed the development, evaluate the tool’s accuracy in classifying protein-coding
genes as functional or lost, by confronting it, in an experimentally designed systematic
way, with ground truth cases of published lost genes, as well as with protein-coding genes
presumably functional across Mammalia.

1.6 Thesis outline

The present thesis is structured into six major chapters. A brief description of each one of them
is now provided.

Chapter 1 - Introduction. Provides a general introduction of the topic being explored
throughout the thesis, the main motivation, goals, contributions, and its structural organisation.

Chapter 2 - Basic concepts. Introduces the reader to the basic biological concepts regarding
the structure and expression of eukaryotic protein-coding genes, nonfunctional elements known
as pseudogenes, and particularly, unitary pseudogenes, the vestigial elements underlying gene
loss.

Chapter 3 - Related work. Consists of a detailed review of the approaches proposed over
the years for enabling the large-scale identification of mammalian pseudogenes in the broad
sense, as well as the methodologies underlying the identification of gene loss in the same group
of organisms.

Chapter 4 - PseudoChecker . Starts by providing a brief introduction to PseudoChecker, the
bioinformatics tool developed during this thesis, including the source of inspiration underlying
its development, as well as a brief explanation of the pipeline. Then each step of the pipeline is
fully explored, and the corresponding implementation scrutinised. Next, PseudoIndex, the user
auxiliary metric specifically created for the tool, as well as each composing criteria are explored.
Finally, the chapter ends by presenting illustrative examples of PseudoChecker in action, further
describing current PseudoChecker ’s limitations.

Chapter 5 - PseudoChecker’s performance evaluation. Addresses the PseudoChecker ’s
performance evaluation steps conducted during the work, as well as the relevant metrics used in
the same evaluation.
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Chapter 6 - Conclusion. This final chapter summarises and provides the final remarks for
the produced work, culminating with future perspectives and tasks to be posteriorly conducted.



Chapter 2

Basic concepts

2.1 Expression and structure of eukaryotic protein-coding genes

Studying large genome sequences such as that of humans and other species has enabled an
unparalleled and detailed look at the structure and organisation of both coding and non-coding
information of the genomes from multiple species [163]. The genome sequence of an individual
corresponds to its blueprint, dictating the set of instructions underlying many of its biological
traits. Genes, in this sense, comprehend the fundamental units of inheritance and the ultimate
determinants of all phenotypes within an organism. They provide the structure, function and
regulation of every biological system. Particularly, protein-coding genes, in contrast to non-
coding DNA sequences [90, 98], are responsible for encoding the information underlying the main
functional and structural players in the cell, proteins [64, 153].

According to the central dogma of molecular biology (Figure 2.1), the real effect of a protein-
coding gene is conducted during its expression. This implies having its DNA partially unwind,
transcribed into a messenger RNA molecule, that is further translated into a polypeptide,
posteriorly acquiring a certain structural conformation, turning into a protein, the final effector
of the gene’s action. The first step underlying the central dogma of molecular biology consists in
transcription. This step occurs in the cell nucleus and it is controlled by the promoter of the
gene in question. This control determines when and in what tissue a given gene is expressed, and
it is exerted by specific nucleotide sequences in the promoter region named cis-acting factors and
by proteins, the trans-acting factors that must interact with the DNA sequence of the promoter
and/or RNA polymerase II for transcription occurs. Specifically, the enzyme RNA polymerase
II synthesises a (single-stranded) RNA molecule that is complementary to the entire stretch
of the gene’s DNA template, the opposite strand from where a given protein-coding gene is
encoded. Physically, this process initiates in the transcription start site (TSS) and terminates in
the transcription termination site (TTS) (Figure 2.1).

Yet, before the mRNA molecule undergoes translation to yield a protein, this primary transcript
needs to suffer processing before turning into a mature messenger RNA (mRNA). This processing
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step includes the addition of a cap to the 5’ end of the transcript, directly involved in enzymatic
reactions underlying the process [158], RNA splicing, and the addition of poly-A (polyadenylation)
tail to its 3’ end, necessary for endorsing the stability of the final transcript [129]. The most
relevant component of this process, in fact, corresponds to RNA splicing, which involves the
removal of non-coding sequences, but referred to as intervening sequences, the introns, thus,
culminating in an mRNA molecule consisting of the remaining sequences, called exons, connected
to one another via the splicing process, most of them, directly involved in encoding protein
information. [64, 153]. This means that when a given gene is transcribed, the primary transcript
spans more genomic terrain than what would be indicated by the length of the gene coding
sequence [163] (Figure 2.1).

The biochemical mechanism underlying RNA splicing has been studied and is now fairly
well characterised. Introns are removed from the primary transcript by cleavage of conserved
dinucleotides, the splice sites, found at the 5’ and 3’ ends of introns. This process is conducted by
cellular machineries named spliceosomes, and in the majority of cases, the removed RNA sequence
begins with the dinucleotide GU (or GT in the DNA alphabet) in the 5’ end (constituting the 5’
splice site, also known as the donor splice site), and ends with the dinucleotide AG at its 3’ end
(which constitutes the 3’ splice site, also known as the acceptor splice site). Importantly, besides
these two canonical splice sites are conserved in the vast majority of mammalian genes (in over
98% of the cases [22]) a small percentage of genes can also hold non-canonical, but still viable,
GC-AG splice site pairs. As we will see in Section 2.3, these consensus dinucleotide sequences
are of great importance since the disruption of these sites may result in the loss of splicing [29].

Once the transcription and RNA processing steps are completed, the mature messenger (mRNA)
is transported to the cell’s cytoplasm and its translation initiates. In this process, the now
processed mRNA is read according to the genetic code which relates the DNA sequence of the
gene to the amino acid sequence of the protein that it encodes. Each group of three nitrogenous
bases in an mRNA constitutes a codon, and each codon specifies a particular amino acid sequence
in proteins. Since the 64 triplets that can be formed by 4 nucleotides exceed the 20 distinct
amino acids used to compose proteins, different amino acids can be encoded by several different
triplets [153]. This is usually referred to as the genetic code redundancy.

In detail, with the aid of specialised ribosomal subunits that are joint together on the mRNA
molecule, and particularly, with specialised RNA molecules including ribosomal RNA (rRNA)
and transfer RNA (tRNA), the mRNA molecule is used as a template to assemble in an ordered
way the chain of amino acids that will constitute the encoded protein [28] (Figure 2.1). The
translation initiates when the translation machinery recognises the methionine-coding codon,
also known as the start codon, defined by the triplet AUG (or ATG, when referring to the
corresponding DNA molecule), and next, each amino acid will then be incorporated into the
growing polypeptide chain according to the genetic code underlying the codon being read. The
translation finally terminates when one of the three stop codons (UAG, UAA, UGA, or, in the
DNA alphabet, TAG, TAA, TGA, respectively) are detected by the translation machinery, in
particular by release factors that promote the dissociation of the ribosome subunits from the
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mRNA molecule.

Nonetheless, not all regions of an mRNA molecule are translated into amino acids. The
so-called 5’ and 3’ untranslated regions (UTRs) are found at the beginning and end of an mRNA
molecule, respectively. These are responsible for playing crucial roles in the post-transcriptional
regulation of gene expression and do not encode any amino acid sequence. Moreover, depending
on where the translation begins and ends, the UTRs may be derived from more than one exon
and may constitute a considerable portion of the length of the processed transcript. In fact, exons
might even be classified into two different classes according to its coding nature: coding exons,
those which code for an amino acid sequence, and non-coding exons, those which constitute
part of an UTR, thus, not encoding any amino acid. Therefore, the coding sequence (CDS) of a
protein-coding gene consists on the nucleotide sequence initiated by the start and terminated by
a stop codon, respectively flanked by the end of the 5’ UTR and start of 3’ UTR, responsible
for encoding a given protein [28, 153] (Figure 2.1). Particularly, in the cases where the coding
sequence (CDS) of a gene comprises a single exon, these are often classified as single-exon, or
simply, intronless genes [88].

Figure 2.1: Schematisation of the central dogma of molecular biology. Retrieved from [207]. The
coding sequence (CDS) of a gene consists in the nucleotide sequence flanked by the 5’ and 3’
untranslated regions (UTRs) and initiates with the start codon, ending with the stop codon.
Coding exons are represented by orange boxes, whereas non-coding exons are represented by
grey boxes.
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Alternative splicing, in contrast to the previously mentioned constitutive splicing, has been
recognised as an additional prevalent RNA splicing mechanism in eukaryotes and, particularly,
in mammals. This phenomenon, first proposed in 1978 by Gilbert [55], has been suggested to
constitute a mechanism of increasing protein complexity from a limited number of genes by
making use of the distinguishable eukaryotic protein-coding gene organisation in exons and
introns. Alternative splicing consists on a deviation from the constitutive splicing in the sense
that certain exons are skipped, resulting in various forms of mature mRNA, usually called splicing
variants, encoding different protein isoforms [197]. In fact, numerous studies have unveiled the
critical and fundamental role of alternative splicing across biological systems [81], dismissing the
old notion that assumed that a single gene produced a single mRNA molecule, thus, producing a
single protein. Nowadays it is believed that alternative splicing plays an important role in almost
every aspect of the cell’s functional repertoire, including nucleic acids or membranes, binding
between proteins and ligands, and finally, protein localisation and enzymatic properties [81]. The
different known alternative splicing events are depicted in Figure 2.2.

Figure 2.2: Depiction of the five main known types of alternative splicing events. Adapted from
[197]. In the left, the pre-processed mRNA transcripts corresponding organisation in exons
(represented by boxes) and introns (represented by continuous lines) is schematised. Intron
cleavage is represented by dashed lines. In the right, the exonic constitution regarding each splice
variant obtained through alternative splicing (with the exception of (A)) is depicted. Description
of the splicing events: (A) Constitutive splicing; (B) Mutually exclusive exons splicing event;
(C) Cassette alternative exons, also known as exon skipping splicing event (the most prevalent
pattern in vertebrates and invertebrates); (D) Splicing taking into account an alternative 3’ splice
site within an exon’s sequence; (E) Splicing taking into account an alternative 5’ splice site within
an exon’s sequence; (F) Intron retention event (commonly prevalent in lower metazoans) [197].
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Importantly, before advancing into the next sections of this thesis, here we should make a
statement. The coding sequence (CDS) of a gene, depending on the literature, can be seen as a
particular case of an open reading frame (ORF), the latter defined as a sequence of codons, each
specifying amino acids and flanked by a start and a stop codon. However, this definition is not
consensual across the scientific community. Since several authors use the terms CDS and ORF
interchangeably when referring to a gene’s CDS [58, 174] (including gene loss studies), we are also
going to follow this paradigm throughout this thesis. Moreover, for avoiding any misunderstands
regarding gene associated terminology, every time we are referring to genes, unless specifically
mentioned, we are referring to nuclear eukaryotic protein-coding genes.

2.2 Pseudogenes

In contrast to functional protein-coding genes, pseudogenes have long been recognised as
nonfunctional genomic sequences. Historically, the word ’pseudogene’ was first mentioned
in 1977 when Jacq et. al declared the existence of a group of untranscribed genomic sequences
homologous to the 5S DNA in Xenopus laevis (African clawed frog) [82, 101]. Shortly after
that, pseudogenes were found to be pervasive across multiple lineages including prokaryotes and
eukaryotes [48, 61, 62, 100, 101, 106, 155]. The traditional view of pseudogenes assumed that
these were considered relics of ancient genes, yet, not containing real functions [155, 211]. Even
though this paradigm corresponds to reality for several identified pseudogenes, during the last
two decades with the aid of the broad applications of NGS technologies, several pseudogenes
revealed to be of particular importance by acquiring diverse functions in regulating development
and diseases [89, 94, 101, 151, 152, 184].

Today, pseudogenes are defined as nongenic DNA elements with a high degree of similarity to
functional protein-coding genes, but containing disruptive effects impeding them from being either
successfully transcribed, translated into a functional protein, or both [213]. The number and
constancy of pseudogenes is variable amongst species: for example, in humans, it is estimated that
the number of pseudogenes ranges from 10 000 to 20 000 [209, 216] whereas in D. melanogaster
(the fruit fly), only 110 pseudogenes have been identified [63].

According to their arising mechanisms, pseudogenes can be classified into three different
classes (Figure 2.3). These include duplicated pseudogenes, processed pseudogenes and unitary
pseudogenes [101, 213]. Duplicated pseudogenes originate from mutated or uncompleted gene
duplication, in which process the duplicated gene becomes a pseudogene, whereas the parental
gene retains its original function. These preserve their intron-exon like genomic structures and
are capable of even displaying the upstream regulatory sequences of their parents [101, 155, 213].

On the other hand, processed pseudogenes result from the retrotransposition mediated by a
retrotransposase of processed messenger RNAs (mRNAs) back to the genome. For this reason,
they do not retain either intronic structures or upstream regulatory sequences, exhibiting only
the exonic sequences that underlie their composition, and, usually, polyadenylation features at
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their 3’ end [186]. Importantly, unlike duplicated pseudogenes which are often located near their
parental genes, processed pseudogenes are more likely to be detected in distant genomic regions or
even in different chromosomes relative to them. Moreover, depending on their insertion site, they
might either span an existent gene (the host of the processed pseudogene) or penetrate intergenic
regions [191]. Finally, unitary pseudogenes result from previously functional protein-coding
genes after accumulating in situ spontaneous mutations during evolution, therefore losing their
primary functions. In this sense, and in contrast to processed and duplicated pseudogenes,
unitary pseudogenes do not present any functional counterparts in the same genome, but may
have orthologs in relative species. [11, 128, 213].

Figure 2.3: The origin and classification of pseudogenes. Adapted from [202]. Coding exons are
represented by grey boxes and gene inactivating mutations are illustrated by black bars. (A) In
situ gene inactivating mutations arising in a long-established protein-coding gene turn it into
a unitary pseudogene. (B) Duplicated pseudogene (at the bottom) arising from incomplete or
unfaithful gene duplication of a parental gene (at the top). As a consequence, the parent gene
remains fully functional, whereas the duplicated copy turns into a duplicate pseudogene. (C)
Processed pseudogene arising from the retrotransposition of a processed messenger RNA (mRNA)
(on the left), further integrated back into the genome (represented by the longest bar, on the
right).

2.3 Unitary pseudogenes

Unlike the abundant pseudogenes that arise from duplication or retrotransposition back into the
genome, unitary pseudogenes comprehend the only class of pseudogenes that truly represent
gene loss, thus, being especially relevant for this thesis. They represent relics from a previously
established functional gene that lost the capability of encoding a functional protein over evolution
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[172]. In contrast to the other classes of pseudogenes that underlie redundant loss, unitary gene
inactivation directly affects the functional part of the genetic repertoire of a given organism [213].

Similarly, however, to the other two classes of pseudogenes, unitary pseudogenes present a
set of inactivating mutations that impede them from being transcribed and/or translated into
a functional protein. Concerning the latter case, these include deleterious mutations that will
affect its coding sequence, that, in the case of a successful transcription, will culminate into the
production of a shorter and/or abnormal protein product [11, 128, 213]. The three classes of
inactivating mutations that usually comprise the coding sequence of unitary pseudogenes are
below described.

• Nonsense mutation: consists of a point mutation in the coding sequence of a given gene that
conducts to the appearance of an in-frame premature stop codon in the transcribed mRNA. As a
consequence, this yields a premature end of the translation process, conducting to the synthesis
of a truncated, incomplete and likely non-functional protein product [58] (Figure 2.4 B).

• Frameshift mutation: consists in the insertion or deletion (indel) of a number of DNA base
pairs (bp) not multiple of three within the coding sequence of a gene. Given the triplet reading
nature of gene translation, these indels will shift the reading frame of the original gene’s coding
sequence starting from the location of the indel and extending through the region encoding
the carboxy-terminal of the protein. Therefore, this causes the entire amino acid sequence
translationally downstream of the mutation site to bear no relation to the original amino acid
sequence, and, in some occasions, might even result into the introduction of premature stop
codons. As a final result, frameshift mutations typically lead to the complete loss of normal
protein structure and function [58] (Figure 2.4 C).

• Splice site-disrupting mutations: correspond to mutational events (insertions, deletions,
substitutions) that disrupt the consensus 5’, 3’ or both splice sites within an intron, thus, affecting
the process of mRNA splicing. Usually, these mutations lead to the abnormal production of
processed mRNA molecules including: 1) intron retention, in the cases when a given donor splice
site is mutated, hence the intron is not excised since the first is not recognised by the spliceosome;
2) loss of exons, in the cases when the splice sites adjacent to a given exon are both mutated,
thus, this being skipped during the process of splicing; 3) shifts in the open reading frame (ORF)
of the molecule resulting from the specific combination of exons/exons plus intron(s) arising in
the abnormally processed mRNA molecule. Similarly to the above-mentioned mutations, splice
site-disrupting mutations also usually conduct to the synthesis of an abnormal protein product
[12, 172]. Yet, splice site mutations do not affect the coding sequence of a gene in the cases
where the latter only comprises a single exon (single-exon gene).

Finally, in addition to the mentioned gene inactivation mutations, unitary pseudogenes can
also present greater levels of erosion such that their exons are completely removed in a given
genome, or, simply, being no longer recognisable due to the large accumulation of mutations
[172].



22 Chapter 2. Basic concepts

Figure 2.4: Schematic representation of the typical ORF-abolishing mutations found at unitary
pseudogenes. Adapted from [1]. (A) Non mutated open reading frame/coding sequence of a
protein-coding gene. The original DNA sequence, including the coding and non-coding strand, is
represented below. Above, the corresponding mRNA molecule after transcription and processing
is represented, as well as the corresponding amino acid encoded by each represented codon.
(B) A point mutation leads to the appearance of a premature stop codon within the original
coding sequence (CDS) of a gene (nonsense mutation), leading to the synthesis of a truncated,
likely nonfunctional protein. (C) Frameshift insertion, leading to the shift of the reading frame
underlying the gene’s coding sequence, resulting in a shorter and abnormal protein amino acid
constitution translationally downstream of the mutation site.
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Related work

3.1 First approaches towards the identification of pseudogenes

Bioinformatics and computational biology approaches have aided the understanding of the
mechanisms underlying gene regulation and gene expression [162]. Genome annotation, the
process of automatically identifying the functional elements within a given genome has been
put in practice since the mid-90s as a result of the advent of the first published genomes [7].
Less explored was the development of automatised and semi-automatised approaches capable of
identifying pseudogenes in the context of whole-genomes.

The prevalence of pseudogenes in mammalian genomes [128] impairs accurate genome annota-
tion and might introduce artefacts in molecular experiments especially targeted at functional
genes [216]. Due to their abundance, the identification of pseudogenes should comprehend an
integral and significant part of whole-genome annotation, being, for this reason, critical to obtain
a comprehensive and accurate catalogue of the functional and structural components lying on
it [216]. One of the issues underlying pseudogene annotation, is that, given the similarity of
processed and duplicated pseudogenes to their functional counterparts within the same genome,
as well as due to the high degree of similarity that unitary pseudogenes exhibit relatively to their
ancestral counterparts, these are often misincorporated into functional gene collections, with
researchers then propagating these errors to subsequent analyses and interpretations [35, 204, 216].

In the attempt of overcoming these issues, several pipelines were proposed in the mid-2000s
aiming for accurately annotating and identifying the repertoire of pseudogenes across several
mammalian species. Furthermore, online databases such as pseudogene.org1 [91] and Hoppsigen
database2 [4] were purposely created for storing and merging the diverse sets of annotated
pseudogenes incoming from the pseudogene identification tools available at the time. Historically,
the majority of the bioinformatics approaches capable of recognising pseudogenes via whole-
genome screening were primarily designed for human and aimed to concretely identify either

1www.pseudogene.org
2www.pbil.univ-lyon1.fr/databases/hoppsigen.html
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processed pseudogenes, duplicated pseudogenes or pseudogenes of both classes [162].

Based on their computational approaches, these could be categorised into two different sets:
homology-based approaches with posterior identification of deleterious mutational events, being
frameshift and nonsense mutations [4, 210, 215], and approaches based on the relative quantities
of synonymous to non-synonymous mutations [187]. Concerning the latter case, and according
to the definition of pseudogenes, it is expected that their DNA sequences should be highly
homologous to protein-coding genes, however, not under evolutionary constraints [101]. In
this sense, some pipelines were proposed to identify processed pseudogenes by determining
highly similar sequences to functional genes, yet, with values concerning their ratio of nucleotide
nonsynonymous to synonymous substitutions (known as dN/dS or K a/K s ratio) relatively to
their parents within the same genome closer to 1 [187]. Following this criterion, thousands of
pseudogenes, including 8000 processed pseudogenes could be identified in humans [101].

Relatively to the homology-based approaches, three main bioinformatics tools were released:
PPFINDER [190] and RetroFinder [10], that aimed to identify processed pseudogenes, and
PseudoPipe [212], capable of identifying both processed and duplicated pseudogenes. PPFINDER
(Processed Pseudogene Finder) [190] was introduced in 2006 and constituted the first standalone
tool capable of identifying processed pseudogenes in mammalian genomes. It was purposely
created for addressing the issues underlying the genome annotators of the epoch that frequently
mistaken processed pseudogenes for real genes or exons, conducting to biologically irrelevant
gene predictions. The purpose of this software was not to capture all processed pseudogenes
within a given genome but to improve the accuracy of existent genome annotations by identifying
processed pseudogenes over annotated (functional) protein-coding genes. PPFINDER starts by
establishing a gene model (this is, a representation of an mRNA transcript of a protein-coding
gene containing information about its features such as exon-intron boundaries, splice sites and
UTRs) for each annotated gene, and further uses this information for aligning the pre-established
gene models to a complementary DNA (cDNA) database of the same testing organism using
the BLASTn algorithm. Then, the transcripts of the same database corresponding to the best
scoring BLAST hits are aligned against the tested genome, and, if a given transcript hits more
than in one location, the transcript is marked as pseudogene-derived. Otherwise, the transcript
is not marked as pseudogene-derived.

Retrofinder [10], released in 2008, on the other hand, comprehended a unique among the
available human processed pseudogene prediction methods by using mRNA sequence alignments
for their identification. To accomplish this purpose, Retrofinder uses a sensitive pairwise DNA
sequence aligner for aligning human mRNA and RefSeq sequences from the National Center
for Biotechnology Information (NCBI) against the human genome. If one of these transcripts
aligns more than once at the target genome, and if one of the alignments corresponds to a
known gene locus, then the remaining alignments are scored on a number of features indicative
of retrotransposition such as multiple contiguous exons relatively to the corresponding parent
gene, absence of introns, presence of a polyadenine tail in the 3’ end, lack of conserved splice
sites, and the absence of conserved synteny with mouse and dog genomes using the syntenic net
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alignments from the University of California, Santa Cruz Genome Browser3 [50].

Finally, PseudoPipe [212] is capable of identifying both processed and duplicated pseudogenes
within mammalian genomes. For achieving this, Pseudopipe requires a target mammalian
genome, the set of non-redundant protein sequences underlying the same genome and the
chromosomal coordinates of functional genes. Pseudopipe then searches for homology of all
known protein sequences within the genome by making use of a six-frame translational BLAST
search (tBLASTn). The BLAST hits are further analysed, redundancies are removed, overlapping
hits are merged and those corresponding to known functional genes are ignored. The remaining
hits are analysed, and, for each hit, the corresponding functional parent gene is identified. Then,
a refined alignment between the target genomic region corresponding to each hit and the protein
query corresponding to the identified parental gene is executed. The alignment is inspected
and deleterious mutations are determined. Based on their genomic structures, the pseudogenic
fragments are further categorised into different classes: duplicated pseudogenes, if displaying
intron-exon like structures, processed pseudogenes, if lacking introns and displaying traces of a
3’ polyadenine tail, and ambiguous when corresponding to pseudogenic fragments that are too
decayed for reliably assessing whether these correspond to processed or duplicated pseudogenes.

3.2 Identification of gene loss

The obvious issue of the above-mentioned bioinformatics approaches lies in their inability to
capture real gene loss, being only capable of detecting mere loss concerning either duplicated or
retrotransposed copies underlying a parent gene.

As preluded in Chapter 1, formally, for a gene to be classified as lost, it is required that a
lineage, which descends from an ancestor presenting an intact protein-coding gene, displays for
the corresponding orthologous genomic locus either its full absence or gene inactivating mutations
that likely result in the synthesis of a non-functional protein (establishing a unitary pseudogene)
[172, 213]. Since the identification of gene loss implies a phylogenetic contextualisation, the
major conceptual difference between the detection of unitary pseudogenes and the other classes
of pseudogenes is the mandatory need of a comparative analysis between at least two species: a
reference species, and a target species where the loss of a given gene is being inferred [172, 213, 214].

After a speciation event occurs, the increasing divergence between two resultant species reflects
the decrease in their genetic orthology since gains and losses of genes gradually accumulate in
each of them. Hence, the presence of unique genes in one species relative to another indicates
either gene gains in one or gene losses in the other. However, based on the principle of parsimony,
if orthologous genes are present across several species but absent in just one, a single gene loss
event is much more plausible than multiple simultaneous gene gain events [213]. In practice,
to identify either unitary pseudogenes or the full absence of a set of genes in a given species, a
reference gene set from another species is needed. This does not represent a mere operational

3www.genome.ucsc.edu
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convenience or necessity, likewise functional orthologs, unitary pseudogenes in particular and
species’ genetic repertoire in general, are conceptually comparative entities since all species are
related to one another through speciation events [213].

For instance, to identify human gene loss, mouse or chimpanzee gene sets might be used as
references. Particularly, if the human gene loss occurred after the human-chimp divergence and
if the mouse and the chimp orthologs are both functional and conserved, either chimp or mouse
orthologs can be used as a reference for inferring it (Figure 3.1 A). However, if the human gene
loss has occurred between the human-mouse, before the human-chimp evolutionary divergences
and the mouse ortholog is conserved, the human gene loss is only meaningfully identifiable when
the mouse gene set is used for the comparison (Figure 3.1 B) [213].

Figure 3.1: Relativity of gene loss identification. Adapted from [213]. Given the above-represented
phylogeny of human, chimpanzee, and mouse, human gene loss can arise in different evolutionary
moments, namely: (A) in the human lineage after the human-chimpanzee divergence; (B) at
the human-ancestral lineage after the human-mouse divergence and before the human-chimp
divergence. Functional orthologs are represented by filled green circles, lost genes are represented
by green circumferences. The last common ancestor of the represented lineages is represented by
an inverted triangle. For each of the two represented cases, and to perform gene loss inference,
the biologically meaningful relationship between functional orthologs and the lost counterparts is
represented by a dashed line.

In truth, the very first approaches underlying mammalian gene loss identification were indeed
focused on human-specific gene losses. Motivated by understanding the genomic signatures
underlying the phenotypic divergences between humans and chimpanzees, several gene loss
studies were conducted in the early 2000s [60, 196]. Particularly, in 2006, 76 human-specific gene
loss events were reported through the comparison of human’s already established repertoire of
putatively unitary pseudogenes and the draft chimpanzee genome sequence available at the time.
Just a few months later, comparative genomics analyses were also conducted for identifying gene
losses associated with the human Y-chromosome. By aligning both Y-chromosome sequences
from human and chimpanzees, the authors were able to identify ORF-abolishing mutations in
diverse human Y-chromosome associated genes [148].
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Nonetheless, only a few years ago the expansion of gene loss studies to non-human mammals
started to emerge. With the aid of the recent mammalian genomic data, as well as with the
development of comparative genomics-based gene loss inference methodologies, the study of
gene loss underlying this taxon has been increasing over the last decade [172]. Several gene loss
identification techniques are nowadays recurrently used, and based on their approach, these can
be classified into three major categories.

• Absence of orthologs approach: isolated this approach is infrequently used. It aims to
identify gene loss by, at a given set of species, infer the absence of the orthologous counterparts
of a gene set or protein set of interest. To accomplish this, the gene set or protein set of interest
from a well-established reference species’ genome is retrieved and is further heuristically aligned
against the target species’ genome(s). Finally, each query gene (or gene encoding each protein of
interest), is, per target species, classified as absent (lost) or coding according to predetermined
defined criteria concerning the corresponding alignment hit quality [87, 213].

• Gene annotation-based approach: in contrast to the previous approach, this has been being
widely applied in gene loss studies [108–111, 141] and implies the manual annotation of a given
gene or set of genes of interest at a given target species or set of target species corresponding
genome(s), with each annotated product being further classified into coding or pseudogenised.
Since this methodology is often used for inferring the coding status of specific genes, it can be
seen as a targeted analysis-based approach. It can be applied not only in situations where a given
gene of interest is not annotated at the target species’ genome (either due to the unannotated
nature of the genome itself or given the great erosion of its orthologous counterpart such that
automatic genome annotators do not even recognise its presence on it) but also in situations
where, derived from automatic whole-genome annotations, previous annotation of the ortholog of
interest already exists. Concerning the latter case, the necessity of re-annotating the candidate
gene over its corresponding orthologous existent annotation is based on the assumption that
unitary pseudogenes are often erroneously automatically annotated as functional protein-coding
genes, with whole-genome annotators forcing ORF-deleterious mutations such as any shift to
the coding frame or premature stop codons to be automatically corrected, foreseeing that such
mutations arise from sequencing or assembly artefacts.

This approach is fundamentally separated into two main components: for each target species
and candidate gene, the orthologous genomic sequence to the candidate gene is retrieved, and
next, the candidate gene annotation is performed over the previously retrieved genomic sequence.
In detail, concerning the first component of the approach, if the candidate gene’s annotation is
already available at the target species’ genome, the corresponding genomic sequence is directly
collected. For the cases where the target species’ genome is annotated, but not the candidate
gene, the syntenic conservation of the candidate gene locus across the reference and in-study
species is first assessed, and, if confirmed, the target species’ genomic region flanked by the
orthologous neighbouring genes of the candidate gene at the reference species is collected. Finally,
regarding the cases for which the genome of the species of interest is not annotated at all, a
heuristic alignment between the candidate gene’s coding sequence at the reference species and
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the genome itself is conducted. Then, the genomic scaffold or genomic contig corresponding to
the best alignment hit is further retrieved.

During the gene annotation step (the second component of the approach) the DNA sequences
of the individualised coding exons constituting the gene of interest (5’ and 3’ UTR flanked)
are aligned against the collected target species’ genomic sequence, and each predicted exon in
the target species is screened for ORF-abolishing mutations including the presence of in-frame
premature stop codons, frameshift mutations, as well as splice-site disrupting mutations (for
genes with the corresponding CDS spanning at least 2 exons). For ensuring that the identified
deleterious mutations do not result from sequencing or assembly artefacts, commonly, at least one
identified mutation is validated with unassembled genomic sequencing reads from independent
genomic sequencing projects from the target species (when available).

• Whole-genome alignment-based approach: this approach was much more recently proposed
(2018) [172] and involves conducting multiple pairwise whole-genome alignments between a
reference species with high quality, well-annotated genome (usually human) and a set of either
annotated or not annotated mammalian genomes (the informant species). Likewise the previous
mentioned approach, this approach is based on the principle of protein-coding gene’s conservation
across evolution (further explored in the next chapter), and, for each annotated gene at the
reference species, it aims to project the annotation of each constituting coding exon over the
different target genomes, thus, culminating in a de novo whole-genome annotation-based in
the protein-coding gene’s repertoire of the reference species. Then, for each gene of interest,
the corresponding ortholog at each target species is inspected, and similarly to the previous
approach, each coding exon is screened for ORF-disrupting mutations, with at least a single
gene inactivating mutation being validated using unassembled genomic sequencing reads from
the same species (when available). The percentage of intact open reading frame (ORF) is further
calculated, and a threshold that defines the minimum percentage of intact ORF needed for
considering a gene as coding is established. Finally, for each analysed target species, following
the defined criteria, each gene of interest is then classified as functional or lost. Likewise the
previous approach, this has also been successfully applied in several mammalian gene loss studies
[67, 84, 170, 173].

Importantly, each referred approach has its pros and cons. The selected methodology should
be carefully selected according to the biological questions to be addressed, the required level of
information on mutational evidence, and the computational resources available for that effect. For
instance, since it uses heuristics in every step of the analysis, the absence of orthologs approach
displays an advantage over the two remaining ones concerning analysis execution time [177]. On
the other hand, this approach is not informative on mutational evidence and might even fail for
the cases wherein a given species, a given gene is lost but the orthologous reference counterpart
used for inferring it, still positively aligns, although in a non-orthologous genomic locus, leading
to the false inference of gene functionality, underestimating the number of lost genes at the same
species.



3.2. Identification of gene loss 29

In contrast, the gene annotation-based approach is way more informative, it tends to accurately
identify deleterious mutations, lost exons, and, indirectly, is able to assess the conservation
of the identified mutations across the tested species. However, since this approach relies on
extensive manual curation, depending on the tested candidate gene (as the number of coding
exons varies across genes [165]), as well as in the number of the tested target species (in the
sense that, for each one, the gene annotation process needs to be replicated), it might culminate
in a labour-intensive and time-consuming process.

Relatively to the whole-genome alignment-based approach, this has the advantage of, once the
pairwise genome alignments between the reference and informant species genomes are completed,
being easy to infer the coding status of any protein-coding gene (as long as annotated at the
reference species genome) at any of the predetermined set of target species. Nevertheless,
this methodology displays some serious drawbacks: first, whole-genome alignments require the
download of each intervenor genome, that, depending on the genome quality and nature of the
corresponding species might occupy several gigabytes of digital space; second, whole-genome
alignments, even using algorithmic heuristics are computationally demanding and may fail when
confronted by chromosomal rearrangements such as insertions, deletions, or translocational events
[7]; third, following each pairwise genome alignment, a process of quality masking and a series of
filtering processes must be conducted for reducing the artefacts underlying the aligned product;
fourth, since whole-genome alignments are by nature not aware of exon reading frame and splicing
sites, these often display at the predicted coding regions spurious frameshift gaps that require
the usage of additional software such as CESAR [171] for accurately realigning each coding exon
considering the reading frame and splicing sites; and finally, if at a certain point in the analysis
the researcher decides to include a new target species on it, it might not be very convenient to
run all the previously mentioned steps, required for its inclusion in the study.

Notably, all of these approaches have one aspect in common, they are not straightforward,
intuitive or easy to use, therefore preventing their large-scale operation by non-experienced
users and impeding their expedite scalability to the quickly emerging mammalian genomic
data. Moreover, their lack of true automation (with some of them even comprising fully
manual procedures), the high computational resources that some, particularly the whole-genome
alignment-based approach requires and the absence of an intuitive user interface constitutes a
major disadvantage.
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PseudoChecker

4.1 Introduction

In response to the weaker points of the previously mentioned gene loss inference methodologies
and taking into account the predetermined goals (see Section 1.5), we developed PseudoChecker,
an integrated online platform for automatised gene loss inference in mammals. In contrast to
the existent approaches, PseudoChecker aims to, in a systematic, highly accurate and fully
automatic manner, classify the coding status of any protein-coding gene of interest as intact or
lost (with different levels of pseudogenisation), in single or multiple mammalian target species by
incorporating available corresponding genomic data.

The idea underlying PseudoChecker ’s development arose from the necessity of automating a
particular existent mammalian gene loss inference methodology, already capable of accurately
identifying lost candidate genes, the respective lineages and the underlying gene inactivating
mutations, yet, lacking the necessary intuitiveness and speed required not only for accompanying
the quick genomic data emergence, but also to allow its large-scale applicability by general,
non-experienced users. Particularly, our novel comparative genomics-based approach is the result
of a strong inspiration based on the fully manual gene annotation-based approach implemented
by Lopes-Marques in several mammalian gene loss studies (overviewed in the last subsection of
the previous chapter) [108–111], now, embedded as part of PseudoChecker ’s logical core.

On its basis, PseudoChecker constitutes a bioinformatics web service comprising a fully three-
step integrated pipeline that makes use of minimalist user input and a set of established parameters
necessary for running a given analysis. However, and as we will further explore, our approach is
not simply an automatised pipeline aiming to recognise gene loss. Since PseudoChecker displays
the ultimate goal of endorsing the overall convenience of gene loss inference, our approach was
specifically designed to constitute a general-purpose, study-independent standalone bioinformatics
tool, capable of, not only accurately unveiling the genomic signatures left by gene loss, but also
displaying a set of unique features required for levelling up the scalability, effectiveness and
quickness of gene loss prediction.

31
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Explicitly, PseudoChecker, currently in Version 0.8, displays the ability of:

• Automatically, in a user convenient way and comprising an intuitive graphical user interface
(GUI), identifying gene loss and the respective mutational evidence for a set of unlimited
target species with available genomic data;

• Unveiling ancestral gene loss events by accurately recognising and displaying conserved
mutations across closely related taxa within a given analysis;

• Objectively measuring the erosion of the gene of interest (the candidate gene) at a given
target species by assigning it an index of pseudogenisation, the PseudoIndex;

• Including external functional gene datasets into the analyses;

• Exporting the produced data throughout an analysis, useful for performing downstream
complementary tasks including phylogenetic reconstructions and selection analyses;

• Executing a complete analysis in a short amount of time, from less than a second to a few
minutes (see Chapter 5).

Indeed, our approach displays several stronger points over the existing methods reviewed in
the previous chapter. Table 4.1 highlights the strongest innovations of our method, depicting a
comparison between the different features and requirements of each available gene loss inference
approach, including ours.

Table 4.1: Comparison of the different features and requirements regarding each available gene
loss inference approach, including PseudoChecker. (i) Reveals mutational evidence. (ii) Makes
use of specialised algorithms capable of aligning pseudogenic and viable coding sequences. (iii)
Includes an index of pseudogenisation. (iv) Does not require whole-genomes. (v) Fully automatic.
(vi) Works in the cloud. (vii) Includes a user-friendly graphical user interface (GUI). (NES) Not
every study.

Approach (i) (ii) (iii) (iv) (v) (vi) (vii)
Absence of orthologs approach
Gene annotation-based approach NES
Whole-genome alignment-based approach
PseudoChecker

Throughout the next subsections, we will start by exploring every detail of our approach, from
PseudoChecker ’s pipeline overview to each algorithmic detail underlying it, culminating in Section
4.5, where we will illustrate three different examples of analyses ran with PseudoChecker : one
simulated test case that will serve for exploring the tool as a whole, and two analyses underlying
real test cases, one of which comprising a gene that is functional in every tested target species,
and the other regarding a lost gene in several mammalian species.
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4.2 Overview of PseudoChecker’s structure and pipeline

For annotating protein-coding genes in a genome of a newly sequenced species, a set of different
approaches can be used. First, on the experimental side, genes can be annotated by sequencing
partial or full-length mRNA transcripts, followed by the mapping of the obtained reads or
assembled transcripts back to the genome, though, with the disadvantage that only genes with a
reasonable high expression in the sampled tissues or cell types can be identified [19, 171]. As
a complementary approach, ab initio methods tend to predict genes by taking into account
statistical sequence patterns while screening a given genome [150]. Yet, since genes’ coding
sequences are reasonably conserved across species, a much more convenient procedure is to make
use of already annotated genes in a given (reference) species for performing gene annotation in a
set of related species corresponding genomes [171].

This principle is therefore exploited in homology-based approaches, with these including
the ones that comprise whole-genome annotators, the vast majority of gene loss inference
methodologies (gene annotation-based and whole-genome alignment-based approaches), and,
now, PseudoChecker. These comparative exon and gene finding methodologies make use of
cross-species gene conservation and rely on the fact that reading-frame preserving insertions,
deletions (indels) and synonymous changes are more frequent in coding exons rather than in
other genomic regions [171].

Following this rationale, PseudoChecker, in a, yet, simplistic view, per analysis, infers the
coding status of a given candidate gene in a given target species by annotating its orthologous
counterpart, followed by the screening of the annotated sequence for gene inactivation mutations.
Therefore, our approach is aimed to be applied in two different circumstances: 1) de novo
candidate gene annotation in yet, unannotated mammalian genomes when the inference of its
the coding status is for some reason relevant to know; 2) re-annotation of candidate genes
in previously annotated genomes, however suspiciously erroneously annotated as functional
protein-coding genes.

For accomplishing this, hence, running a PseudoChecker analysis, we simply require two main
user inputs:

1. The candidate gene’s nucleotide coding sequence (CDS) and underlying coding exon(s)’
nucleotide sequence(s), both annotated and retrieved from a given (reference) species
(FASTA format) (If more than one gene isoform is annotated, for instance, if different splice
variants are annotated, the user must choose one of these);

2. Per target species, the genomic sequence at where the candidate gene’s orthologous
counterpart will be annotated/predicted (FASTA format). The user is responsible for
ensuring that the inserted sequence is orthologous to the in-study gene of interest. This can,
for instance, include a genomic sequence underlying the in-study gene’s annotation, derived
from automatic whole-genome annotations, or in general, to a genomic sequence for which
the user believes that the putative orthologous gene or pseudogene of the gene of interest
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is physically located. As target sequences, PseudoChecker supports either partial/full
genomic contigs, scaffolds and long sequencing reads.

Optionally, and even though the following feature does not constitute the fundamental part of the
purposes of PseudoChecker, we also support the assignment of predetermined (functional) coding
sequences, obtained for instance, from biological databases or experimental analyses (FASTA
format). This optional inclusion is particularly useful for the cases when the user pretends
to compare predicted functional or pseudogenised sequence(s) by PseudoChecker with already
existent ones.

Finally, once the input data is correctly assigned and the parameters underlying the different
components of the three-step integrated pipeline are selected, the latter is executed:

1. Coding sequence prediction: For each target species, PseudoChecker annotates the
orthologous coding exons and, consequently, the viable (or not) orthologous coding sequence
of the in-study gene by performing a deterministic pairwise alignment of each reference
species’ coding exon against the corresponding inputted genomic sequence;

2. Alignment by MACSE [159]: Once the first step is concluded, PseudoChecker runs MACSE,
a specialised standalone software capable of producing a deterministic (pairwise or multiple)
alignment between both predicted (coding or pseudogenised) sequence(s), predetermined
coding sequences (if exist), and the reference species’ (functional) coding sequence, taking
into account the eventual presence of frameshift and premature stop codons;

3. Report of the mutational evidence and PseudoIndex computation: For each target species,
and according to the previous alignment produced by MACSE, eventual cross-species
conserved and non-conserved gene deleterious mutations, including frameshift mutations
and in-frame premature stop codons relative to the reference species’ CDS, splice site
disrupting mutations, full gene loss or exon loss are revealed. Finally, and again, per
target species, taking into account the underlying absence, presence and level of mutational
evidence, a pseudogenisation score, the PseudoIndex, is assigned to it.

Structurally, and since PseudoChecker constitutes an online platform, it is compartmentalised
into two main components: the front-end system and the back-end system.

• Front-end system: comprises the PseudoChecker ’s graphical user interface (GUI), therefore,
the first layer of interaction between the user and PseudoChecker ’s logical core and integrates
the web pages that precede and are dynamically produced throughout a given analysis.
This includes the main web page required for biological data input and parameter selection,
the main results web page that provides, in a conveniently structured interface, the analysis’
results and, finally, per target species, a web page dynamically produced underlying the
coding sequence prediction step of the pipeline, accessible through the main results page;

• Back-end system: comprises all the pieces of code and additional software (MACSE)
executed during a PseudoChecker analysis.
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The front-end system was entirely implemented in HyperText Markup Language (HTML) +
Cascading Style Sheets (CSS) and Javascript, whereas the back-end system, except for MACSE
(the unique standalone tool used in the pipeline, written in Java) was developed in Python 3. The
establishment of the connection between the PseudoChecker ’s front-end and back-end systems
was developed resorting of PHP.

At this stage, PseudoChecker is not yet online, but it is completely fully functional within the
machine used for its development. The entire system was developed in a local machine comprising
a central processing unit (CPU) with 6 physical cores and 16 gigabytes of random access memory
(RAM), by making use of a locally hosted web server managed by PHP 7.2 Development Server.
PseudoChecker ’s entire conceptualisation is summarised in the figure below.

Figure 4.1: PseudoChecker ’s conceptualisation. From left to right and top to bottom: The
user inputs the biological data at PseudoChecker ’s home page, selects the adequate parameters
underlying the different steps of the pipeline and starts the analysis. A PHP request is sent
to the server and PseudoChecker ’s pipeline runs internally as a single process: For each target
species, the orthologous sequence to the reference species’ candidate gene coding sequence (CDS)
is annotated and a dedicated HTML page for the visualisation of the outcome of this process is
produced; MACSE performs the alignment between the annotated sequence(s), predetermined
coding sequences (if existing) and the reference species’ (functional) coding sequence; Finally, for
each target species, gene inactivating mutations are revealed, and its PseudoIndex computed.
The results are revealed in a user-friendly webpage, the PseudoChecker ’s main results page.
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4.3 PseudoChecker’s pipeline in detail

4.3.1 Coding sequence prediction

4.3.1.1 Global approach

As mentioned in the previous subsection, coding sequence prediction corresponds to the first step
of PseudoChecker ’s three-step integrated pipeline. This component is responsible for annotating,
at each target species’ genomic sequence, the orthologous sequence to the reference species’
candidate gene’s CDS.

DNA pairwise sequence alignment constitutes the most fundamental problem in genomics.
The alignment problem aims to establish the mapping between the characters of two sequences
that approximates some relation underlying the user’s interest. By definition, an alignment of
two strings is formed by inserting spaces in arbitrary locations along each of them so that they
end up with the same length and without spaces at the same position of the two augmented
sequences. Notably, in comparative genomics, the ultimate goal of DNA alignment lies not
only in understanding the true history of change between sequences, but also to identify coding
regions, the transcriptional control regions lying beyond genes’ coding sequences, to determine
evolutionary distances, aiding genome assembly and finding common regions between two genomes
[7, 75].

Three main alignment problems are currently proposed: global alignment, local alignment
and semi-global alignment. The global alignment problem is aimed to compare two strings s
and t for cases where it is believed that both sequences are related along their entire length.
Therefore, this alignment problem is usually applied in comparisons of DNA sequences that
naturally present roughly the same length, being genes’ coding sequences, orthologous gene
fragments or polymerase chain reaction products obtained from the same molecule. On the
other hand, local pairwise alignments aim to detect similarities between pairs of small fragments
of both sequences, this is, pairs of substrings of s and t, useful for detecting conserved motifs
within two sequences that, globally, might be quite dissimilar. Finally, the semi-global alignment
problem, a hybrid method between the first two problems, is recurrently used in cases where it
is believed that s and t are related along the entire length of the region at where they overlap
[13, 14].

This hybrid method constitutes a small variation of the global alignment problem, and while
an optimal global alignment seeks the best, full-length alignment of two sequences, in other
words, algorithmically, the best way to match up two sequences along with their entire match,
for some applications, however, within an alignment, it is desirable to relax this requirement by
not penalising gaps at the beginning of one of the sequences and/or at the end of one of the
sequences [182].
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The semi-global alignment problem (also known as global alignment with free end gaps) is
then typically applied for specific bioinformatics tasks that comprise, for instance: genome
assembly, where we seek overlap between sequencing reads, this is, to align the end of a read with
the beginning of another, hence, expecting some gaps at the beginning and end of alignment;
alignment of intronless genes against an entire genomic region, that, since they will be completely
covered by the genomic DNA, gaps at both beginning and end of each gene are expected; and
finally, in eukaryotic coding exon alignment against genomic sequences, in the sense that is
expected that a coding exon matching an entire gene will be flanked by either non-genic regions,
untranslated regions (UTRs) or intronic regions, and, for this reason, adjacent gaps to the exon
should not be penalised [182].

A comparative example between the optimal pairwise alignment for two simulated DNA se-
quences produced by the three different alignment problems and following the same maximisation
criterion is depicted in Figure 4.2.

ATCCGAACATCCAATCGAAGC

A---G--CATGCAAT------

A

CATCCAAT

CATGCAAT

B

ATCCGAA-CATCCAATCGAAGC

------AGCATGCAAT------

C

Figure 4.2: Optimal pairwise DNA sequence alignment for the simulated sequences A:
ATCCGAACATCCAATCGAAGC and B: AGCATGCAAT following three different alignment
problems and the same alignment maximisation criterion. (A) Global alignment: gaps are
penalised throughout the entire alignment, end to end; (B) Local alignment: the best matching
subsequences of each sequence are aligned; (C) Semi-global alignment: gaps are not penalised, in
this case, in both ends of the bottom aligned sequence.

Given the above explanation, in this component of PseudoChecker’s pipeline, we conduct semi-
global alignments for aligning each reference species’ candidate gene’s coding exon against each
target species’ genomic sequence. Only using this approach is possible to, algorithmically speaking,
achieve the best pairwise alignment that fulfils our needs. Likewise in global- and local-alignment
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problems, it is possible to compute, following a given maximisation criterion, the optimal semi-
global alignment of two sequences using dynamic programming algorithms. In our approach, we
are using the variation of the classical global alignment Needleman-Wunsch algorithm (1970)
[140] implemented in the module Pairwise2 from Biopython [31], a Python package that contains
freely available tools for computational molecular biology and bioinformatics.

In detail, when aligning each coding exon of the reference species’ candidate gene, we do not
penalise the corresponding upstream and downstream end gaps. In other words, we are not
assigning any cost to gaps that appear before the first and after the last character of the reference
species’ exonic sequence. As a result, we obtain, for each exon alignment, the reference species’
coding exon aligned sequence and the target species’ genomic aligned sequence as represented in
Figure 4.3 A.

However, for obtaining a more intuitive and relevant alignment, PseudoChecker deliberately
trims the non-relevant part of it by ignoring the target species’ nucleotide bases overlapping the
upstream and downstream end gaps of the reference species’ coding exon aligned sequence, and
removes the same end gaps found at the latter sequence (Figure 4.3 B). Then, for a given target
species, the predicted exonic sequence orthologous to the (aligned) reference species’ coding exon
corresponds to the previously trimmed target species’ genomic aligned sequence with its internal
gaps collapsed (Figure 4.3 C).

ATAGGAA---CATCCAATGTAAGC

----GAAAAACATGCAAT------

A

GAA---CATCCAAT

GAAAAACATGCAAT

B

GAACATCCAAT

C

Figure 4.3: Illustrative example of an optimal semi-global exon alignment produced by
PseudoChecker. (A) Original semi-global alignment between a simulated reference species’
coding exon (sequence at the bottom) and simulated genomic sequence of a given target species
(sequence at the top). (B) Trimmed alignment that represents only the relevant part of the
original alignment. (C) Target species’ predicted orthologous exonic sequence to the reference
species’ one.
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Therefore, per target species within a given analysis, by aligning, from the 5’ to the 3’ end
of the reference species’ gene, each composing coding exon against the test species inputted
genomic sequence, the test species’ predicted orthologous sequence to the reference species’ CDS
constitutes no more than the result of a progressive concatenation of each predicted coding exon’s
sequence underlying each conducted alignment (following the same order).

For performing accurate gene’s (viable or not) coding sequence annotation, however, the
reference species’ 5’ and/or 3’ coding exon must not display any UTR fragment. This implies
that the first codon of the reference species’ 5’ coding exon must always correspond to ’ATG’ and
the last codon of the reference species’ 3’ coding exon should always correspond to a stop codon
(’TGA,’TAA’, or ’TAG’) (the same rationale is applied for PseudoChecker analyses comprising
intronless genes). For the cases where at least one reference species’ coding exon contains an
UTR fragment on its sequence, PseudoChecker automatically trims the UTR fragment from it
(as long as the user indicates its presence in PseudoChecker ’s home page by selecting the option
’Coding exon(s) contain(s) UTR(s)’ in the UTR trimming parameter selection box).

Moreover, for this component of its pipeline, PseudoChecker also requires the selection of
another parameter: the minimum percentage of exon alignment identity for an alignment to be
considered as a positive alignment. This parameter is of utmost importance since it will define if
a given exon alignment corresponds to a real, biologically meaningful alignment, rather than a
non-specific alignment. By default, PseudoChecker sets this value to 65%, with this being the
one we found to be adequate during PseudoChecker ’s development. Nevertheless, it can still
be manipulated by the user at PseudoChecker ’s home page in order to fulfil its necessities. For
instance, if the reference species is highly divergent from the test species, the user might prefer
choosing a lower value for this parameter, whereas, for the opposite case, a higher value might
the right option.

Each predicted exon for which the corresponding alignment identity is inferior to this value
will be considered as lost at the corresponding target species (or so eroded that any similarity is
destroyed), therefore, being excluded from the final annotated/predicted sequence. Sequences
under this condition are considered partial coding sequences. In contrast, sequences that comprise
all predicted orthologous exonic sequences to the reference species’ ones are considered full coding
sequences.

After each positive exon alignment at a given target species’ genomic sequence, PseudoChecker ’s
will automatically force any upcoming exon alignment to occur at a target species’ downstream
genomic region relative to the one underlying the previous exon alignment. This is required
since naturally, 3’ coding exons must always occur after 5’ coding exons. As a consequence, since
PseudoChecker will progressively shorten the genomic sequence of the species in question, this
will also progressively decrease the time of alignment execution.

For increasing even further the quality of coding sequence prediction, as an additional, and
entirely optional feature, in this component of the integrated pipeline, we provide the user with
the opportunity of automatically extending the reference species’ 3’ coding exon (or single-exon)
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alignment for searching a hypothetical downstream in-frame final stop codon, when this missing
in the original alignment. This feature is particularly useful for the cases where the C-terminus of
the protein encoded by the in-study gene is slightly divergent in size across the tested mammalian
lineages, and, as a consequence, the original alignment is not capable of detecting the more
distant test species’ final stop codon relative to the reference species’ one (Figure 4.4).

AATGAACCCAAATTAACCCAG

AATGTACCGAACTTAACCTAG

A

AATGAACCCAAATTAACCCAGAATTTCTGA

AATGTACCGAACTTAACCTAG#########

B

Figure 4.4: Illustrative example of the extension of an exon alignment concerning a simulated
reference species’ 3’ exon. The reference species’ aligned exonic sequence is represented as the
bottom sequence, and the target species’ simulated genomic aligned sequence is represented as
the sequence at the top. (A) Original alignment. (B) Extension of the original alignment for
finding a downstream in-frame stop codon (represented by # at the reference species’ 3’ exon
aligned sequence.)

Yet, for avoiding an exaggerated, likely non biologically meaningful extension of the alignment,
PseudoChecker restricts the alignment extension to a maximum range of 5 amino acids (15
nucleotides). For activating this feature, the option ’Automatically extend reference species’
3’ coding exon (or single coding exon) alignment to find a missing (in the original alignment)
downstream final stop codon:’ must be selected at PseudoChecker ’s home page, prior to the
execution of a given analysis.

Finally, in this step of the pipeline PseudoChecker categorises the predicted coding sequences
into two different categories:

• Reliable sequences: those not presenting frameshift gaps and/or in-frame premature stop
codons underlying each composing coding exon alignment;

• Less reliable sequences: those presenting frameshift gaps underlying at least a composing
exon alignment and/or displaying an in-frame premature stop codon within the predicted
sequence.

As we will further see, this categorisation of the predicted coding sequence(s) will be important
for increasing the quality of the second step of PseudoChecker ’s pipeline, the alignment by
MACSE (see Section 4.3.2).
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As the output of the present component of the pipeline, PseudoChecker automatically redirects
to the second component of it (Alignment by MACSE) the predicted coding sequences (each per
target species, being a reliable and/or less reliable, partial and/or full coding sequence), and,
again, per target species, for display purposes at PseudoChecker ’s home page, as well as, in some
part, due to its necessity at the final step of the pipeline, PseudoChecker saves in memory the
following additional information:

• Exon annotation related information, that includes: the sequence of each predicted exon,
the length of it, the underlying reference species’ coding exon alignment identity (%),
the alignment coordinates at the corresponding genomic sequence, the position that each
predicted exon occupies within the predicted coding sequence, adjacent splice sites (viable
or not) and each exon considered as lost;

• General information concerning the predicted coding sequence, that includes: the sequence
itself, the type of the sequence (partial, full, reliable or less reliable); when possible, for the
viable cases, also computes and saves: the average, maximum and minimum intron size
(bp); the largest and smallest predicted exon (and respective size in bp); average exon size
(bp) and average alignment identity (%); splice site integrity underlying the composing
predicted exons (number of actually valid splice sites/number of possible valid splice sites);
coding sequence’s percentage of guanine-cytosine content (%GC) and its length (in base
pairs, bp).

A high level overview of the basic approach underlying this component of PseudoChecker ’s
pipeline is summarised at Algorithm 1.
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Algorithm 1: High level overview of the basic approach underlying the coding sequence
prediction component of PseudoChecker ’s pipeline

Input: Target species’ genomic sequence(s), Reference species’ coding exon(s) and
coding sequence of the in-study gene

Output: Predicted coding sequence per target species, coding sequence prediction
statistics and exon annotation related information

for species in target species do
predicted coding sequence ← empty string;
for exon in reference species’ coding exon(s) do

align exon at the target species’ genomic sequence;
if alignment identity < minimum alignment identity then

set predicted exon as lost and save the assignment;
set predicted coding sequence as a partial coding sequence;

else
predicted coding sequence += predicted exon’s sequence;
save alignment identity;
save predicted exon’s sequence;
save adjacent (viable or not) splice site(s);
save alignment coordinates within target species’ genomic sequence;
save the position of the predicted exon within the predicted coding sequence;
force any upcoming alignment to be executed in a target species’ downstream
region relative to the target species’ genomic sequence region concerning the
present alignment;

if alignment displays frameshift gaps and/or in-frame premature stop codons
then

set predicted coding sequence as less reliable;

else
set predicted coding sequence as reliable;

if all reference species’ coding exons (or single coding exon for single-exon genes)
positively aligned at the target species’ genomic sequence then

set predicted coding sequence as a full coding sequence;

save predicted coding sequence;
compute and save predicted coding sequence associated general information;
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4.3.1.2 Available similarity scoring schemes

Preceding the coding sequence prediction step, however, the similarity scoring scheme used for
computing each optimal exon alignment must be selected. Since the dynamic programming
algorithm that we employ will follow the determined scoring scheme for finding the alignment (or
the multiple alignments) that maximise(s) its score, this will directly define how it will proceed
to capture the relationship between both aligned sequences.

In this sense, since any erroneous coding exon prediction of the in-study gene might culminate
in the false inference of gene inactivation mutations in the subsequent step of PseudoChecker ’s
pipeline, the accurate selection of this parameter is crucial for the success of coding sequence
annotation, and thus, gene loss prediction. Importantly, in the cases where, for a given alignment,
multiple optimal solutions exist, we only recover one (the first retrieved by the Pairwise 2 module
from Biopython). This is explained by the fact that: 1) we are not interested in identifying all
possible changes between two strings, but rather to annotate orthologous exons to the reference
species’ ones, independently of ambiguous gap or character positions that may arise between
alignments following the same similarity scoring scheme; 2) since we are aligning reasonably
conserved DNA sequences, it is likely, and given our experience from the early tests, that only a
single optimal solution exists; 3) as we will see below, we prefer to spend computation time in
testing multiple different scoring schemes for aligning the same sequences, likely inducing greater
levels of differences, than when compared to multiple optimal solutions underlying the same
given similarity scoring scheme.

Here, PseudoChecker provides two fixed (this is, applied to all executed exon alignments)
similarity scoring schemes for punctuating matches, mismatches and gaps within an alignment.
These were established during our early tests and can be defined as follows: a similarity scoring
scheme optimised for sequences underlying very closely related species (for instance, to be used
in cases where the reference species corresponds to human and the target species belongs to
non-human primates), and a similarity scoring scheme optimised for sequences underlying slightly
more divergent species. Both scoring schemes differ specifically in the mismatch penalty applied
during optimal alignment computation, and, in this sense, one will strongly penalise mismatches,
thus, forcing alignments to present higher levels of alignment identity, being suitable for aligning
DNA sequences of closely related species, and the other will be more tolerant to their presence
within an alignment, hence, resulting in alignments with larger amounts of mismatches, a more
adequate approach for aligning slightly more divergent DNA sequences (Table 4.2).

However, PseudoChecker does not make use of a simple match/mismatch/linear gap penalty.
It has been proven that the first nucleotide (or amino acid) inserted/deleted (defined as gap
opening) during alignment operations is, from a biological point of view, more significant than the
subsequent ones (called gap extension), making the so-called affine gap model a viable solution
underlying biomolecules alignment [23]. For this reason, in our approach, for both mentioned
similarity scoring schemes, we also employ gap opening and gap extension costs, with these
corresponding to -8 and -1, respectively.



44 Chapter 4. PseudoChecker

As a result, in practice, this will tend to capture alignments that will favour contiguous gaps,
instead of multiple adjacent single gaps, allowing us, therefore, to reduce the likeliness of within
a produced alignment, encountering unrealistic multiple isolated gaps, producing, biologically
speaking, more meaningful alignments.

Table 4.2: Fixed similarity scoring schemes provided by PseudoChecker underlying the coding
sequence prediction component of its pipeline.

Similarity
Scoring Scheme

Match Mismatch Gap opening Gap extension

Optimised for closely related species +1 -3 -8 -1
Optimised for slightly divergent species +1 -1 -8 -1

Nonetheless, even though PseudoChecker displays these two optimised (for the above-mentioned
circumstances) fixed similarity scoring schemes, it is currently known that, from a biological point
of view, to achieve an interesting alignment between two sequences, different scoring schemes
should be tested. Indeed, since the accurate selection of a similarity scoring scheme for the
production of a meaningful alignment will not only depend on the evolutionary relationship of the
species underlying the sequences to be aligned, but also in the degree of divergence underlying the
tested gene [23, 182], from this, it is apprehended that both above-mentioned similarity scoring
schemes are only useful to use when there is a clear idea about the evolutionary divergence
between both reference and test species, the candidate gene’s conservation degree across them,
or both.

Therefore, the selection of one of these scoring schemes might not be very convenient for the
user if there is uncertainty concerning this information. Given this, PseudoChecker provides a
third, however, slightly more time consuming, dynamic similarity scoring scheme. This is known
as the best-fit similarity scoring scheme, and, in truth, this does not consist on a single (fixed
for all executed alignments) similarity scoring scheme, but rather constitutes a set of multiple
different similarity scoring schemes that will be dynamically tested per each exon alignment,
followed by the selection of the unique alignment (amongst all) that better suits predetermined
criteria. This constitutes a splice site- and reading-frame aware similarity scoring scheme, and,
amongst the available three, is by far the most recommended similarity scoring scheme to be
chosen prior to a PseudoChecker analysis.

In contrast to both fixed similarity scoring schemes, this dynamic scoring scheme intends to
make PseudoChecker ’s produced exon alignments more resistant to the evolutionary divergence
of the in-study species and/or gene itself by testing different combinations of match/mismatch
scores, with the ultimate goal of finding alignments that yield predicted intact exons, being
the ones presenting conserved adjacent splice sites without underlying reading frame-disrupting
indels.
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Following the above explanation, once this scoring scheme is selected by the user, for each test
species, and per reference species’ coding exon, following each pair underlying a given match
reward (M) and mismatch penalty (m) (see Table 4.3), an alignment of the same reference
species’ coding exon against the test species’ genomic sequence is executed. The match score
varies from 1 to 8, and the mismatch score varies from -1 to -5. In this sense, (as we will further
see, in the worst-case scenario) 8 ∗ 5 match/mismatch different combinations will be explored,
with each underlying a different alignment execution (Table 4.3). The applied gap opening
and extension penalties are fixed and constitute the same applied in both previously-mentioned
similarity scoring schemes (-8 and -1, respectively).

Table 4.3: Tested combinations of match/mismatch scores concerning the best-fit similarity
scoring scheme underlying the first step of PseudoChecker ’s integrated pipeline. From left to right,
top to bottom, and following this order, in the worst-case scenario, per reference species’ coding
exon and per target species’ genomic sequence, an alignment between the two sequences, and
following the corresponding match/mismatch scoring pair (M , m), is executed. Gap associated
penalties are fixed, being -8 for gap opening and -1 for gap extension.

Match/Mismatch -1 -2 -3 -4 -5
1 (1,-1) (1,-2) (1,-3) (1,-4) (1,-5)
2 (2,-1) (2,-2) (2,-3) (2,-4) (2,-5)
3 (3,-1) (3,-2) (3,-3) (3,-4) (3,-5)
4 (4,-1) (4,-2) (4,-3) (4,-4) (4,-5)
5 (5,-1) (5,-2) (5,-3) (5,-4) (5,-5)
6 (6,-1) (6,-2) (6,-3) (6,-4) (6,-5)
7 (7,-1) (7,-2) (7,-3) (7,-4) (7,-5)
8 (8,-1) (8,-2) (8,-3) (8,-4) (8,-5)

If, in fact, 40 alignments are executed (constituting the worst-case scenario), each is then
automatically screened and according to the following criteria, the best alignment is retrieved:

1. First, PseudoChecker screens all produced alignments for the conservation of adjacent splice
sites within the resulting predicted exons (in-study intronless genes are not considered in
this step). If conserved (GT/GC-AG splice site pair for alignments involving coding exons
located between a 5’ and a 3’ coding exon, GT/GC for alignments involving a 5’ coding
exon, and AG for alignments involving a 3’ coding exon), then, all alignments following this
condition are filtered and the others excluded from the selection. If not a single alignment
follows this condition, none is excluded from the selection and all alignments pass to the
next filtering step. The present step is of utmost importance in the sense that, as we
have seen in Chapter 2, since the dinucleotides underlying splice sites are highly conserved,
a good indication of a correct exon boundary prediction corresponds to their conserved
presence immediately adjacent to the predicted exonic sequence [172];
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2. Next, PseudoChecker screens the alignments obtained from the previous step and filters the
ones that do not present frame-disrupting indels. Alignments that, even when displaying
frameshift gaps, if these correspond to compensatory ones (this is, frameshift pairs in
which the first element of the pair disrupts the reading frame, but it is further downstream
compensated by the second element of it, restoring the original reading frame) are also
considered as valid, in the sense that these usually arise from artefacts resulting from
inadequate combinations of mismatch/gap associated penalties, therefore not constituting
real biological mutations. Within this component of the selection, intending to reduce the
false positive inference of gene loss, we aim to certify (or not) that there is at least an
alternative alignment that allows for the reading frame to be intact, or to be not disrupted
at the 3’ end of the alignment. If none alignment reunites one of these conditions, all
alignments pass to the next and final step of the selection;

3. Finally, our approach screens all obtained alignments from the previous step and returns
the one containing fewest gaps. We apply this last filter for avoiding alignments displaying
an unrealistic number of gaps and gap length. At this stage, if at least two alignments
comprise the same number of gaps, only one is (randomly) returned.

However, since testing all 40 scoring schemes per each exon alignment implies slowing down
the execution time of a given PseudoChecker analysis for approximately 40x when comparing to
the same analysis ran using one of the two fixed similarity scoring schemes (constituting an issue
specially when dealing with large exons), for this motive, here we start by following a greedy
approach turned to find alignments that are more prone to underline gene functionality:

1. For in-study genes composed by multiple coding exons, during each exon alignment following
the best-fit similarity scoring scheme, the first obtained alignment that yields a predicted
exonic sequence displaying adjacent consensus splice sites and presents no gaps, frame-
preserving gaps (contiguous gaps with length multiple of three) or compensatory frameshift
gaps, this is automatically chosen as the best and final alignment;

2. On the other hand, for analyses involving single-exon genes, during alignments’ execution,
the first alignment to display no gaps, frame-preserving gaps or compensatory frameshift
gaps is automatically selected as the best alignment.

Importantly, notice that if not a single alignment, for both conditions (multi-exon and single-
exon genes), displays these requirements (which means that the predicted exon will likely
afterwards induce deleterious mutations when included into the corresponding predicted coding
sequence), then all 40 alignments were necessarily executed, with the selection of the best
alignment being made according to 3 above-mentioned filtering steps. This is, therefore, the key
factor that determines whether, following the best-fit similarity scoring scheme, 40 alignments
per each reference species’ coding exon are executed or not.
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4.3.1.3 Heuristic optimisations

As already stated, the variation of the Needleman-Wunsch algorithm that we are employing in
this component of the pipeline uses dynamic programming techniques for finding the optimal
semi-global alignment between a pair of DNA sequences. These methods ensure the optimal
alignment by dividing the large alignment problem into a series of smaller problems, further
using the solutions to the smaller problems to reconstruct the solution to the larger problem.
Nonetheless, computationally speaking, deterministic alignments are not suitable for aligning very
large sequences since, in these conditions, they demand large memory and time consumptions
[75, 137].

Particularly, the Needleman-Wunsch algorithm’s implementation by the Pairwise2 module
from Biopython requires O(nm) time and space, where n and m are the lengths of the sequences
to be aligned. This means that, with an increase of the input m and n, the time and space
outcomes will quadratically increase. Plus, since we are applying the affine gap model in our
alignments, the computation time can increase by a factor of about 3 when compared to the
linear gap model [75]. As a result, when dealing with very long sequences, the problem becomes
too expensive to solve in practise [7].

Since PseudoChecker accepts as target species’ genomic sequences entire genomic contigs,
scaffolds and long sequencing reads, a heuristic method necessarily needs to be implemented.
Here, we are using an anchoring strategy for determining the ideal, reduced fraction of the test
species’ genomic sequence to conduct semi-global alignments.

In detail, preceding each exon alignment against a given target species’ genomic sequence: 1)
we divide the sequence of the corresponding reference species’ coding exon into a set of L− k + 1
k-mers, this is, all subsequences of length k, where L is the length of the complete exon, and k
is the minimum value between the exon’s length and 28; 2) for each produced set of k-mers, a
match of each k-mer with tolerance up to 4 mismatches is searched at the target species’ genomic
sequence. If found, this process immediately stops and the produced alignment anchor will be
defined as the target species’ genomic portion flanked by the upstream and downstream limits of
the match underlying the lowest number of tolerated mismatches and more closely located to its
5’ end, extended in both sides by 5 times the length of the reference species’ coding exon to be
aligned. If not, this process is repeated for a k value decreased by a unit, until the alignment
anchor is defined; 3) Finally, once the previous step is concluded, the deterministic semi-global
alignment of the respective coding exon will be executed over the predetermined target species’
alignment anchor.

Importantly, such as all heuristic alignment-based methods, this does not guarantee to find the
optimal alignment between the two sequences [7], however from our experience this constitutes a
nearly-optimal alignment strategy that is much more efficient to use for the cases where aligning
very large sequences is a necessity, intending to offer the best trade-off between alignment quality,
time and memory space requirements.
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Yet, in every possible circumstance, this heuristic method is not applied. Since, again, the
objective of this component of PseudoChecker lies in accurately annotate the orthologous
sequence(s) to the reference species’ gene’s CDS, we only apply this method for the cases
where the length of the reference species’ coding exon to be aligned adding 1 unit, multiplied
by the length of the given target species’ genomic sequence adding 1 unit surpasses 200 000.
This constitutes a reasonable value that reflects the maximum number of cells underlying the
initialisation matrices required for performing deterministic alignments, for which, according to
the characteristics of the used development machine, an alignment is easily computable.

A high level overview of the present heuristic method is depicted in the Algorithm 2.

Algorithm 2: High level overview of the heuristic method applied at the first component
of PseudoChecker ’s pipeline

Input: Reference species’ coding exon to be aligned, Target species’ genomic sequence
Output: Flanked portion of the target species’ genomic sequence for conducting the

deterministic pairwise alignment
el← length of the reference species’ coding exon to be aligned at the target species’
genomic sequence;
gl← length of the target species’ genomic sequence;
if el + 1 ∗ gl + 1 > 200000 then

for k ← min(el, 28) to 1 do
divide reference species’ coding exon into a set of el − k + 1-mers;
search match of each produced k-mer at the target species’ genomic sequence with
tolerance up to 4 mismatches;

if at least one exists then
break;
retrieve the one underlying the fewest number of mismatches and more closely
located to the 5’ end of the target species’ genomic sequence;
return the coordinates of the target species’ genomic sequence flanked by the
upstream and downstream limits of the detected match, extended in both
sides by 5 times the length of the reference species’ coding exon;
send the instruction to execute the deterministic alignment over the
predetermined alignment anchor;

else
reject the heuristic method;
send the instruction to execute the deterministic alignment over the entire search
space (the entire target species’ genomic sequence);



4.3. PseudoChecker ’s pipeline in detail 49

4.3.2 Alignment by MACSE

4.3.2.1 Introduction to MACSE

A prerequisite for evolutionary studies lies on the multiple comparison of orthologous genes’
coding sequences. As previously outlined, genes’ coding sequences can be considered either
at the nucleotide or amino acid level. Numerous tools nowadays exist to align multiple DNA
sequences such as CLUSTAL [70], DIALIGN [134], or MUSCLE [45]. Yet, when dealing with
protein-coding sequences, these display a major handicap: they do not take into account the
corresponding amino acid translations. As a consequence: 1) as nucleotide sequences are less
conserved, similarities that could be detected at the amino acid level might be obscured at the
nucleotide level, hence, difficulting an accurate alignment; 2) since their underlying maximisation
criterion do not penalise insertions and deletions that induce frameshift gaps, for instance, a
protein-coding sequence displaying an insertion of two nucleotides (or base pairs) followed by
a downstream insertion of 7 nucleotides will have the same gap-related penalties as a more
biologically meaningful scenario of an insertion of three nucleotides followed by an adjacent
insertion of 6 nucleotides [159].

For overcoming these problems, a common strategy consists of using a three-step approach:
first, all coding nucleotide sequences are translated into their amino acid composition, then, these
amino acid sequences are aligned, and finally, the obtained protein alignment is used for deriving
the nucleotide one [159]. Some algorithms and respective implementations such as revTrans [199],
TranslatorX [2] or transAlign [15] were specifically developed to automate this straightforward
alignment strategy. Nonetheless, all of these display the inability to handle unexpected frameshift
gaps. As a consequence, the underlying amino acid translation that follows such events is no
longer the correct one, either resulting in the prevention of alignment execution or resulting in a
translated amino acid sequence that will look like a highly divergent, orphan sequence, yielding
a partly aberrant DNA alignment [159].

MACSE (Multiple Alignment of Coding SEquences), with its first version being released in 2011
[159], was the first and a still widely used solution able to multiple align coding sequences based
on their amino acid translations while accounting for frameshift mutations and premature stop
codons. This MACSE’s unique capability of aligning gene datasets containing both non-functional
(pseudogenised) and functional sequences while preserving the underlying codon structure, makes
its respective integration into PseudoChecker the perfect solution for, not only, accurately
identifying conserved and non-conserved frameshift mutations and/or premature stop codons
across the in-analysis lineages’ corresponding sequences, but also, by exporting the alignment, to
make it a viable option for directly performing downstream phylogenetic and selection analyses
(the estimation of dN/dS ratios) with methods based on codon models of sequence evolution
[159].
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When used as a standalone tool and a given multiple (or pairwise) alignment is ran, as output,
MACSE provides two equivalent alignments in FASTA format: one at the nucleotide level and
one at the amino acid level. At the amino acid level, MACSE represents a stop codon by the
often-used symbol ’*’ and, in its turn, a codon containing underlying a frameshift mutation is
represented by an extra symbol, the ’!’. At the nucleotide level, codons underlying frameshifts
make use of the symbol ’!’ to maintain the structure of the reading frame and no special
representation is used for depicting stop codons [159] (Figure 4.5).

Figure 4.5: Illustrative example of a multiple sequence alignment executed by MACSE. Adapted
from [159]. 93 functional and 18 pseudogenic sequences from Apteryx australis (brown kiwi)
and Gallus gallus (domestic chicken) olfactory repertoires were multiply aligned by MACSE and
visualised with SEAVIEW [52]. The equivalent alignment region is displayed at the nucleotide
(on the left) and amino acid (on the right) levels. The 18 pseudogenic sequences are represented
within a dashed box. Stop codons (represented by an * at the amino acid level) and frameshifts
(represented by exclamation marks) inferred by MACSE are circled. Importantly, setting the
presence of ’!’ within codons underlying frameshift mutations allows MACSE to maintain
the reading frame, thus permitting the accurate and biologically meaningful comparison of
orthologous pseudogenic and viable coding sequences.

Algorithmically speaking, MACSE solution is an improved version of the Needleman-Wunsch
algorithm [140] that, while displaying the original asymptotic complexity (O(nm) time and
space), for computing each optimal pairwise alignment, adds alignment costs associated to
frameshifts mutations and stop codons. For the cases where more than 2 sequences comprise
the inputted sequence dataset, MACSE extends the pairwise to a multiple sequence alignment
by using a progressive alignment strategy to obtain an initial draft of the multiple sequence
alignment that is subsequently refined.
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In detail, first, all pairwise sequence similarities within the inputted dataset are estimated
based on the frequencies of their nucleotide k-mers, this is, subsequences of k nucleotides. Next,
those similarities are used to produce a dichotomic rooted guide tree that makes use of the
UPGMA distance method, here not used for building a phylogeny of the sequences, but rather
to build a guide tree that will group similar sequences which must be aligned first. Here, the
leaves of the produced tree are associated with the sequences to be aligned, whereas its internal
nodes are associated with the multiple sequence alignment of the sequences comprising the
corresponding clade. Therefore, the internal nodes are processed bottom-up, and the alignment
of a node of the tree is obtained by aligning the corresponding two descendants.

Finally, the resulting multiple sequence alignment at the root node is then used as the initial
draft for the final alignment. MACSE uses a 2-cut refinement strategy that partitions the draft
solution into two sub-alignments that are subsequently re-aligned. Nevertheless, the resulting
multiple sequence alignment only replaces the draft one, if the sum-of-pair score, this is, the sum
of the scores of the pairwise alignments that the multiple sequence alignment induced, improves
throughout the refinement [159].

Given its characteristics, for computing an alignment, MACSE requires the selection of a more
complex similarity scoring scheme, when compared to other pairwise solutions (particularly,
when compared to the one underlying the previous component of PseudoChecker ’s pipeline) or
multiple alignment solutions. Indeed, the final score of a given MACSE optimal alignment will
depend on the bonus/cost of each elementary event that it encompassed [159]. The MACSE
underlying complex scoring scheme can be summarised as follows:

1. First, MACSE will define the scoring outcome of nucleotide alignments based on the amino
acid translation of each codon, therefore, the bonus/cost of one amino acid facing another
is defined by the amino acid substitution matrix that it employs;

2. In second, the cost of a stretch of n consecutive frame-preserving gaps (gaps that surge in
a number multiple of three) is defined by a gap stretch opening cost, and a gap extension
cost proportional to its length n;

3. Finally, the cost of a frameshift and a stop codon will depend, first, if they are located
within the interior or at the extremities of the sequence, and second, in the type of the
sequence they will appear (less reliable or reliable sequences).

In a greater level of detail, MACSE displays a set of manipulable parameters, each underlying
the bonus/cost of a given elementary event. Table 4.4 provides an in-depth description of each of
these.
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Table 4.4: In-depth description of the alignment elementary bonus/costs associated with the
scoring function employed by MACSE. The elementary costs for which the corresponding value
can differ between reliable and less reliable sequences are marked with *. Since the occurrence of
a stop codon in the last codon of a given coding sequence should not be penalised at all, the
terminal stop codon elementary cost represents the unique parameter that cannot be manipulable
by the user (equal to 0, tagged with a **).

MACSE elementary bonus/cost Description
Scoring matrix Amino acid substitution matrix used for punctuating matches/mismatches between amino acids
Gap opening Cost of internal frame-preserving gap opening (those between the first and last codon)
Terminal gap opening Cost of terminal frame-preserving gap opening (those before the first nucleotide and after the last one)
Gap extension Cost of internal frame-preserving gap extension (between the first and last codon)
Terminal gap extension Cost of terminal frame-preserving gap extension (those before the first nucleotide and after the last one)
Frameshift* Cost of an internal frameshift (those between the first and last codon)
Terminal frameshift* Cost of a terminal frameshift (those in the first and last codon)
Stop codon* Cost of a stop codon arising between the first and the last codon
Terminal stop codon** Cost of a stop codon arising at the last codon

As a consequence of such sophisticated alignment scoring function, the trickiest part underlying
a MACSE alignment, is, and according to the authors, in fact, to choose the final scoring
scheme to compute the optimal alignment that satisfies the user’s needs. Particularly, one of
the problems underlying common multiple sequence alignment (by common we are referring to
multiple alignment of functional coding sequences) is the selection of the relative costs of gap
opening and gap extensions with respect to amino acid substitution. Slightly changing these
costs will strongly impact the final result, and no efficient strategies until now have been found
to define an ideal cost for these parameters [200]. Furthermore, given that MACSE additionally
requires the selection of frameshift and stop codons associated costs, the final complexity level is
increased [159].

Fortunately, however, the authors provide a default scoring scheme, that, from their experience,
has proven to be suitable for the vast majority of cases [159]. MACSE allows for applying
different alignment elementary costs in two different types of sequences: reliable or less reliable
sequences. Reliable sequences are most likely functional, thus, should not present any premature
stop codon or frameshift mutation throughout the aligned sequence, therefore, by default, these
present higher costs for those events to occur. In contrast, less reliable sequences should comprise
the ones more prone to display frameshifts and/or premature stop codons across the alignment,
and, for this reason, these display associated lower elementary costs for the same events (Table
4.5).

These differences in alignment elementary costs proposed between these two types of sequences
will only affect parameters related with frameshift and stop codon elementary costs, whereas
the rewards and costs associated to amino acid alignment, costs related with gap opening and
gap extension are equal for both types of sequences. MACSE uses BLOSUM62 as the default
substitution matrix. The remaining alignment costs underlying each elementary event are
summarised at the Table 4.5.
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Table 4.5: Default values for MACSE alignment elementary costs for both types of sequences
(reliable and less reliable), exclusive to reliable and exclusive to less reliable sequences.

Common costs Gap opening Terminal gap opening Gap extension Terminal gap extension
—— 7 6.3 1 0.9

Reliable sequences Frameshift Terminal frameshift Stop codon Terminal stop codon
—– 30 10 50 0

Less reliable sequences Frameshift Terminal frameshift Stop codon Terminal stop codon
—– 17 10 10 0

Nonetheless, in some cases, using the MACSE default costs is not sufficient to achieve the
pretended alignment. Therefore, for some situations, it is useful for the user to adjust determined
elementary costs to turn an unexpected alignment into a more biologically meaningful one. For
instance, if a given alignment displays too many small (frame-preserving) gaps, the user might
want to try increasing the cost underlying the gap opening event (this would favour the alignment
with fewer but longer gaps). On the other hand, if the aligned sequences display unexpected
frameshifts ripping apart a more meaningful premature stop codon, the user might try to either
decrease the stop codon associated penalty or increase the frameshift associated costs.

4.3.2.2 Exploiting MACSE in PseudoChecker

The latest release of MACSE program, version 2.0, is distributed as an open source, Java
executable file [160]. For running a MACSE analysis, this only requires a set of arguments and
sequence input, being these, in detail, the scoring values attributed to all alignment elementary
events (followed during the optimal alignment computation, that, in case of omission, the default
values are applied), a FASTA file containing the reliable sequences and/or a file comprising less
reliable sequences in the same format. In this component of the pipeline, PseudoChecker exploits
MACSE by running it for performing a deterministic alignment between the predicted (viable
or not) coding sequence(s) at the previous step of the pipeline, the reference species’ candidate
gene’s CDS, and the optional predetermined inputted functional coding sequence(s) (if existing).

Prior to a given PseudoChecker analysis (and similarly to MACSE when used as a standalone
tool), PseudoChecker allows to manipulate each alignment elementary cost at its home page
(by default, it displays the default MACSE elementary alignment costs, strongly recommended
by us, since they have proven to be suitable for the majority of our early tests). Here, however
PseudoChecker fixes the genetic code (also manipulable in MACSE) to the standard genetic
code, the unique genetic code that is suitable for analysing nuclear mammalian protein-coding
genes’ coding sequences, also fixing the amino acid substitution matrix to the default one,
BLOSUM62, for which the (again, recommended by us to use) default elementary alignment
costs are optimised [159]. When the coding sequence prediction component of the pipeline
finishes executing, PseudoChecker automatically runs MACSE providing it as input the defined
MACSE similarity scoring scheme at PseudoChecker ’s home page, the reliable and/or less reliable
predicted coding sequences arising from the first step of the pipeline, the predetermined functional
coding sequence(s) (when existing, automatically assigned as (a) reliable sequence(s)), and the
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reference species’ gene’s coding sequence (also automatically assigned as a reliable sequence).

Importantly, this prior knowledge and compartmentalisation of the predicted coding sequences
in either reliable and less reliable sequences (see Section 4.3.1.1) have demonstrated us to aid
and improve, biologically speaking, the alignments produced by MACSE. However, this only
makes sense when (and as corroborated by MACSE default costs), for reliable sequences, the
gap and stop codon associated penalties are superior to the ones applied for the less reliable
sequences concerning the same events. For this reason, even though PseudoChecker does not
impede the opposite case from occurring, we strongly discourage applying lower gap and stop
codon associated penalties to reliable sequences when compared to less reliable sequences.

One should notice, however, that less reliable sequences might not end up constituting
pseudogenic sequences. First, because the frameshift gaps that arose during the corresponding
coding exon annotation at the previous component of the pipeline might collapse, now when
realigned with MACSE, that, as we have seen, takes into account the amino acid translation
while aligning nucleotide sequences, and second, because, in the case of the predicted coding
sequence, indeed, when aligned with MACSE, displaying frameshifts and/or in-frame premature
stop codons, if these are closely located to the 3’ end of the sequence, it might turn out not to
be problematic (see Section 4.4). In contrast, from our experience, reliable sequences are more
likely to, when introduced into MACSE alignment, in fact, to constitute viable coding sequences
(not pseudogenised).

Finally, PseudoChecker will internally redirect the output from MACSE, this is, as previously
mentioned, the resulting alignment in two different FASTA files, one at the nucleotide level, and
the other at the amino acid level, directly to the third, and final part of the pipeline: reporting
of the mutational evidence and PseudoIndex computation (Section 4.3.3). The summarised
approach in respect to this component of PseudoChecker ’s pipeline is depicted in Algorithm 3.

Algorithm 3: High level overview of the basic approach underlying the Alignment by
MACSE component of PseudoChecker ’s pipeline

Input: Reference species’ candidate gene’s coding sequence, Reliable and/or less reliable
predicted coding sequence(s) obtained from the first component of
PseudoChecker ’s pipeline, predetermined coding sequence(s) (if existing),
MACSE defined similarity scoring scheme at PseudoChecker ’s home page

Output: MACSE produced alignment
if at least one predetermined coding sequence exists then

foreach predetermined coding sequence in the entire available set do
assign it as a MACSE reliable sequence;

assign reference species’ CDS as a MACSE reliable sequence;
Execute_MACSE_Alignment(Reliable sequence(s), Less reliable sequence(s), MACSE
selected alignment costs);
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4.3.3 Report of the mutational evidence and PseudoIndex computation

In this component of its integrated pipeline, PseudoChecker directly analyses the output from the
two previous components of it for reporting detected mutational evidence. Taking into account
the information produced during the coding sequence prediction step, PseudoChecker reports,
for each target species, each lost exon and splice site disruptive mutations. As a disrupted 5’
(donor) splice site, we consider any deviation from the consensus GT/GC dinucleotide, and in its
turn, any alteration of the consensus AG dinucleotide for the acceptor splice site (3’ splice site)
is assumed as its disruption.

Next, the output from the MACSE alignment is scrutinised and, again, for each target species,
within the corresponding aligned predicted coding sequence, detected deleterious mutations
that include in-frame premature stop codons and frameshift mutations relative to the reference
species’ aligned CDS are recognised. Particularly, per target species underlying a predicted
full coding sequence, besides each detected mutation being annotated, and its position in the
alignment being reported, the corresponding predicted coding exon for which where it occurs
is also disclosed. Species comprising partial coding sequences are excluded from this feature
(see Limitations, Section 4.6). Finally, taking into account the presence and level of mutational
evidence, a PseudoIndex is computed and attributed at the same species.

At the main results page, PseudoChecker visually reports the produced MACSE alignment by
combining both two MACSE outputted alignments (one at the nucleotide level, and the other at
the amino acid level) in a single, and more intuitive alignment (Figure 4.6).

Figure 4.6: Illustrative example of a MACSE alignment displayed by PseudoChecker comprising
5 simulated sequences, each underlying a simulated species.

For a convenient visualisation, the reference species’ CDS aligned sequence is always shown
at the top, and the alignment is colour graded according to the codon structure represented on
it. Therefore, each set of three nucleotides adjacent to one another is represented with different
background colours. At the nucleotide level, (frame-preserving) gaps are represented by a codon ’-
- -’ underlying a white background. At the amino acid level, in contrast, no special representation
is applied. Regarding frameshift mutations, at the nucleotide level, these are represented by a
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partial codon underlying one or two exclamation marks, each highlighted in orange, and at the
amino acid level, no representation is used. For in-frame stop codons, relatively to the nucleotide
level, these are represented in red font and white background colour and, at the amino acid level,
these are represented by a *, also in red font. Finally, if a given amino acid is different relative
to the reference species’ one at the same alignment position, the first is represented with a grey
background colour (Figure 4.6).

As we have mentioned when introducing MACSE, exclamation marks arise within (partial)
codons that underlie frameshift mutations for preserving the structure of the reading frame.
These partial codons arise in different forms, being ’!!N’, ’!N!’ or ’N!!’, with ’N’ corresponding to
any of the 4 DNA nucleotide bases. Importantly, when considered isolated, each will pinpoint
different interpretations. For instance, a partial codon represented by a ’!!N’, ’!N!’ or ’!!N’ can
either represent the deletion of two nucleotides or a single nucleotide insertion. However, since
frameshift mutations are being inferred relative to the reference species’ candidate gene’s CDS,
the mutational interpretation underlying each partial codon must be made according to the
reference species’ codon observed at the same alignment site.

First, if at the reference species’ candidate gene’s coding sequence, a given codon is represented
by ’NNN’, where N represents any of the 4 DNA nucleotide bases, and at a given target species
corresponding sequence the observed codon at the same alignment site is represented by a partial
codon containing at least one ’!’, this partial codon should be understood as underlying frameshift
deletions, wherein each exclamation mark represents a single nucleotide deletion. In contrast, if
a given codon at the reference species’ sequence corresponds to a set of three gaps ’- - -’, and the
corresponding codon of a given species aligning at the same site is, represented by a ’!!N’, ’!NN’,
’N!!’, ’NN!’ or ’!N!’, this will represent an insertion of the ’N’ nucleotide base, for which the N
corresponds to any of the 4 DNA nucleotide bases.

Indeed, this rationale underlying partial codons interpretation must be taken into consideration
by the user when observing the alignment, being directly incorporated into PseudoChecker ’s
logical core, as it will be further assumed during PseudoIndex computation (see Section 4.4).

Importantly, not every MACSE produced alignment is viable for running a PseudoChecker
analysis. Even though, from our experience, such event is unlikely to occur, since the produced
alignment depends on the selected MACSE similarity scoring scheme at PseudoChecker ’s home
page, inadequate choices regarding the same scoring scheme for the in-study sequence dataset
might lead to the appearance of frameshift mutations and/or premature stop codons at the
reference species’ CDS and/or at inputted predetermined coding sequences (if existing). As these
sequences are supposed to be functional, therefore, not presenting any frameshift or premature
stop codon arising within their aligned sequences, PseudoChecker automatically rejects any
analysis concealing these erroneous situations, consequently interrupting the analysis from that
point (Figure 4.7).
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Figure 4.7: Illustrative example of a MACSE alignment not accepted by PseudoChecker.
Partial codons arise within the simulated reference species’ aligned sequence. PseudoChecker
automatically rejects the analysis from this point.

A high level overview of the basic approach underlying this third and final component of
PseudoChecker ’s pipeline is depicted in Algorithm 4.

Algorithm 4: High level overview of the basic approach underlying the third and final
component of PseudoChecker ’s pipeline

Input: Information saved in memory regarding the first component of PseudoChecker ’s
pipeline, MACSE alignment produced during the previous component of
PseudoChecker ’s pipeline

Output: Report of mutational evidence and PseudoIndex assignment per target species
foreach aligned sequence in MACSE alignment do

if aligned sequence corresponds to the reference species’ CDS or to a predetermined
coding sequence then

if premature stop codon or frameshift mutation arises in it then
interrupt the analysis;

else
if aligned sequence corresponds a full predicted coding sequence then

if premature stop codon or frameshift mutation arises in it then
report for the corresponding species the position of the mutation within the
MACSE alignment and the corresponding exon for which where it occurs;

foreach species in target species do
if displays lost exons and/or disrupted splice sites then

report them;

compute PseudoIndex;
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4.4 PseudoIndex

Accurately measuring the level of pseudogenisation of a given poses several challenges. For
instance, issues related to alignments, evolutionary changes in the exon-intron structures of
conserved genes, including splice site shifts over evolution, lineage-specific exons and precise intron
deletions, all mimic inactivating mutations in genes that, in fact, are functional. Additionally,
even real mutations might not indicate gene loss, for example, when a given frameshift indel
arises but is further downstream compensated by another one that restores the original reading
frame, or when such frameshifts and/or premature stop codons arise close to the sequence region
encoding the C-terminus of the resulting protein, which is under less evolutionary constraint
[172].

Taking into account all these factors while manually screening a given predicted gene might turn
out to constitute a confusing and consuming task. Therefore, for overcoming this challenge, we
have built into PseudoChecker the PseudoIndex, a user assistant metric that intends to measure
at a glance the erosion state of a given gene at a given species by inspecting the presence and
levels of its mutational evidence. Importantly, since the user will have the ultimate interpretation
of the level of mutational evidence, therefore, the classification of the in-study gene in a given
species as coding or pseudogenised, this should not be seen as the ultimate verdict underlying its
coding status, but rather as a metric that takes into account multivariate factors aiding for the
accurate classification.

Explicitly, for each target species, PseudoIndex takes into account three different components:
the absent exonic content component, that takes into account the percentage of exonic content
present at the reference species’ gene that does not positively align at its genomic sequence;
the shifted codons component, that takes into account the percentage of codons that are read
out of the original reading frame; and the truncated sequence component, that measures the
percentage of the target species’ gene’s sequence that is not translated into protein, preceded by
the presence of a premature stop codon.

Here, however, since these shift during evolution, and even though we report their disruption at
PseudoChecker ’s main results page, we do not take into account splice site abolishing mutations.
Such splice sites shifts likely happen when a new (and alternative) splice site arises within an exon
and the previous one is mutated. This implies that, in these cases, although a given reference
species’ exon positively aligns at a given target species’ genomic sequence, and the adjacent
dinucleotides to the resulting predicted coding exon are indeed orthologous to the reference
species’ ones, these do not function as splice sites anymore [171].

From this, the main issue associated with this factor lies in distinguishing real splice site
mutations from splice site shifts over evolution [171]. Given this motive, and even though
we make all efforts for finding exon alignments yielding predicted exons displaying adjacent
conserved splice sites (namely within the best-fit scoring scheme from the first step of the pipeline),
intending to maintain misclassification rate at low values, we decided to not penalise this event
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at all. Additionally, since, and as we have already seen in Chapter 2, that real lost genes usually
present other mutational events besides splice site disruptive mutations, we consider this to be a
reasonable and non-problematic decision. As a consequence of this outright non-penalisation of
(hypothetical) splice site abolishing mutations, the real loss of splice site pairs (GT/GC-AG) that
results from precise intron deletions (common in rodents [36]) is also automatically not penalised.

The PseudoIndex attributed value for each in-study target species varies on a discrete scale
from 0 to 5, with a PseudoIndex of 0 suggesting the full functionality of the candidate analysed
gene and a PseudoIndex of 5 indicating its full erosion. Concretely, for a given target species, a
PseudoIndex of 0 indicates that it presents an intact, or almost intact version of the in-study
gene, and a PseudoIndex of 1 and 2 indicates that, although the predicted gene has shown some
mutational evidence, this likely does not affect the final protein product. A PseudoIndex of 3,
importantly, indicates a doubtful case, for which the coding status of the corresponding gene
should be manually inspected. Finally, a PseudoIndex equal to 4 or 5 suggests the loss of the
in-study gene.

Each of the three above-mentioned components of PseudoIndex will yield a sub-PseudoIndex,
this is, a representation of the mutational evidence underlying each analysed component. Then,
the final PseudoIndex value attributed to each target species within an analysis will correspond
to the highest value amongst those computed sub-PseudoIndex.

In fact, setting the final PseudoIndex value as the highest value amongst the three computed
sub-PseudoIndex is the factor that makes PseudoIndex taking into account all the mentioned
factors. For instance, if a given predicted gene does not display any premature stop codon or
frameshift mutations, yet presents over 90% of missing exonic content, the corresponding species’
attributed PseudoIndex will always be 5, therefore, suggesting its loss in the same species. On
the other hand, for a given species, if the corresponding predicted gene’s coding sequence is
composed by the totality of the reference species’ orthologous coding exons, does not display
any premature stop codon, but displays single or multiple frameshifts mutations that lead to a
massive percentage value of codons read out of frame, its assigned PseudoIndex value will equally
going to be 5.

Indeed, due to this approach, more complex cases are capable of accurately being addressed, for
instance: 1) wherein a given target species, the corresponding predicted coding sequence does not
display any frameshift mutations or premature stop codons, but a given coding exon is lost, even
tough for which, isolated, its weight over the total in-study gene is not sufficient to be considered
as strong gene loss evidence, but since its absence leads to the disruption of the reading frame,
shifting the frame over a large content of the predicted sequence, a high PseudoIndex value is
attributed to the same species; 2) or, for the opposite case, when there are no premature stop
codons or frameshift mutations arising in a given predicted coding sequence, and given coding
exon is missing, but since its absence does not lead to the disruption of the reading frame, and
since it displays a minimum weight over the entire in-study gene, this combination of mutational
events likely yields a low assigned PseudoIndex value to the affected species.
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4.4.1 Absent exonic content component

In this component of PseudoIndex, PseudoChecker measures the harmful impact that the absence
of single or multiple coding exons displays on the annotated gene at a given target species. For
accomplishing this, PseudoChecker starts by computing the weight that each coding exon has
at the reference species’ gene by dividing its nucleotide length over the entire reference species’
coding sequence length. Then, the percentage of absent exonic content is the result of the sum
of this computed ratio for each absent exon, multiplied by 100.

Different obtained values will yield different sub-PseudoIndex values. Table 4.6 establishes
the correspondence between each percentage value of absent exonic content and the returned
sub-PseudoIndex for this component of PseudoIndex.

Table 4.6: Relation of the percentage value of absent exonic content with the attributed sub-
PseudoIndex for the absent exonic content component of PseudoIndex.

Absent exonic content (%) sub-PseudoIndex
≤ 10 0
> 10 and ≤ 15 1
> 15 and ≤ 20 2
> 20 and ≤ 25 3
> 25 and ≤ 30 4
> 30 5

4.4.2 Shifted codons component

Within this component of PseudoIndex, PseudoChecker measures the impact that frameshift
mutations have on the in-study predicted gene’s coding sequence at a given target species.
Here, our approach takes into account isolated frameshifts, in other words, a single frameshift
that occurs within a given sequence, multiple frameshifts that do not compensate each other,
compensatory frameshifts, that, as we have previously mentioned, restore the original status of
the reading frame by compensating each other, and reading frame disruptive effects caused by
the absence of a single or multiple exons.

To accomplish this, this PseudoIndex’s component initially calculates the percentage of shifted
codons that a given sequence displays. PseudoChecker starts by counting the codons that are
read out of the original reading frame (gapped codons, read as ’- - -’ are not considered) from
the 5’ end to the 3’ end of the sequence, then, divides the obtained number by the number
of total codons within the sequence, and further multiplies it by 100 (gapped codons are not,
once again, considered). However, this value is only calculated within the sequence portion that
initiates at the first observed in-frame start codon and ends in the last available codon. Different
values obtained for this ratio will, similarly to the previous component of PseudoIndex, result in
different computed preliminary sub-PseudoIndex values (Table 4.7).
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Table 4.7: Relation underlying the percentage value of shifted codons with the attributed
preliminary sub-PseudoIndex for the shifted codons component of PseudoIndex.

Shifted codons (%) Preliminary sub-PseudoIndex
≤ 10 0
> 10 and ≤ 15 1
> 15 and ≤ 20 2
> 20 and ≤ 25 3
> 25 and ≤ 30 4
> 30 5

This rationale lies in the possibility of frameshift mutations arising upstream of the first start
codon not corresponding to real mutations. In common cases, the first codon of a predicted
coding sequence will correspond to a start codon, however, in the eventuality of such event do not
occur, since the first existent downstream start codon should not be dismissed as the hypothetical
real start codon at the sequence of the species in question, for these cases, frameshifts that occur
upstream of it should be less penalised than frameshifts arising downstream of the first observed
start codon. Yet, if at least one frameshift mutation arises upstream of the first observable
start codon within a given species’ predicted coding sequence, its minimum value underlying
the computed sub-PseudoIndex for this component will always be equal to 3. Then, the final
sub-PseudoIndex value obtained for this component of PseudoIndex will constitute the highest
value between 3 and the preliminary sub-PseudoIndex that resulted from the previously computed
percentage of shifted codons (Table 4.7).

In contrast, in the absence of frameshift mutations arising upstream of the first in-frame start
codon, the computed sub-PseudoIndex value will solely be dependent on the value computed for
the preliminary sub-PseudoIndex (Table 4.7). Finally, for the cases where none start codons are
detected within a sequence of a given species, therefore, not being possible to distinguish between
likely real frameshifts, from less likely real frameshifts, its attributed sub-PseudoIndex for this
component of PseudoIndex corresponds to 3. Figure 4.8 displays several illustrative examples
of frameshift mutational events that will produce different computed sub-PseudoIndex values
regarding the present component of PseudoIndex.

Figure 4.8: Illustrative example of several different frameshift mutational events observable
within a MACSE alignment regarding a simulated PseudoChecker analysis.
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According to the mutational evidence unveiled in Figure 4.8, Species 1 displays, for this
component of PseudoIndex, a sub-PseudoIndex equal to 3, as the unique 2-nucleotide frameshift
insertion that the corresponding simulated sequence displays, arises upstream to the first (maybe
alternative and real) observable start codon. Opposing, Species 3 displays a sub-PseudoIndex
equal to 5 since the unique frameshift deletion that the corresponding predicted coding sequence
displays leads to a large percentage value of shifted codons. In its turn, Species 4, even though
displaying two compensatory frameshifts underlying its simulated sequence (a single nucleotide
insertion followed by a downstream deletion of 1 nucleotide), also displays a sub-PseudoIndex
equal to 5 since the percentage value of shifted codons is still greater than 30%. Finally, Species
2 displays a sub-PseudoIndex of 0 since its simulated sequence does not display any frameshift
mutational event.

Since all these simulated species and corresponding simulated sequences present no other
mutational evidence besides frameshift mutations (excepting for Species 2 that does not present
any mutational evidence at all), the attributed (general) PseudoIndex value will always correspond
to the same value returned when computing the sub-PseudoIndex one for underlying the shifted
codons component of PseudoIndex.

4.4.3 Truncated sequence component

Finally, this last component of PseudoIndex takes into account the percentage of truncated
sequence that each species corresponding sequence displays. This is defined as the number of
non-gapped codons that are not translated into protein (following either an in-frame premature
stop codon, or an out-of-frame premature stop codon biologically translated as a real stop codon,
as a consequence of an upstream disruption of the reading frame) further divided by the number
of codons within the sequence, multiplied by 100.

Similarly to the rationale underlying the previously explored component of PseudoIndex,
however, this ratio is only calculated within the sequence portion that initiates at the first
observable in-frame start codon, ending in the last available codon. Different values obtained for
this metric will also yield different preliminary sub-PseudoIndex values (Table 4.8).

Table 4.8: Relation underlying the percentage value of truncated sequence with the attributed
preliminary sub-PseudoIndex for the truncated sequence component of PseudoIndex.

Truncated sequence (%) Preliminary sub-PseudoIndex
≤ 10 0
> 10 and ≤ 15 1
> 15 and ≤ 20 2
> 20 and ≤ 25 3
> 25 and ≤ 30 4
> 30 5
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This is imposed since we should not exclude the hypothesis that the first downstream observable
start codon relative to the first codon within a given species’ predicted coding sequence, constitutes,
in fact, the real start codon in it. Therefore, if this, in fact, biologically constitutes the real start
codon in the sequence in question, any premature stop codon that arises upstream of it should
not lead to deleterious effects at the protein level.

Nevertheless, if an in-frame or out-of-frame premature start codon (that is translated as an
effective stop codon due to the upstream disruption of the original reading frame) arises prior to
the first observed start codon of the in-analysis sequence, the minimum corresponding species
assigned sub-PseudoIndex value for this component of PseudoIndex will be equal to 3. As a
consequence, the final attributed sub-PseudoIndex to the affected species will be defined by the
maximum value between 3 and the one defined by the preliminary sub-PseudoIndex, that relates
the interval of where the percentage of truncated sequence lies with the assigned value (Table
4.8).

In contrast, the sub-PseudoIndex value attributed to a given species will only depend on the
percentage of truncated sequence, if its sequence displays no premature stop codons arising
upstream of the first observed start codon. Finally, for the cases where no start codons are found at
a given species’ sequence, therefore, being difficult to distinguishing between likely real premature
stop codons from less likely real ones, for the same species, the assigned sub-PseudoIndex
concerning this PseudoIndex’s component will be equal to 3.

Figure 4.9 displays several illustrative examples of different mutational events concerning the
appearance of premature stop codons, respectively yielding different sub-PseudoIndex outcomes
for the present component of PseudoIndex.

Figure 4.9: Illustrative example of several mutational events concerning the presence of premature
stop codons observable within a MACSE alignment underlying a simulated PseudoChecker
analysis.

Taking into account the mutational evidence depicted in Figure 4.9, Species 1 displays a sub-
PseudoIndex equal to 0 since there aren’t present any premature stop codons at the corresponding
simulated sequence. Species 2, in its turn, displays a sub-PseudoIndex of 3 since the immediately
downstream adjacent start codon to the observable stop codon likely constitutes the real start
codon at its sequence. Finally, Species 3 displays a sub-PseudoIndex equal to 5 since the
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percentage of truncated sequence surpasses 30%.

Similarly to the previously analysed component of PseudoIndex, since no other mutational
evidence besides the presence of premature stop codons are present in the simulated sequences of
these simulated species (except for Species 1 that doesn’t display mutational evidence at all), the
assigned (global) PseudoIndex value for each of them is equal to the attributed one concerning
the sub-PseudoIndex value for the truncated sequence component of PseudoIndex.

4.5 Illustrative examples of analyses ran with PseudoChecker

As proof of concept, throughout this section, we will now explore PseudoChecker as a whole,
daily use, standalone tool. In a first approach, we will run a simulated analysis to introduce
PseudoChecker ’s front-end system and next, we will put PseudoChecker ’s to practise by analysing
two different real test cases, each involving the inference of the coding status of a selected gene
in a set of target mammalian species.

4.5.1 Running a PseudoChecker analysis

As already reported in Section 4.2, PseudoChecker ’s front-end system includes a home page
required for inputting biological data into analysis, as well as to choose the different available
parameters concerning the different components of the pipeline (Figure 4.10). In detail, this
home page is divided into 4 different sections:

• On the top left, one dedicated for inputting the sequences underlying the reference species’
candidate gene’s coding exon(s), coding sequence (CDS), each target species’ genomic
sequence and predetermined coding sequences (if existing);

• Other for briefly resuming PseudoChecker ’s pipeline and for providing the instructions
required for correctly conducting an analysis (on the top right);

• A specialised section for the selection of the parameters related to the name to be attributed
to the analysis, the coding prediction step of the pipeline, the similarity scoring schemes to
be applied during the same process, the activation of automatic trimming of untranslated
regions (UTRs) and selection of the minimum exon alignment identity percentage value
(bottom right);

• Finally, a, by default, hidden section, responsible for providing more complex parameters,
being these the manipulable MACSE alignment elementary costs, and the optional extension
of the reference species’ 3’ coding exon or single coding exon alignment for searching a
downstream (if missing in the original alignment) final stop codon (bottom left).
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Figure 4.10: Overview of PseudoChecker ’s home page. The home page displays 4 sections:
biological data input (top left), selection of the name of the analysis and coding sequence
prediction step associated parameters (bottom right), a brief explanation of the pipeline and
instructions for running a PseudoChecker’s analysis (top right), and finally, a (hidden by default,
here activated) section underlying the selection of advanced parameters (bottom left section), for
which, this is accessible by clicking at the button ’More options’.
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For this demonstration purpose, and as depicted in Figure 4.10, we simulated a candidate gene,
the corresponding reference species’ exonic sequences and its complete coding sequence (CDS).
As for the simulated 9 target species, we simulated, for each of these, the corresponding genomic
sequence, for which the header corresponded exactly to the name of the simulated species itself
(Species_1 to Species_9). Note that, even though we do not impose any restriction regarding
the header name of each target species’ genomic sequence, for turning the analysis more intuitive,
its name should correspond to the actual name of the species. Underlying the coding sequence
prediction step of the analysis, no UTR trimming was performed, the best-fit similarity scoring
scheme was selected, the minimum exon alignment identity percentage value, as well as the
MACSE alignment elementary costs were left with the default values and we dismissed the
optional 3’ coding exon alignment extension for searching a (if missing in the original alignment)
downstream final stop codon. Finally, as job title, we named the analysis as Test_case _1, and
no predetermined coding sequences were included in it (Figure 4.10).

Once the biological data is inputted and parameter selection is completed, a PseudoChecker ana-
lysis initiates by clicking at the button ’Run analysis’ (Figure 4.10). Once it ends, PseudoChecker
automatically redirects the user to the PseudoChecker ’s main results page (Figure 4.11), with this
constituting a structured page, purposely divided into a set of HTML frames, each responsible
for providing specific information produced during a given analysis:

• Alignment visualisation: This HTML frame is responsible for providing the MACSE
produced alignment during the second component of PseudoChecker ’s pipeline (top left);

• Mutational evidence: This, per target species underlying a predicted full coding sequence,
and per corresponding predicted coding exon, reports each eventual recognised mutational
event retrieved from the MACSE alignment (frameshift mutations and in-frame premature
stop codons, top right HTML frame);

• PseudoIndex report: This HTML frame, in turn, displays, for each target species, the
corresponding assigned PseudoIndex during the analysis. For the cases where multiple
species display the same PseudoIndex value, these are grouped (centre right);

• Coding sequence prediction statistics: This frame presents, per target species, the statistics
computed in the first step of PseudoChecker ’s pipeline for the corresponding predicted
coding sequence, including the splice integrity level (bottom right HTML frame);

• Additional information: Responsible for reporting lost exons per target species, information
related with the MACSE alignment, the predicted coding sequences that were assigned
as reliable or less reliable, the selected similarity scoring scheme concerning the coding
sequence prediction step of the analysis, the existence (or not) of included predetermined
coding sequences, and, finally, displays the time elapsed during analysis’ execution (centre
left);

• Exporting data and MACSE alignment costs: this HTML frame provides a series of buttons
able to exporting the produced data during analysis (MACSE alignment, predicted coding
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sequences at the nucleotide and amino acid level, log of the analysis) and to display (in an
hidden by default HTML frame) the selected MACSE alignment elementary costs prior to
the analysis’ execution (bottom left).

Figure 4.11: PseudoChecker ’s main results page underlying the demonstrative simulated analysis.

According to the executed analysis (Figure 4.11), PseudoChecker inferred the presence of a
conserved in-frame premature stop codon between the predicted coding sequences of Species 3
and 8, as well as a non-conserved in-frame premature stop codon arising in the predicted coding
sequence of Species 5 (according to the MACSE alignment, top left HTML frame). Relatively to
Species 2 and 7, a conserved two-nucleotide deletion (position 47 within the alignment) was also
detected. All of these detected mutations are reported into the mutational evidence frame, and
the corresponding affected coding exon is also provided (top right).

At PseudoIndex report’s frame, since no gene inactivating mutations were found for the Species
1,4 and 9, these are the ones presenting a totally viable coding sequence for the tested simulated
gene, hence, revealing a PseudoIndex of 0. Per target species, the coding sequence prediction
statistics are depicted in a scrollable HTML frame (bottom right), and the full coding sequence
prediction report for each of them is available by clicking at the button ’Prediction Report’ (this
is only available for in-study genes comprising more than a single coding exon) (Figure 4.11).

The additional information section unveils a high conservation level of the aligned coding
sequences relative to the reference species’ one (92.59% of amino acid alignment identity), displays
the number of conserved amino acid identical sites across species within the alignment (41), the
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selected similarity scoring scheme for the coding sequence prediction step, the corresponding
headers of the inputted target species’ simulated genomic sequences assigned as reliable or less
reliable, and finally, the time elapsed during analysis (1.03 seconds). Below, 4 buttons are
available for exporting the produced data during the analysis, and an additional one reveals in a
(hidden by default) HTML frame, the MACSE alignment elementary costs selected prior to the
analysis execution, for which, in this case, this is activated (Figure 4.11).

The accessible prediction report page via PseudoChecker ’s main results page underlying each
target species’ coding sequence, visually displays the result of each reference species’ coding exon
alignment against the corresponding target species’ genomic sequence occurred during the first
step of the pipeline. The adjacent (viable or not) splice sites of each predicted exon are also
represented, differentially coloured whether conserved or not (Figure 4.12).

The alignment identity of each exon alignment, the position of the target species’ genomic region
at where the alignment starts and ends is also displayed. At the right, the same overall coding
sequence prediction statistics displayed in PseudoChecker ’s main results page, however, with
two additional metrics, namely the predicted coding sequence’s percentage of guanine-cytosine
content (GC-Content) and length (in base pairs) are presented. Finally, two available buttons
are also provided, one for exporting the predicted coding sequence at the nucleotide level and
the other at the amino acid level (FASTA format) (Figure 4.12).

Figure 4.12: PseudoChecker ’s coding sequence prediction report for simulated Species 1. Each
exon alignment displays, at the bottom, the aligned sequence of the reference species’ coding
exon, and, at the top, the aligning portion of the corresponding target species’ genomic sequence.
Adjacent splice sites are separated from the exonic predicted sequence by a ’|’, and below,
the alignment identity and alignment coordinates at the target species’ genomic sequence are
represented. General coding sequence prediction statistics are represented at the right, and the
buttons below allow for exporting the predicted coding sequence at nucleotide and amino acid
levels (button at the top, and bottom, respectively).



4.5. Illustrative examples of analyses ran with PseudoChecker 69

4.5.2 PseudoChecker confirms the functionality of TP53 gene across mam-
mals

The TP53 gene (also known as P53 gene) is widely studied by cancer biologists since it first
emerged in the late 1970s as a character in cancer discourse. Currently, it is known that it plays
a pivotal role as a tumour suppression agent, and displays over 80 000 related publications to
date, being believed to be highly pervasive across the mammalian phylogeny [102, 130]. Given its
importance for organisms as a constraint against tumour growth, and since there are no reports
of TP53 loss over any species of this group, this constitutes an interesting test case regarding
gene functionality to be addressed by PseudoChecker.

Here, we applied PseudoChecker for confirming the functionality of this gene in several
mammals. We set human as the reference species and downloaded from the NCBI Gene database
the corresponding TP53 longest isoform’s coding exons and coding sequence. As target species,
a total of 16 randomly selected mammalian species and the corresponding genomic sequences
underlying an already existent TP53 gene annotation, again, available at NCBI Gene database,
were directly collected and imported into PseudoChecker. Finally, for the coding sequence
prediction step, we opted for the best-fit similarity scoring scheme and, since we, as in-study
target species, incorporated somewhat divergent species from human, we set the minimum exon
alignment identity to 50%. All the remaining parameters were left with the default values.

Figure 4.13: PseudoChecker ’s main results page underlying the TP53 gene test case.
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As expected, concerning the analysis outcome, and although there are some less conserved
blocks across the alignment, PseudoChecker didn’t recognise any gene inactivating mutation in
any target species, therefore assigning, for each of them, a PseudoIndex equal to 0, confirming
the functionality of the TP53 gene in all the tested lineages (Figure 4.13).

4.5.3 PseudoChecker corroborates the convergent loss of PON1 gene in
several marine mammals

An interesting case of convergent gene loss concerns the Paraoxonase 1 (PON1 ) gene. This
gene is responsible for encoding a bloodstream enzyme that reduces the oxidative damage over
lipids in low- and high-density lipoprotein particle content, that, as a consequence, culminates
in preventing atherosclerotic plaque formation. Notably, this gene presents genetic lesions in
cetaceans, in pinniped and sirenian lineages, being, notwithstanding, intact in all terrestrial
mammals. This convergent loss event is likely explained by parallel mechanistic shifts in marine
mammals ancestors’ lipid metabolism and/or bloodstream oxidative environment that discarded
the necessity of keeping a viable PON1 gene [127].

Interestingly, however, the loss of PON1 original function led to the inactivation of a self-defence
mechanism within the affected lineages when confronted by specific man-made organophosphorus
compounds, implying potential risks for those species habiting in modern environments [127].

From this, in this illustrative example of PseudoChecker in action, we aimed to re-confirm the
iconic loss of PON1 gene in the scrutinised marine mammals at the original published study
[127]. To accomplish this, we inspected all affected lineages with PON1 gene annotation available
at the Gene database from NCBI and incorporated into PseudoChecker the underlying PON1
annotated genomic sequences. As reference species, and similarly to the previous illustrative
case, we used human, and, from the same database, we retrieved the corresponding coding exons
and coding sequence of the longest annotated PON1 gene isoform.

Furthermore, for depicting the capability of PseudoChecker distinguishing functional from
lost genes, we also included the unique marine mammal with PON1 gene annotation at NCBI
that was proven to not contain any disrupting mutation for the same gene, Odobenus rosmarus
divergens, the Pacific walrus.

Finally, for demonstrative purposes of the ability of PseudoChecker including external functional
gene datasets into a given analysis, we also inputted as predetermined coding sequences, the
longest annotated isoform of PON1 gene of 5 different randomly selected terrestrial mammals:
Bos taurus (cattle), Sus scrofa (pig), M. musculus (house mouse), Ovis aries (sheep) and Felis
catus (domestic cat).

The best-fit similarity scoring scheme was selected, the minimum exon alignment identity was
set to 50%, the MACSE alignment elementary costs were left with the default values and no
optional automatic extension of the 3’ coding exon was requested. The conducted PseudoChecker
analysis’s results are depicted in Figure 4.14.
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Figure 4.14: PseudoChecker ’s main results page underlying the PON1 gene test case.

As expected, looking at the results (Figure 4.14), the Pacific walrus is the only species displaying
a PseudoIndex of 0, while all the others, since display an inactivated version of PON1 gene,
display a PseudoIndex equal to 5.

Remarkably, the trans-species conserved mutations observed in the alignment suggest that an
ancestral PON1 inactivation event occurred in their common ancestor, particularly, the conserved
single nucleotide deletion across Lipotes vexillifer (Yangtze River dolphin), Physeter catodon
(Sperm whale), Balaenoptera acutorostrata (Minke whale) and Tursiops truncatus (common
bottlenose dolphin) suggests that the PON1 gene inactivation occurred prior to the cetacean
radiation.

In contrast, PON1 loss across non-cetacean closely related marine mammals is supported in our
analysis by the non-conserved loss-of-function mutations detected within the predicted sequences
of Trichechus manatus latirostris, the Florida manatee, Leptonychotes weddellii (Weddell seal),
and Neomonachus schauinslandi (Hawaiian monk seal).

Finally, the inputted predetermined (functional) coding sequences (mentioned in the additional
information section), automatically included in the alignment, as one would expect, do not
present any deleterious mutation (Figure 4.14).
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4.6 Limitations

Even tough PseudoChecker displays several advantages over the few existing methods, it still
presents two pitfalls. First, PseudoChecker is only able to declare identified frameshift mutations
and premature stop codons for predicted full coding sequences, being predicted partial coding
sequences excluded from this feature (those presenting the loss/absence of at least one in-study
gene’s reference species’ coding exon).

This happens since, as we have mentioned, MACSE will automatically impose exclamation
marks (!) in the most appropriate alignment location for maintaining the original structure of
the reading frame (following a given similarity scoring scheme). However, when such single or
multiple exons are missing, if their absence results into the disruption of the reading frame within
a given partial coding sequence, it is, from our experience, very likely that, aiming to compensate
the same reading frame’s disruption, exclamation marks will arise adjacently to the neighbouring
exons of the missing ones (Figure 4.15).

Figure 4.15: Illustrative example of a PseudoChecker simulated analysis underlying a MACSE
alignment comprising sequences with their reading frame disrupted by the absence of exons. Notice
that the exclamation marks arising within Species 1 and 2 corresponding aligned sequences do not
correspond to biological nucleotide deletions, but are rather the result of MACSE adjustments for
maintaining the original structure of their reading frame, after being disrupted by the respective
simulated loss of (adjacent) coding exons.

Importantly, this constitutes an issue since it might be difficult for the user to distinguish
between real biological mutations from alignment adjustments produced by MACSE aiming to
preserve the structure of the reading frame.

Moreover, a greater problem occurs when dealing with high gene erosion in a given target species.
For these cases, during the MACSE alignment step, it is possible that nucleotide bases that
should be aligning at the orthologous ones, erroneously align at non-orthologous bases, leading
to a non-accurate inference of the location underlying both recognised frameshift mutations and
stop codons (Figure 4.16). Given these both factors, we decided to exclude predicted partial
coding sequences from the feature underlying the reporting of mutational evidence.
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Figure 4.16: Illustrative example of a PseudoChecker simulated analysis underlying a MACSE
alignment presenting erroneously aligning regions mediated by the agressive loss of coding exons.
Even though the predicted coding sequence underlying Species 2 is, in fact, accurately aligning
at the orthologous region of the reference species’ one, however, the predicted coding sequence
for Species 1 is erroneously aligning at the 5’ end of the reference species’ one, whereas it should
be aligning at the 3’ end region of it, the truly orthologous sequence region to one another.

Finally, the second limitation of our approach, in its turn, lies in the inability of, similarly to
the gene annotation-based and whole-genome alignment-based gene loss inference approaches
(see Section 3.2), validating annotated mutations with unassembled sequencing reads obtained
from either genomic and transcriptomics projects from the respective affected species.

However, this is not problematic since the real power of PseudoChecker comes when analysing
inactivation occurrences of a given gene in multiple closely related target species. By doing so,
frameshift mutations and/or premature stop codons conserved in at least two closely related
lineages automatically reduce the likeliness of the observed mutational evidence being the result
of sequencing and/or genome assembly artefacts, supporting instead, that these are the result of
actual real biological mutations [172].





Chapter 5

PseudoChecker’s performance evalu-
ation

5.1 Experimental design

For testing the classification performance of our approach, we applied it directly to both ground
truth cases of published lost genes in mammals and presumably functional genes across Mammalia,
independently. For the first case, we scrutinised recently published studies of mammalian gene
loss occurrences, the afflicted lineages, and confronted PseudoChecker with a total of 30 lost
genes. In contrast, for the latter case, PseudoChecker was applied to a set of 30 presumably
functional genes across the mammalian lineage, with these being determined according to the
following pre-established criteria.

In the assumption that highly expressed protein-coding genes are less prone to suffer deleterious
mutations [5], therefore being lost by mutational inactivation, first, we scrutinised The Human
Protein Atlas1 database for recovering 30 highly expressed genes: 15 retrieved from 15 randomly
selected tissues with available expression data, the tissue-specific atlas, and other 15 collected from
the cell-specific atlas, a sub-database that contains expression information for different human
cellular compartments. To concretely establish the functional protein-coding gene repertoire
applied to PseudoChecker, we imposed two filters to ensure the orthology and viability of each
selected gene across Mammalia. For each of the selected tissue or cellular compartment samples,
the most expressed gene: 1) was assessed to be annotated in at least one belonging species per
each 19 out of 20 orders of mammals (according to the latest mammalian classification [21])
with available and annotated genomes at NCBI; 2) and should not be published as lost in any
mammalian lineage. If both of these conditions were verified, then the correspondent gene was
included in the repertoire of tested functional genes. If not, the subsequent most expressed genes
from the same inspected sample were screened until being found a given one obeying to both
conditions, therefore, being included into the same final catalogue.

1www.proteinatlas.org

75



76 Chapter 5. PseudoChecker’s performance evaluation

For each of the 60 tested genes, and for each of the three similarity scoring schemes provided
by PseudoChecker underlying the first component of the pipeline, a PseudoChecker analysis
has been run. In this sense, a total of 180 analyses were conducted, with the similarity scoring
scheme variation being relevant for measuring the impact that different schemes may have in the
classification outcome. For all analyses, we fixed human as the reference species, not only for
standardising the reference lineage in all of them, but also given the fact that the corresponding
genome is by far the most firmly established genome amongst mammals, not only displaying a
comprehensive and vastly complete gene annotation, but also including manual curation for the
vast majority of annotated genes [172].

Per analysed gene, human-curated annotated sequences were preferred, the longest isoform
of the annotated ortholog was retrieved from NCBI’s Gene database and inputted into the
analysis. No extension of the 3’ (or single-exon) alignment for searching a missing (in the original
alignment) final stop codon was requested, and the MACSE elementary alignment costs were left
with the default values, not only since it would be impracticable to test all possible combinations
of the respective manipulable alignment elementary costs, but also given the fact that, as we
have indicated before, the default alignment elementary costs are indeed reliable for running the
vast majority of analyses (Section 4.3.2).

Relatively to the target lineages to be included in each analysis, concerning the ones involving
lost genes, the respective affected species with annotation available at NCBI for the in-study gene
were inspected, and if existent and displaying no assembly gaps at the corresponding annotated
genomic sequence (represented by contiguous N’s, that could negatively influence the performance
analysis’ outcome), these were directly collected and inputted into the analysis. If not, the
corresponding lineages were excluded from the analysis.

For the analyses actuating over presumable functional genes, for each in-study gene, and
for ensuring the maximum representability of mammals within the conducted analyses, the
same previously scrutinised 20 mammalian orders were inspected for the presence of at least
one belonging species presenting annotation of the in-study gene at NCBI. This should not
display assembly gaps (N’s) at the corresponding genomic sequence and should not present the
low-quality protein tag in at least one annotated gene isoform, an NCBI RefSeq tag indicating
that the annotated sequence was modified for correcting deleterious indels and stop codons
(arising either from assembly artefacts or real biological mutations that, being a doubtful case
could influence our analysis). Per mammalian order, if a given lineage violated at least one
of these conditions, the other representative individuals of the same order (if existent) were
scrutinised for a viable gene annotation of the in-study gene. If not, the corresponding order was
excluded for the analysis.

Finally, since we employed a great diversity of species within each analysis and used human as
the reference species, the minimum exon alignment identity was fixed to 50% for all analyses. All
180 analyses were conducted within PseudoChecker ’s development local machine and all of these
individually ran on a single processor. For each of them, we recovered the assigned PseudoIndex
per tested target species and the time of analysis’ execution, in seconds.
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The entire produced raw data associated with the three sets of 30 analysis each underlying
functional genes within the respective target lineages (each set corresponding to a different
tested similarity scoring scheme) is included at Table A.1. This presents, per tested gene and
corresponding isoform, the included target species and the PseudoIndex attributed to each of
them per tested similarity scoring scheme. Similarly, the entire raw data associated to the three
sets of 30 analysis each underlying lost genes within the tested species is included at Table B.1.
This includes, again, per tested gene and corresponding isoform, the included target species
and the PseudoIndex assigned to each of them per tested similarity scoring scheme. For all the
executed analyses, the elapsed time in seconds is also presented.

To each of the total 6 sets of 30 analysis each, corresponds a set of p observations (or cases),
for which p corresponds to the sum of the number of target species included in each composing
analysis. To each observation (in other words, each species) corresponds a given PseudoIndex
that will be used for computing the further explored evaluation metrics. Concretely, regarding
lost genes at the corresponding tested species, each of the three sets displays 155 observations (a
total of 155 species) and each set underlying presumable functional genes over the corresponding
target species contains a total of 479 observations (479 species).

5.2 Evaluation metrics

Per tested similarity scoring scheme underlying PseudoChecker ’s coding sequence prediction step
of its pipeline, we are evaluating the percentage of well classified gene functionality events, as
well as the percentage of well classified gene loss events. We define a gene loss event as the loss
of a given gene in a given species, and a gene functionality event as the (presumable) presence of
a given viable gene in a given species.

Taking advantage of each computed PseudoIndex per species (or observation), then, for each
set of 30 analysis involving functional genes at the tested target species (each underlying a
different similarity scoring scheme), we calculated the fraction of predicted gene functionality
events by PseudoChecker over the actual tested gene functionality events, in other words, the
total number of gene functionality occurrences that were correctly detected by our approach over
the total number of tested gene functionality occurrences.

The percentage of well classified gene functionality events (WCGFE) is then given by the
formula:

WCGFE = PGFE

AGFE
∗ 100 (5.1)

where PGFE constitutes the number of predicted gene functionality events by PseudoChecker
and AGFE corresponds to the number of actual tested gene functionality events.
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Regarding each set of the 30 analysis involving lost genes at the respective inputted target
species, similarly, we computed the fraction of the total number of predicted gene loss events
by PseudoChecker over the total number of actual tested gene loss events. This is given as the
percentage of well classified gene loss events (WCGLE), expressed by the formula:

WCGLE = PGLE

AGLE
∗ 100 (5.2)

where PGLE constitutes the number of predicted gene loss events by PseudoChecker and
AGLE corresponds to the number of actual tested gene loss events.

For computing both of these ratios, however, we first need to turn our approach into a binary
classifier by converting the PseudoIndex scale into two different categories. For accomplishing
this, and following the PseudoIndex biological significance for each composing value of its scale
(see Section 4.4), tested species underlying values of PseudoIndex between 0 and 2 yield a
predicted gene functionality event, whereas values of PseudoIndex equal to 4 or 5, in its turn,
will correspond to a predicted gene inactivation event.

For each observation (or species), depending on its PseudoIndex assigned value, therefore,
this will either result in a predicted gene functionality event or a predicted gene loss event.
Finally, since these represent doubtful cases that must be manually inspected, species presenting
PseudoIndex values equal to 3 should not be considered within PseudoChecker ’s classification
performance evaluation.

5.3 Results

Before diving into the final results concerning both mentioned classification evaluation metrics, we
first should assess the percentage of discarded observations per tested similarity scoring scheme
for both the 30 analysis involving lost genes and the 30 remaining ones involving functional ones
(Table 5.1).

Table 5.1: Percentage value of discarded observations per tested similarity scoring scheme and
type of analysis (involving lost genes or functional ones). (CR): Optimised for closely related
species; (SD): Optimised for slightly divergent species; (BF): Best-fit similarity scoring scheme.

Lost Genes Functional Genes
Similarity scoring scheme CR SD BF CR SD BF
Discarded observations 6 2 3 7 11 5
Total observations 155 155 155 479 479 479
Discarded observations (%) 3.87 1.29 1.93 1.46 2.29 1.04
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As we can see, for all sets of 30 analysis each, we discarded a very small percentage of cases for
further classification quality evaluation, which, in some way, means not only that PseudoChecker
is indeed is capable of producing a low-level rate of doubtful predictions, but also that this slight
discardment process is less likely to influence our classification quality evaluation outcome.

Removed the doubtful observations from each set, per tested similarity scoring scheme, the
percentage of well classified gene functionality events (Table 5.2), as well as the percentage of
well classified gene loss events (Table 5.3) can be now calculated.

Table 5.2: Percentage value of well classified gene functionality events per tested similarity scoring
scheme including the obtained average value for all of these. (CR): Optimised for closely related
species; (SD): Optimised for slightly divergent species; (BF): Best-fit similarity scoring scheme.

Similarity scoring scheme CR SD BF
PGFE 433 456 465
AGFE 472 468 474
WCGFE (%) 91.73 97.43 98.10
Average WCGFE (%) 95.75

First, looking at the classification quality of PseudoChecker in identifying functional genes
as such, we indeed obtained satisfactory results. As we have stated when introducing the first
component of PseudoChecker ’s pipeline (section 4.3.1), since it will condition the prediction of
each target species’ coding sequence, the accurate selection of the similarity scoring scheme used
for its execution is of utmost importance for the success of gene functionality inference, as any
bad prediction evolving the composing exons will, in the worst-case scenario, ultimately lead to
the introduction of false mutations, further being misclassified as real ones.

Therefore, given its splice-site and reading-frame aware nature, testing, in the worst-case
scenario, a variety of alignments for each reference species’ coding exon, as we were somewhat
expecting, the best-fit similarity scoring scheme was the best performer in this field, displaying
the highest percentage value of well classified gene functionality events amongst the remaining
available similarity scoring schemes. Indeed, it was capable of correctly predicting 465 gene
functionality events over a total of known 474 ones, therefore reinforcing our recommendation
for its usage within the majority of PseudoChecker analyses.

In contrast, looking at the similarity scoring scheme optimised for closely related species, this,
even though achieving very reasonable results, with over 90% of correct classifications underlying
gene functionality, it performed not so well when compared to the first-mentioned one (Table
5.2). Given the fact that we made all efforts to incorporate a representative individual of each
mammalian order into the analyses underlying functional genes, and in the sense that we have
used human as reference species for each of them, this is likely explained since this similarity
scoring scheme is not, and as its name indicates, highly suitable to act over more distant species,
like, in our case, human relative to monotremes represented in our dataset by Ornithorhynchus
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anatinus, the platypus, or relative to marsupials, represented in our analyses by Monodelphis
domestica (gray short-tailed opossum). As a matter of fact, for the cases where this similarity
scoring scheme failed, a substantial part of these, actually corresponded to the same referred
more distant lineages relative to human (see Table A.1).

Relatively to the similarity scoring scheme optimised for slightly divergent species, likely due to
its more relaxed mismatch penalty when compared to the one optimised for closely related species,
therefore being more tolerant to nucleotide substitutions within the corresponding produced
alignments, it failed in fewer cases when compared to the latter one. Yet, since it only tests
one similarity scoring scheme per executed alignment, therefore limiting a possible increased
diversity of different alignments that is offered by the best-fit similarity scoring scheme, it is also
understandable that it performed a little bit worse than best-fit one.

Notably, and globally speaking, however, under this component of our performance evaluation,
PseudoChecker performed very well in correctly capturing gene functionality, with an average
value of well classified gene functionality events across the three different tested similarity scoring
schemes of 95.75% (Table 5.2).

Moving to PseudoChecker ’s power in classifying actually lost genes as such, we also obtained
fairly good results. Nonetheless, here we should be more careful while analysing the results
per tested similarity scoring scheme. Since we, again, know that an erroneous coding sequence
prediction of a given in-study gene in a given target species will almost lead, in some way or
another, to the accumulation of (false) deleterious mutations, arising, for example, from bad
exon boundaries predictions, therefore culminating in the false inference of a gene inactivation
event, it is not possible to distinguish if a given gene loss event was classified as such due to the
presence of (real) biological mutations that conducted to a PseudoIndex value for the affected
species superior to 3, the result of a bad coding sequence prediction that led to the same effect,
or a combination of both factors.

Therefore, and even tough we obtained gratifying values of well classified gene loss events for all
tested similarity scoring schemes (Table 5.3), we should recline our analysis specially attending
to the best-fit similarity scoring scheme, that, as already stated, aiming to produce the best and
most biologically meaningful coding sequence prediction, gives us at the end of the analysis, a
higher level of certainty that the classification outcome is the result of real biological identified
mutations and not errors concerning the coding sequence prediction step.
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Table 5.3: Percentage value of well classified gene loss events per tested similarity scoring scheme
including the obtained average value for all of these. (CR): Optimised for closely related species;
(SD): Optimised for slightly divergent species; (BF): Best-fit similarity scoring scheme.

Similarity scoring scheme CR SD BF
PGLE 147 147 149
AGLE 149 153 152
WCGLE (%) 98.65 96.07 98.02
Average WCGLE (%) 97.58

As observable in Table 5.3, the best-fit similarity scoring scheme yielded a very positive
outcome, only misclassifying a total of 3 cases within a total of 152 cases. In fact, the failing
cases for this component of the evaluation, this is, actual gene loss events misclassified as gene
functionality events are the result, either from different criteria applied from the original authors
for classifying the respective gene at the respective target species as lost when compared with
our PseudoIndex, or, particularly speaking, from its inherent (one more time, in our opinion)
reasonable non-penalisation of splice site inactivating mutations.

Since different approaches will yield different results, and since they depend on different
assumptions, display different biases and are likely to make use of different criteria for assigning
a given genomic fragment as a pseudogene, there is no way to systematically resolve all the
differences between such methods [91].

Finally, making an overall balance, taking into account the obtained results for the performed
classification evaluation metrics underlying gene loss and gene functionality events, under the
tested conditions, we can consider that, not only PseudoChecker was highly capable of accurately
classifying real lost genes as such, as well as functional genes where its functionality at the
involved target species was also presumable, but also that PseudoIndex is actually well calibrated
for performing this type of binary classification. Finally, taking into account the temporal
information recorded for each ran analysis, and even though this does not constitute essential
part of the analysis, we achieved a very reasonable average value of 133.09 seconds of analysis
time (approximately 2.22 minutes).





Chapter 6

Conclusions

6.1 Main contribution

Great attention in the past has been paid to gene duplication as the pervasive source of genetic
variation amongst biological lineages. With the recent increase in genomic data, however, it is
now known that gene loss as a mechanism of evolutionary change is much more prominent that
what would be expected a few years ago [5].

The establishment of a comprehensive gene loss catalogue covering the totality of gene
inactivation events and the respective affected taxa is, indeed, of utmost importance for providing
valuable information underlying the molecular mechanisms that accompanied the establishment
of new species, and to unveil the links between lost genes and phenotypic traits [5].

Yet, to build a complete gene loss database, it is ultimately required to develop computational
approaches capable of reliably identifying and mapping gene losses over the tree of life. A giant
breakthrough in this area was precisely established with the development of PseudoChecker : the
first integrated online platform for automatised gene loss inference in mammals. Our approach is
aimed to be repeatedly applied, by any, even non-experienced users, in researches directed to
identify and unveil the molecular signatures underlying mammalian gene inactivation occurrences,
in a straightforward, convenient, systematic and highly accurate process.

Our comparative genomics-based approach, as opposed to all existing methods, is the unique
amongst those displaying full automation, the built-in inclusion of an index of pseudogenisation
taking into account multiple carefully selected factors, and finally, but not least important,
displaying its integration as a web service, not only allowing us to keep PseudoChecker as a
multi-platform and always updated bioinformatics tool, but facilitating its expedite and easy
usability for quickly identifying gene loss.
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6.2 Perspectives and future work

Nonetheless, at this stage, PseudoChecker Version 0.8 still constitutes a prototype. Functionally
speaking, even though in our development machine, PseudoChecker is fully usable, meets all
the predetermined goals, and is prepared for being immediately launched on the web, a few
improvements at both functional and technical levels can still be made.

As future work, and concerning functional enhancements, we aim to develop novel features
that include:

• Support for analyses involving multiple genes at once, useful for analysing groups of genes
directly associated with a given phenotype;

• Support for the study of polymorphic loss, this is, gene loss affecting, per given lost gene,
only one of the two alleles of the affected species, therefore, being especially relevant for
unveiling insights related with ongoing processes of gene loss in natural populations [5];

• Additions to the front-end system for visually displaying the information underlying the
multiple tested scoring schemes and the respective alignment outcomes for each exon
alignment following the best-fit similarity scoring scheme;

• Support for different alignment colouring schemes either for both MACSE and reference
species’ coding exons alignments;

• Finally, the support for built-in selection analyses involving the in-study sequences, using,
for this effect, widely adequate software such as codeml from PAML [203].

As for the technical level, improvements related to PseudoChecker ’s computational performance
can also be employed. The most relevant one, from our point of view, is, in fact, the
implementation of multi-core processing. This would not only increase the speed of analyses
since multiple exon alignments could be executed at the same time, but it would also avoid the
requirement of using the greedy approach applied in the best-fit similarity scoring scheme. As a
consequence, since all 40 similarity scoring schemes would always be tested, this could yield even
better results when searching for the most adequate exon alignment (against a given test species’
genomic sequence) per each reference species’ coding exon.

Additionally, the implementation of the employed variation of the Needleman-Wunsch algorithm
for conducting semi-global exon alignments in mid-level, compiled programming languages such
as C or C++, instead of Python, would also benefit from great speed improvements, that, once
again would culminate in the decrease of the time of analyses’ execution.

Finally, a natural evolution of PseudoChecker would consist in nothing else but its expandability
to non-mammalian animal lineages. This, in fact, constitutes the ultimate future goal for
PseudoChecker, and since the strong foundation for this effect is already established, we strongly
believe that with future small improvements and adequate testing, PseudoChecker can easily
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be suitably applied in gene loss researches targeted for other animals, therefore, aiding and
promoting the study of this new paradigm of evolution in a wider range of lineages.





Appendix A

Raw data associated with PseudoChecker’s
performance evaluation over gene func-
tionality events

This appendix contains the raw data associated to the 90 analysis conducted during PseudoChecker ’s
performance evaluation over gene functionality events. This comprehends a main table that,
besides other accessory information, includes, per tested gene, per target species, and per tested
similarity scoring scheme underlying the coding sequence prediction step of PseudoChecker ’s
pipeline, the corresponding assigned PseudoIndex. Finally, the time of execution concerning each
of the 90 analysis is also disclosed.
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functionality events

Table A.1: Raw data underlying the 90 analysis conducted during PseudoChecker ’s performance evaluation over
presumable cases of gene functionality. This table comprehends, per analysed gene (2nd column), the correspondent
NCBI’s accession number of the retrieved human ortholog isoform (3rd column), the correspondent number of
coding exons (4th column), the employed target lineages into analysis and the correspondent mammalian order
(5th and 6th columns, respectively), the PseudoIndex (PI) assigned for each species according to the three tested
similarity scoring schemes (the one optimised for closely related species (CR), the one optimised for slightly
divergent species (SD) and the best-fit similarity scoring scheme (BF)), and the corresponding time of analysis’
execution (TA), in seconds (last three columns, each per distinct tested similarity scoring scheme).

n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF

1 GFAP NM_002055.5 9

Monodelphis domestica Didelphimorphia 0 0 0

116.32 119.44 115.93

Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

2 CHGB NM_001819.3 5

Ornithorhynchus anatinus Monotremata 3 3 3

867.21 976.82 1016.21

Sarcophilus harrisii Dasyuromorpha 5 0 0
Phascolarctos cinereus Diprotodontia 5 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

3 PTH NM_000315.4 2

Ornithorhynchus anatinus Monotremata 0 5 0

115.91 108.97 97.86

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 1 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

4 NPPA NM_006172.4 3

Ornithorhynchus anatinus Monotremata 0 0 0

42.46 43.46 47.04

Monodelphis domestica Didelphimorphia 0 0 0
Sarcophilus harrisii Dasyuromorpha 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

5 APOA2 NM_001643.2 3

Ornithorhynchus anatinus Monotremata 5 0 0

25.92 22.36 26.85

Monodelphis domestica Didelphimorphia 5 4 4
Sarcophilus harrisii Dasyuromorpha 0 0 0
Phascolarctos cinereus Diprotodontia 5 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF

6 KLHDC8A NM_001271863.1 4

Ornithorhynchus anatinus Monotremata 0 0 0

83.55 66.94 127.46

Monodelphis domestica Didelphimorphia 2 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

7 SFTPC NM_003018.4 5

Ornithorhynchus anatinus Monotremata 4 0 0

126.46 51.12 65.09

Sarcophilus harrisii Dasyuromorpha 5 3 0
Phascolarctos cinereus Diprotodontia 3 3 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 4 3 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 3 3 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 4

8 FABP1 NM_001443.3 4

Ornithorhynchus anatinus Monotremata 0 0 0

11.94 10.98 11.48

Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF

9 MS4A1 NM_021950.3 6

Ornithorhynchus anatinus Monotremata 5 0 0

418.57 278.95 279.32

Monodelphis domestica Didelphimorphia 5 2 0
Sarcophilus harrisii Dasyuromorpha 5 5 0
Phascolarctos cinereus Diprotodontia 5 0 0
Orycteropus afer afer Tubulidentata 3 3 3
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Pan paniscus Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 3 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

10 KRT13 NM_153490.3 8

Ornithorhynchus anatinus Monotremata 0 3 0

362.84 521.81 279.88

Monodelphis domestica Didelphimorphia 0 0 0
Sarcophilus harrisii Dasyuromorpha 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Erinaceus europaeus Eulipotyphla 4 0 0
Phyllostomus discolor Chiroptera 5 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

11 THEM5 NM_182578.4 6

Ornithorhynchus anatinus Monotremata 3 2 2

479.05 439.97 607.44

Monodelphis domestica Didelphimorphia 2 2 0
Phascolarctos cinereus Diprotodontia 5 2 2
Orycteropus afer afer Tubulidentata 0 0 0
Loxodonta africana Proboscidea 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Oryctolagus cuniculus Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 5 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

12 TMPRSS15 NM_002772.3 25

Ornithorhynchus anatinus Monotremata 5 5 5

2878.9 1657.0 1535.64

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 5 5 5
Pan troglodytes Primates 0 0 0
Mus musculus Rodentia 5 0 0
Phyllostomus discolor Chiroptera 5 0 0
Canis lupus familiaris Carnivora 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

13 PLIN1 NM_001145311.2 8

Ornithorhynchus anatinus Monotremata 5 5 0

328.14 317.55 271.56

Monodelphis domestica Didelphimorphia 0 0 5
Phascolarctos cinereus Diprotodontia 5 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

14 AKAP4 NM_003886.3 6

Ornithorhynchus anatinus Monotremata 0 0 0

383.51 367.11 334.63

Chrysochloris asiatica Afrosoricida 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

15 UPK2 NM_006760.4 5

Ornithorhynchus anatinus Monotremata 5 5 0

20.14 20.95 22.04

Monodelphis domestica Didelphimorphia 0 3 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

16 TMPO NM_003276.2 4

Ornithorhynchus anatinus Monotremata 0 0 0

240.81 216.97 344.88

Monodelphis domestica Didelphimorphia 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Pan troglodytes Primates 0 0 0
Oryctolagus cuniculus Lagomorpha 5 5 5
Mus musculus Rodentia 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 5 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

17 DDX47 NM_016355.4 12

Ornithorhynchus anatinus Monotremata 0 0 0

119.59 118.06 152.23

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

18 RPS19 NM_001321484.2 5

Ornithorhynchus anatinus Monotremata 0 0 0

8.92 8.76 8.79

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Mus musculus Rodentia 0 0 0
Sorex araneus Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
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Appendix A. Raw data associated with PseudoChecker’s performance evaluation over gene

functionality events

n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

19 SEPTIN9 NM_001113491.2 12

Ornithorhynchus anatinus Monotremata 5 0 0

108.65 111.5 123.5

Phascolarctos cinereus Diprotodontia 0 0 0
Pan troglodytes Primates 0 0 0
Mus musculus Rodentia 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

20 DCTN2 NM_001261413.1 14

Ornithorhynchus anatinus Monotremata 5 0 0

110.18 108.06 110.45

Monodelphis domestica Didelphimorphia 0 0 0
Sarcophilus harrisii Dasyuromorpha 0 5 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

21 RPL23 NM_000978.4 5

Ornithorhynchus anatinus Monotremata 0 0 0

12.11 12.34 13.72

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 5 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Bos taurus Artiodactyla 0 0 0

22 VIM NM_003380.5 9

Ornithorhynchus anatinus Monotremata 0 0 0

147.28 138.09 141.84

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Felis catus Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

23 TUBB4B NM_006088.6 4

Ornithorhynchus anatinus Monotremata 0 0 0

37.92 38.98 40.04

Monodelphis domestica Didelphimorphia 0 0 0
Sarcophilus harrisii Dasyuromorpha 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Mus musculus Rodentia 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

24 ATP5F1B NM_001686.4 10

Ornithorhynchus anatinus Monotremata 0 0 0

141.72 146.7 154.21

Monodelphis domestica Didelphimorphia 0 0 0
Sarcophilus harrisii Dasyuromorpha 5 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 5 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Myotis davidii Chiroptera 0 0 0
Canis lupus familiaris Carnivora 5 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
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Appendix A. Raw data associated with PseudoChecker’s performance evaluation over gene

functionality events

n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Bos taurus Artiodactyla 0 0 0

25 CALR NM_004343.3 9

Ornithorhynchus anatinus Monotremata 5 3 3

172.35 132.54 141.27

Monodelphis domestica Didelphimorphia 5 0 0
Phascolarctos cinereus Diprotodontia 5 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 5 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

26 RER1 NM_007033.5 6

Ornithorhynchus anatinus Monotremata 0 0 0

28.23 29.36 29.48

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Loxodonta africana Proboscidea 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

27 AP2M1 NM_001025205.1 10

Ornithorhynchus anatinus Monotremata 0 0 0

56.25 59.05 57.18

Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
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n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Felis catus Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

28 PSAP NM_002778.4 14

Ornithorhynchus anatinus Monotremata 5 5 5

273.69 289.63 353.46

Phascolarctos cinereus Diprotodontia 5 3 3
Orycteropus afer afer Tubulidentata 0 0 0
Elephantulus edwardii Macroscelidea 3 5 5
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Tupaia chinensis Scandentia 0 0 0
Pan troglodytes Primates 0 0 0
Ochotona princeps Lagomorpha 5 5 5
Mus musculus Rodentia 4 3 3
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

29 EMC4 NM_016454.4 5

Ornithorhynchus anatinus Monotremata 0 0 0

12.60 12.93 13.42

Monodelphis domestica Didelphimorphia 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Trichechus manatus latirostris Sirenia 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Pan troglodytes Primates 0 0 0
Oryctolagus cuniculus Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Condylura cristata Eulipotyphla 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Canis lupus familiaris Carnivora 0 0 0
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0

30 CD63 NM_001780.5 10

Ornithorhynchus anatinus Monotremata 0 0 0

36.52 36.08 37.56

Sarcophilus harrisii Dasyuromorpha 0 0 0
Phascolarctos cinereus Diprotodontia 0 0 0
Orycteropus afer afer Tubulidentata 0 0 0
Chrysochloris asiatica Afrosoricida 0 0 0
Elephantulus edwardii Macroscelidea 0 0 0
Loxodonta africana Proboscidea 0 0 0
Dasypus novemcinctus Cingulata 0 0 0
Pan troglodytes Primates 0 0 0
Oryctolagus cuniculus Lagomorpha 0 0 0
Mus musculus Rodentia 0 0 0
Phyllostomus discolor Chiroptera 0 0 0
Felis catus Carnivora 0 0 0
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Appendix A. Raw data associated with PseudoChecker’s performance evaluation over gene

functionality events

n Gene Isoform E Presumably functional in Order
PI TA (s)

CR SD BF CR SD BF
Manis javanica Pholidota 0 0 0
Equus caballus Perissodactyla 0 0 0
Bos taurus Artiodactyla 0 0 0



Appendix B

Raw data associated with PseudoChecker’s
performance evaluation over gene loss
events

This appendix contains the raw data associated with the 90 analysis conducted during PseudoChecker ’s
performance evaluation over previously known cases of gene loss events. It comprehends a main
table that, besides other accessory information, includes, per tested gene, per target species,
and per tested similarity scoring scheme underlying the coding sequence prediction step of
PseudoChecker ’s pipeline, the corresponding assigned PseudoIndex. The time of execution
regarding each of the 90 analysis is also disclosed.
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Appendix B. Raw data associated with PseudoChecker’s performance evaluation over gene loss

events

Table B.1: Raw data underlying the 90 analysis conducted during PseudoChecker ’s performance evaluation
over previously known cases of gene loss events. This table comprehends per analysed gene (2nd column), the
correspondent NCBI’s accession number of the retrieved human ortholog isoform (3rd column), the correspondent
number of coding exons (4th column), the affected lineages by its loss and respective reference underlying the
matching analysed study (5th and 6th columns, respectively), the PseudoIndex (PI) assigned for each affected
species according to the three tested similarity scoring schemes (the one optimised for closely related species (CR),
the one optimised for slightly divergent species (SD) and the best-fit similarity scoring scheme (BF)), and the
corresponding time of analysis’ execution (TA), in seconds (last three columns, each per distinct tested similarity
scoring scheme).

n Gene Isoform E Lost in Ref.
PI TA (s)

CR SD BF CR SD BF

1 IL20 NM_018724.3 5

Orcinus orca

[108]

5 5 5

6.69 7.87 11.99

Tursiops truncatus 5 5 5
Physeter catodon 0 0 0
Delphinapterus leucas 5 5 5
Lipotes vexillifer 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5
Nannospalax galili 5 5 5

2 AANAT NM_001166579.1 4

Lipotes vexillifer

[111]

3 5 5

27.50 35.61 41.68

Balaenoptera acutorostrata scammoni 3 5 5
Orcinus orca 3 5 5
Lagenorhynchus obliquidens 3 5 5
Delphinapterus leucas 5 5 5
Neophocaena asiaeorientalis asiaeorientalis 5 5 5
Physeter catodon 5 5 5

3 ASMT NM_001171038.2 9
Lagenorhynchus obliquidens

[111]
5 5 5

122.91 125.55 133.72Delphinapterus leucas 5 5 5
Neophocaena asiaeorientalis asiaeorientalis 5 5 5

4 MTNR1B NM_005959.3 2
Balaenoptera acutorostrata scammoni

[111]
5 5 5

13.66 13.20 24.62Delphinapterus leucas 5 5 5
Physeter catodon 5 5 5

5 S100Z NM_130772.4 2

Odocoileus virginianus texanus

[67]

5 5 5

10.46 10.47 19.44

Aotus nancymaae 5 5 5
Canis lupus familiaris 4 4 4
Tursiops truncatus 5 5 5
Orcinus orca 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5
Delphinapterus leucas 5 5 5
Pteropus alecto 5 5 5
Myotis davidii 5 5 5
Capra hircus 5 5 5
Neomonachus schauinslandi 5 1 5
Desmodus rotundus 5 5 5
Lipotes vexillifer 5 5 5
Myotis lucifugus 5 5 5
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n Gene Isoform E Lost in Ref.
PI TA (s)

CR SD BF CR SD BF
Myotis brandtii 5 5 5
Rousettus aegyptiacus 5 5 5

6 SYCN NM_001080468.4 1
Heterocephalus glaber

[67]
5 5 5

1.72 1.88 10.18Fukomys damarensis 5 5 5
Ceratotherium simum simum 2 2 2

7 PNLIPRP1 NM_006229.4 12

Heterocephalus glaber

[67]

5 5 5

119.73 115.11 147.69

Bos taurus 5 5 5
Bison bison bison 5 5 5
Bubalus bubalis 5 5 5
Ovis aries 5 5 5
Capra hircus 5 5 5
Loxodonta africana 5 5 5
Cavia porcellus 5 5 5
Bubalus bubalis 5 5 5

8 RFXP4 NM_181885.2 1

Tursiops truncatus

[67]

5 5 5

93.37 95.92 149.05

Ochotona princeps 5 5 5
Orcinus orca 5 5 5
Delphinapterus leucas 5 5 5
Lipotes vexillifer 5 5 5
Physeter catodon 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5
Acinonyx jubatus 3 3 3
Eptesicus fuscus 5 5 5
Myotis davidii 5 5 5
Myotis brandtii 5 5 5
Myotis lucifugus 5 5 5

9 INSL5 NM_005478.4 2

Myotis brandtii

[67]

5 5 5

37.81 37.63 50.05

Odobenus rosmarus divergens 5 5 5
Mustela putorius furo 5 5 5
Enhydra lutris kenyoni 5 5 5
Panthera tigris altaica 5 5 5
Panthera pardus 5 5 5
Leptonychotes weddellii 5 5 5
Neomonachus schauinslandi 5 5 5
Balaenoptera acutorostrata scammoni 5 0 0
Felis catus 5 5 5
Acinonyx jubatus 5 5 5
Eptesicus fuscus 5 5 5

10 NOX1 NM_007052.5 13

Tursiops truncatus

[67]

5 5 5

61.40 47.80 70.92
Delphinapterus leucas 5 5 5
Lipotes vexillifer 5 5 5
Manis javanica 5 5 5

11 KLK8 NM_144505.3 5
Tursiops truncatus

[66]
5 5 5

21.96 21.53 39.04Physeter catodon 5 5 5
Trichechus manatus latirostris 5 5 5

12 ODAM NM_017855.3 10

Physeter catodon

[180]

0 0 0

29.74 30.17 37.18

Orcinus orca 5 5 3
Balaenoptera acutorostrata scammoni 5 5 5
Callithrix jacchus 5 5 5
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Appendix B. Raw data associated with PseudoChecker’s performance evaluation over gene loss

events

n Gene Isoform E Lost in Ref.
PI TA (s)

CR SD BF CR SD BF
Lipotes vexillifer 5 5 5
Tursiops truncatus 5 5 5
Delphinapterus leucas 5 5 5
Neophocaena asiaeorientalis asiaeorientalis 5 5 5
Neomonachus schauinslandi 5 5 5
Dasypus novemcinctus 5 5 5

13 MX1 NM_001144925.2 13
Tursiops truncatus

[18]
5 5 5

128.37 221.65 225.44Orcinus orca 5 5 5
Physeter catodon 5 5 5

14 MX2 NM_002463.2 13
Tursiops truncatus

[18]
5 5 5

124.01 149.97 168.65Orcinus orca 5 5 5
Neophocaena asiaeorientalis asiaeorientalis 5 5 5

15 ALOXE3 NM_001165960.1 16

Physeter catodon

[172]

5 5 5

211.31 240.11 214.80
Tursiops truncatus 5 5 5
Orcinus orca 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5

16 MOGAT3 NM_178176.4 7
Orcinus orca

[110]
5 5 5

13.07 13.02 21.61Balaenoptera acutorostrata scammoni 5 5 5
Delphinapterus leucas 5 5 5

17 ELOVL3 NM_152310.3 4

Orcinus orca

[110]

5 5 5

6.98 7.68 11.01
Tursiops truncatus 5 5 5
Delphinapterus leucas 5 5 5
Physeter catodon 5 5 5
Lipotes vexillifer 5 5 5

18 CCL27 NM_006664.4 3

Heterocephalus glaber

[109]

5 5 5

5.03 6.04 6.84

Hipposideros armiger 5 5 5
Manis javanica 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5
Lipotes vexillifer 5 5 5
Physeter catodon 3 3 3
Lagenorhynchus obliquidens 5 5 5
Tursiops truncatus 5 5 5
Delphinapterus leucas 5 5 5

19 KRT24 NM_019016.3 8

Odobenus rosmarus divergens

[46]
[47]

5 5 5

48.57 52.53 60.31

Camelus bactrianus 5 5 5
Camelus dromedarius 5 5 5
Callorhinus ursinus 5 5 5
Zalophus californianus 5 5 5
Tursiops truncatus 5 5 5
Physeter catodon 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5
Orcinus orca 5 5 5

20 KRT84 NM_033045.4 9
Tursiops truncatus

[46]
5 5 2

79.58 36.88 45.66Physeter catodon 5 5 5
Lipotes vexillifer 5 5 5

21 PON1 NM_000446.7 9

Physeter catodon

[127]

5 5 5

78.15 76.44 90.62

Leptonychotes weddellii 5 5 5
Neomonachus schauinslandi 5 5 5
Trichechus manatus latirostris 5 5 5
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n Gene Isoform E Lost in Ref.
PI TA (s)

CR SD BF CR SD BF
Balaenoptera acutorostrata scammoni 5 5 5
Lipotes vexillifer 5 5 5
Tursiops truncatus 5 5 5

22 ACP4 NM_033068.3 11
Orycteropus afer afer

[172]
5 5 5

32.45 28.26 30.34Dasypus novemcinctus 5 5 5
Balaenoptera acutorostrata scammoni 5 5 5

23 DDB2 NM_000107.2 10
Manis javanica

[172]
5 5 5

34.79 39.46 39.8
Dasypus novemcinctus 5 5 5

24 MMP12 NM_002426.6 10
Trichechus manatus latirostris

[172]
5 2 2

21.40 20.93 26.50
Balaenoptera acutorostrata scammoni 5 5 5

25 DSC1 NM_024421.2 16
Physeter catodon

[172]
5 5 5

263.83 241.37 247.17Balaenoptera acutorostrata scammoni 5 5 5
Orcinus orca 5 5 5

26 MOGAT2 NM_025098.4 6
Pteropus alecto

[172]
5 5 5

6.71 5.73 10.25
Pteropus vampyrus 5 5 5

27 FABP6 NM_001040442.1 6
Pteropus alecto

[172]
5 5 5

13.57 9.36 12.07
Pteropus vampyrus 5 5 5

28 AQP6 NM_001652.4 4
Pteropus alecto

[172]
5 5 5

4.97 5.38 27.54
Pteropus vampyrus 5 5 5

29 FFAR3 NM_005304.5 1
Pteropus alecto

[172]
5 5 5

7.62 7.83 8.84
Pteropus vampyrus 5 5 5

30 APMAP NM_001507.1 2
Mus musculus

[172]
5 5 5

13.21 8.35 14.61
Rattus norvegicus 5 5 5
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